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Abstract—New technologies often change how an individual performs
work, such as how generative Al (GenAl) can help a developer write
code. New technologies can also impact how people interact with one
another, such as how GenAl's ability to summarize API documenta-
tion can reduce the need for developers to ask each other technical
questions. In this paper, we report on a two-phase mixed-method study
exploring how GenAl influences how humans interact in software de-
velopment. During phase one, 30 industrial software developers pro-
vided data over a period of 5 to 12 days as they worked, contributing
627 experience sampling responses and 207 end-of-workday survey
responses. To gain further insight into their work, we interviewed 22 of
these developers. During phase two, 131 additional professional devel-
opers responded to a survey to explore whether and how the results
from phase one are seen across a larger population. Our analysis of
the data found that (1) the ability of GenAl to help answer low-level
technical questions in a timely way enables developers to see GenAl
as a technical mentor, providing opportunities for developers to turn to
tools rather than teammates; (2) developers perceive that GenAl can
help them experience more focus and experience fewer flow disruptions;
(3) GenAl can help developers pursue more meaningful conversations
with their colleagues by shifting human interaction towards clarification,
joint reasoning, and exploring alternative perspectives; and (4) in the
presence of GenAl, developers report still seeking human-to-human
interaction for contextual expertise, mentorship, and social connection.
Together, these findings show what changes, when it changes, and what
teams can do next in response to this shift in team interaction dynamics,
where GenAl increasingly handles routine technical queries and human
conversations center on context, reasoning, and connection. Teams
can adopt norms for delegating questions, sustain human judgment
in complex decisions, and create space for expertise, mentorship, and
connection, alongside increasing technical self-sufficiency.
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1 INTRODUCTION

To improve software development, new technologies are
often introduced to ease the work of individuals. Even if
intended primarily to help an individual, these technologies
also often impact how humans work together to build
software. Yet, research on the impact of new technologies
often focuses solely on the former, overlooking the influence
of the technology on how humans work together to build a
software system.

Consider the adoption of continuous integration and
continuous deployment (CI/CD) tools. While there has been
significant study about how an individual developer is sup-
ported by automating builds and tests, such as improving
speed and reducing errors [1], far less attention has been
paid to how these tools impact human interactions within
the development team. For example, with CI/CD adoption,
there is often a rise in distributed development [2]]. An unan-
swered question seems to be: does this distribution impact
the knowledge of the code shared between developers?

A similar pattern is emerging with GenAl. While nu-
merous studies have explored how individual software
developers use GenAl tools for their work and its impact
(e.g., [3I-[8]), fewer have examined its role in supporting de-
velopers working together in a software development team
(e.g., [9], [10]). The studies that do exist have contradictory
findings, raising the need to explore the topic in more depth.

By focusing on human-to-human interactions in teams,
we aim to fill the gap about how GenAlI changes the ev-
eryday interactions of professional software development
teams. We seek to investigate the question: How does
GenAl influence when and how members of a software
development team interact?

We conducted a mixed-method study involving profes-
sional software developers that consisted of two phases. In
phase one of the study, we focused on capturing developers’
experiences and impressions as they worked. From 30 pro-
fessional developers, we gathered: (a) in vivo self-reports
through experience sampling (ES) (627 responses), which
provided in-the-moment impressions about the technology,
and (b) end-of-workday (EOD) surveys, which allowed a
broader reflection on the impact of the technology on a
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workday. (207 responses). We also interviewed 22 of the
30 developers to gather longer-term reflections, while still
situated in the workplace (3,791 sentences). In phase two, we
sought to learn from more developers through a survey. We
gathered survey responses from 131 professional developers
to better understand perceptions of how GenAl influences
developer work habits and team interactions.

From the data, we learned that GenAl is reshaping
interactions in software teams during software development
in multiple ways. By handling routine technical queries,
GenAl acts as a mentor and improves the focus and flow
of a developer. GenAl also enables more purposeful human
conversations, where discussions with colleagues center on
complex, context-rich problems rather than trivial trou-
bleshooting.

At the same time, we also learned that despite its ef-
ficiency, GenAl cannot replace the invaluable social and
collaborative value of human interaction. Developers ac-
tively seek out collaboration, connection, and social en-
gagement—not just as supplementary aspects of their work
experience, but as a fundamental driver of connection and
workplace cohesion.

These findings provide practical implications for de-
velopers and managers. For instance, developers can gain
guidance about when GenAl can be used instead of inter-
rupting a colleague, and can also learn of the need to be
mindful of the narrower perspective GenAl might provide
compared to a colleague. As another example, managers can
be made aware of the need to foster interaction between
their team members to ensure knowledge-sharing moments
and to ensure team members do not suffer from the effects
of isolation.

This paper makes the following contributions:

e We present findings about how developers perceive
GenAl as supporting fewer disruptions and more dis-
cussions during software development based on an
analysis of ES and EOD responses (834 responses) from
30 professional developers and interviews (3,791 sen-
tences) with 22 of those developers.

o We complement these in-depth insights with a survey
of 131 developers, indicating how perceptions of GenAl
may extend to broader industrial practice.

o We describe how GenAl will continue to change how
software developers and their teams work by applying
McLuhan’s Tetrad Model of Media Effects to analyze its
technological impact [11].

o We offer insights for developers and managers to nav-
igate the integration of GenAl while maintaining effec-
tive collaboration.

e We provide a dataset consisting of the questions and
data for the ES, EOD survey, Survey, Interview, includ-
ing developers’ background data, and the codebook
used in the thematic analysisﬂ

We begin by placing our study in the context of the
existing literature (Section [2). We then describe our study
design and the data analyses we employ (Section 3) before
describing the study results (Section#) and synthesizing the
results (Section [p). We discuss additional themes resulting

1. This paper has supplementary material available on Zenodo (https:
//doi.org/10.5281/zenodo.17049654).
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from the study, actionable insights for developers and man-
agers and future research directions and threats (Section @
before concluding (Section 7).

2 RELATED WORK

For over forty years, researchers have studied how human
characteristics and team dynamics impact software artifacts
and the processes used to produce those artifacts (e.g., [12]).
The introduction of GenAl tools is one of the latest addi-
tions impacting the environment in which teams produce
software. We build on existing research that has considered
how humans work together on teams to develop software in
studying how GenAl is impacting human-to-human interac-
tion. We review existing literature about factors impacting
software development team interactions (Section and
consider existing studies of the impact of GenAl on software
development (Section [2.2).

2.1 Software Development Team Interactions

A major reason why colleagues interact in software develop-
ment is to share knowledge. Multiple studies have explored
how developers locate and share knowledge during ev-
eryday work, showing that coworkers are primary sources
when individuals cannot find an answer independently,
particularly for complex questions that require synthesizing
information from multiple sources [13], [14]. When peers
are unavailable, developers defer tasks or proceed with
lower confidence and occasional incorrect assumptions [13].
Other research highlights that developers spend a signifi-
cant amount of time maintaining mental models of the code
and project context, often relying on discussions with peers
to restore or update these models [15]. Similarly, studies of
the questions developers ask during code comprehension
indicate that many require human expertise to resolve, par-
ticularly those concerning design rationale, dependencies,
or historical decisions, underscoring the central role of peer
knowledge in development work [16].

While effective, seeking knowledge from team members
has an impact on the work practices of developers, as
finding knowledge from others can require interrupting
colleagues. Interruptions can break a developer’s flow and
result in more work for the interrupted colleague who
must reconstruct context when they return to their original
task [17], [18]. Impacts such as the cost of interruptions can
influence interactions within the team.

Interactions within teams are also not always smooth.
Studies have discovered a number of challenges that com-
plicate team collaboration, including mismatched commu-
nication preferences, misunderstandings, limited empathy
or confidence, and delayed escalation of problems [[19], [20].
Team interactions and collaborations can also be impacted
by who is on a team and how the team functions. Some
studies have reported seeing impacts that diverse teams and
agile teams demonstrate stronger collaboration and higher
performance [20]-[22].

As GenAl tools are sometimes seen as being capable to
replacing software developers, our study aims to explore
how the introduction of these tools are impacting how the
humans building software work together.
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2.2 Studies of GenAl in Software Development

Existing studies of GenAl in software development focus on
how the technology can aid individual software developers
performing tasks and how GenAl is used in teams. We
consider each of these categories of existing work in turn.

2.2.1 Individual Interaction with GenAl

A number of studies have considered how GenAl can aid
the work of an individual developer. From recent studies,
it is known that while GenAl accelerates the activities of
developers [5], [6], it also requires them to verify and explore
solutions suggested by the technology [7], [8]. In compar-
ison to early technologies that supported questions and
answers, like Stack Overﬂowﬂ GenAl can go beyond simply
providing answers, supporting developers in learning new
things and engaging in creative brainstorming [23]. The
potential benefits of GenAl are becoming known, and as
a result, the overall adoption of GenAl among software
developers is gradually rising. In a recent survey, 76% of re-
spondents are either using or planning to use GenAlI tools in
their development process [24]. This increasing adoption of
GenAl in software development raises important questions
about how it may impact software development beyond the
individual.

2.2.2 Team Interactions with GenAl

Many of the existing studies about how GenAl impacts
software development teams are focused on student course
projects. For example, Waseem et al. focuses largely on
how students used the technology [25], whereas others also
consider the impact on team dynamics, such as the impact
on learning because students ask the technology instead of
their teammates [9]], [26], [27]. Our study moves beyond this
earlier work by considering experienced practicing software
developers.

One area of study involving GenAl and teams of pro-
fessional software developers has been the consideration
of how teams adopt GenAl. Russo, for example, focused
on factors driving industrial adoption by conducting a
survey of industrial practitioners, finding that a primary
driver was how GenAl integrated into the workflow of
practitioners [28]. Using a case study approach, Coutinho et
al. consider adoption within a single company, examining
who adopted the technology and identifying challenges to
adoption that need to be overcome for more widespread use
of the technology [29].

Others have considered the impact of the technology
on the software produced. For instance, in the context of
studying mobile software development teams, Vasiliniuc et
al. focused on the impact of GenAl on code quality [30].
Omidvar Tehrani et al. examined the use of GenAl for code
migration tasks, focusing on the human—GenAlI partnership
itself [31]].

Closest to the work reported in this paper are studies that
consider the impact of GenAl on team dynamics. Haque et
al. conducted a mixed-method study combining a survey
of 128 developers and interviews with 17 practitioners to
examine how GenAl tools shape information-seeking and
developer skill development [10]. As part of their findings,

2. https:/ /stackoverflow.com/
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the researchers reported downstream effects on collabora-
tion, such as reduced face-to-face interactions and reduced
organic knowledge sharing. We report similar observations,
re-enforcing these findings. Our study also dives deeper into
the kinds of interactions developers have with each other
when using GenAl tools.

Vaz Pereira et al. studied the adoption of GenAl tools
within a single large company, combining weekly surveys
with system data [32].

They found that participants primarily used GenAl for
code-centric tasks, such as code generation and code im-
provement, with limited adoption in areas like architecture,
design, or requirements engineering. They note in their
findings that participants did not report any significant
changes to how they collaborated as a team.

The Haque et al. and Vaz Pereira et al. studies present
conflicting perspectives on how GenAl affects collaboration:
Haque et al. report decreases in face-to-face interaction
and organic knowledge sharing, whereas Vaz Pereira et
al. found no significant changes to how developers collab-
orated as a team. These contradictory findings motivate the
need for the research we report on in this study. We extend
this prior work by explicitly focusing on how professional
developers perceive GenAl's influence on human-to-human
interaction within software teams across diverse organiza-
tional settings. Combining multiple different methods, we
focus on when and how human-to-human interactions are
affected by the use of GenAl tools in developers’ day-to-day
work.

3 STUuDY OVERVIEW

To explore our research question, we designed a two-phase
mixed-method study. In this study, we use “interaction”
broadly to refer to any kind of engagement between a
developer and another human, whether it occurs with col-
leagues, customers, product managers, designers, or any
other stakeholders involved in the software development
process. In this paper, the participants are referred to as
developers, given their backgrounds.

In the first part of the study (described in detail in
Section [B.I), we investigated the research question from
the perspective of developers’ lived experiences, using ES
combined with EOD survey questions and an optional semi-
structured interview. Thirty developers installed a custom
IDE plugin that prompted brief experience sampling ques-
tions throughout their workdays, alongside EOD reflections.
Over multiple days, developers provided near real-time
reflections on their use of GenAl and its impact on their
daily interactions. 22 of these developers were part of an
optional interview after they successfully completed the
plugin portion of this component.

In the second part of the study (described in detail in
Section [3.2), we distributed a larger scale survey to explore
findings from part one in more detail. The survey reached
over 130 developers from more than 50 countries, all of
whom work in teams and have integrated GenAl tools into
their daily workflows. While the survey catches emerging
changes across a broad population, the first phase com-
plements it by capturing how these changes unfold in real
time, highlighting the everyday decisions developers make
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when navigating interruptions, collaboration, mentorship,
and social connection in the presence of GenAl.

3.1

The overarching aim of this study was to explore the impact
of GenAl on team interactions for professional software
developers. Our multi-method study design for the first
phase comprises of the three data sources shown in Figure([T]
First (Figure [1| (a)), we used experience sampling (ES) [33],
supported through a custom IDE plugin, to collect in-vivo
self-reports from professional software developers (the de-
velopers) throughout their workday about their interactions
and experiences with GenAl Second (Figure |1} (b)), we
asked developers to complete EOD surveys prompting re-
flections of their daily GenAl work experiences. This in vivo
dataset (Figure [1| (c)) only contains data from developers
who submitted responses on five or more days.

Lastly (Figure [1] (d)), developers present in the in
vivo dataset were invited to participate in optional semi-
structured interviews to gain deeper insights into their
experiences and perceptions of interactions with GenAl in
regard to working with others. The study was approved by
the ethics board of our institutions, and informed consent
was obtained from all developers. All anonymized collected
data is available in the supplemental datasetE]

Phase 1: Study Design

3.1.1 Developers

Our study recruited professional software developers that
use GenAl in their work. By collecting data from a glob-
ally distributed, professionally diverse group of developers
using various GenAl tools, IDEs, and work environments,
our study benefits from enhanced robustness, providing
valuable insights into the role of GenAl in modern software
development.

We advertised our study over 6 weeks via Linkedhﬂ
posts (gathering 3,219 impressions), various mailing lists
(reaching 5,834 recipients, with 273 clicking for further de-
tails), personal contacts, and an institutional blog. Interested
individuals were invited to complete an eligibility survey
that gathered data including their IDE use, role, team lo-
cation, company size, and frequency of GenAl use. The
eligibility criteria were: (a) being a professional software
developer and (b) using a suitable integrated development
environment (IDE), as data collection required a plugin for
any JetBrains IDEE]

Out of 100 respondents, 93 met the eligibility criteria and
were invited to participate. Ultimately, 34 installed the re-
quired plugin and participated in the study, with 30 meeting
the requirement of contributing data for at least five work
days. In addition, 22 of these participated in the follow-up
interviews. Most of the 30 developers (26, 87%) used he/him
pronouns, while 2 (7%) used she/her pronouns, 1 used any
pronouns, and 1 preferred not to disclose.

The 30 developers, from 22 countries, had diverse
backgrounds and work environments, with an average of

3. This paper has supplementary material available on Zenodo (https:
//doi.org/10.5281/zenodo.17049655).
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5. https:/ /www.jetbrains.com/all/

TABLE 1: Job roles of developers (multi-select).

Role

Developer / Programmer / Software Engineer 2
Team Lead

DevOps Engineer / Infrastructure Developer
Architect

Manager

Researcher

Technical Writer

Systems Analyst

=== 01N\ | 3

11.6 £ 8.8 years of professional software development expe-
rience. These developers were relatively evenly distributed
across three experience categories: 10 developers identified
as early career (0-5 years), 9 as mid-career (6-14 years), and
11 as senior (15+ years).

Nearly all developers (29, 97%) identified as developers,
programmers, or software engineers, with some also taking
on other roles, such as team lead and DevOps engineer
(Table [T). Developers worked in companies of various sizes
from large corporations to small companies: with over
5,000 employees (N=5), mid-sized companies with 51-1,000
employees (N=17), small companies with 2-10 employees
(N=5), and independent developers (N=2), with one de-
veloper unsure of their company’s size. We note this as a
potential limitation in Section Their teams spanned
time zones, with 11 (37%) working in the same zone and
others facing varying differences. Half of the developers
worked fully remotely (15, 50%), 11 (37%) in hybrid work
settings, and 4 (13%) worked in person.

Developers used a wide variety of GenAl tools, with
ChatGPT (25), GitHub Copilot (16), and JetBrains AI As-
sistant (8) being the most common (Table . Their work in-
volved various programming languages and JetBrains IDEs,
most frequently Intelli] IDEA (19), followed by WebStorm
(8), PyCharm (7), Rider (7), DataGrip (6), PhpStorm (5),
CLion (2), Fleet (1), and GoLand (1).

TABLE 2: GenAl tools used by developers (multi-select).

GenAlI tool Acronym  # of users
ChatGPT GPT 25
Copilot (GitHub) GH-C 16
JetBrains Al Assistant JB-AI 8
Claude CLD 4
Copilot (Microsoft) MS-C 4
Gemini (Google) GMI 4
Perplexity Al PPX 2
Codeium CDI 2
Sourcegraph Cody SGC 1
GitLab Duo GLD 1
GPT4All GPT4A 1
In-house chat bot IHC 1

Our study primarily captures the experiences of software
developers with GenAl. The diversity in GenAlI tools, work
environments, and geographic locations strengthen the ro-
bustness of our data.
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Fig. 2: Multi-method research design used to analyze collected data from Phase 1.

3.1.2 Experience Sampling

ES, the first component of our study design (Figure|[l|(a)), is
a research methodology that involves collecting near real-
time data on individuals’ thoughts, emotions, behaviors,
and environments multiple times throughout the day to
gain insights into human behavior in daily life [33]. The
method employs in vivo self-reports, in which developers
are asked to complete a short questionnaire each time they
are prompted.

To reach a broad audience of professional developers
working with various languages and Al assistants, we built
a custom plugin that could be installed in any of the Jet-
Brains IDEs, such as Intelli] or PyCharm. By integrating the
prompt and self-reporting into the IDE, we tried to get close
to the user’s software development related usage of GenAl
while also minimizing disruptions to their normal software
development workflows. The plugin prompted developers
to complete a brief set of questions capturing immediate

insights about their recent interaction of GenAl assistance
three times each day. By default, prompts were scheduled at
11:00, 13:00, and 15:00 (local time) displayed as the ES boxes
in Figure [1| (a). Developers were able to adjust these times
to accommodate their workflow, provided that each prompt
remained at least one hour apart to maximize the likelihood
of capturing new insights. In addition, developers had the
option to defer the notification by clicking a “Remind me
in 10 minutes” button, allowing them to respond at a more
convenient time.

The ES questions were designed to take less than three
minutes to answer and the questions could be completed
in a tab within the IDE. The display of some questions
was dependent upon the answers provided by a developer.
The ES questions were designed in this way to minimize
the time and distraction required from developers while
providing an experience sample, minimizing disruption to
their natural setting. We piloted the plugin and ES questions
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with six individuals to refine the questions and resolve any
technical issues. The full ES questions are available in the
dataset for this paper.

We asked developers to continue working as usual in
their IDE while completing experience sampling for approx-
imately 10 days. On average, developers submitted data
for 8.6 days, resulting in a total of 627 responses, with an
average of 20.9 responses per developer.

3.1.3 End-of-Workday Survey

The second component of our in vivo study was an EOD
survey shown in Figure [I| (b). The purpose of this survey
was to encourage developers to reflect on their entire work-
day and provide more detailed information through open-
ended questions, complementing the experience sampling.
We used the plugin described above to prompt developers
to complete an EOD survey. By default, this survey would
appear at 17:00 (local time) represented as the ES boxes in
Figure [1| (b). Developers could configure the plugin to use
a different time more suitable for their own work patterns.
As compensation for participating in both the ES and EOD
surveys, developers who provided data for at least five days
were entered into a raffle for a $100 gift card, with one
winner for every 15 developers.

The EOD survey comprised up to 13 questions asking
developers to reflect on their interactions with colleagues
and GenAl; the precise number of questions was depen-
dent upon the answers given by the developers. The EOD
surveys were designed to take less than four minutes to
answer and were piloted with the same six individuals
who piloted the experience survey. The full EOD questions
are available in the dataset for this paper. On average,
developers submitted data for 6.5 days, resulting in a total
of 207 responses. The ES and EOD responses are treated as
the In Vivo Dataset (Figure (c)) resulting in 834 responses.

3.1.4 Interview

To gain further reflections from developers on how GenAl
is impacting their workflows, team dynamics, and orga-
nizational interactions, we conducted semi-structured in-
terviews. Each of the 30 developers in the study were
invited to participate in the optional interview. 24 out of
the 30 developers signed up for the interview, with two
scheduled interview developers choosing in the end not
to be interviewed, leaving 22 who completed interviews.
Each interview was designed to be around 25 minutes, and
averaged 27:17 minutes. Each developer received a $25 gift
card as compensation.

The interview script consisted of 14 main questions
covering topics such as decision making, GenAl’s impact
on interactions within the team and the team dynamics.
The interview was piloted with two individuals and the full
interview script is available in the dataset for this paper. All
interviews were conducted by one individual (first author
of this paper).

Each interview took place in a video-conferencing appli-
cation, was audio-recorded, and was transcribed automat-
ically. The automated transcriptions were reviewed by the
first author of the paper to ensure accuracy. To maintain
confidentiality, unique participant numbers were assigned,
and all potentially identifying information was removed

6

from the transcripts. In total, we collected 3,791 developer
sentences from the 22 interviews.

3.1.5 Data Analysis Methodology

The majority of the data collected from both the ES and EOD
surveys is qualitative in nature. Our analysis proceeded in
four main phases, shown in Figure [2| The first three phases
were performed on the ES and EOD data, and the last phase
on the interview data. We performed a thematic analysis of
the “In Vivo Dataset” consisting of 834 responses with 994
qualitative data points, adhering to the 15-point checklist for
good thematic analysis by Braun & Clarke [34], and used an
inductive approach, focusing on open coding without pre-
existing theories influencing the analysis.

In the first phase (Figure a)), three coders each per-
formed an open coding card sort on a different subset of the
“In Vivo Dataset”. We chose to perform open coding on only
the “In Vivo Dataset” because this was collected contempo-
raneously from developers while they worked, helping us to
focus on their thoughts as they were performing their work
tasks. Each coder independently conducted open semantic
coding on 84 responses from the ES data and 39 responses
from the EOD survey data. After coding these data, the
three coders met to discuss both the codes they arrived at
and to go through how each of their datapoints were as-
signed to one of their codes. During this process, the coders
provided feedback on conclusions and data interpretations,
and refined the codebook until they reached consensus on a
preliminary set of codes.

Subsequent to the development of this codebook, but
before coding the entire in vivo dataset, we performed an
inter-coder reliability analysis. Two authors examined 10%
of the data (115 data points) from the in vivo dataset that
had not yet been examined and assigned the codes from the
codebook. This resulted in an inter-coder reliability score of
0.704 Cohen’s Kappa, indicating substantial agreement [35],
[36].

In the second phase (Figure b)), two authors indepen-
dently coded the entire in vivo dataset, including all state-
ments from the initial coding and the inter-coder reliability
analysis. During this process, multiple meetings were held
to discuss the coding and refine the codebook, not only
between the coders, but also amongst other authors of the
paper. The codebook was refined until no new codes were
developed and consensus was reached on a final set of
16 codes. Two authors next performed affinity clustering
(Figure [J[c)) to identify themes in the data by grouping
codes together based on in-depth iterative discussions of the
quotes associated with the different codes. When differences
arose, further discussions with the broader author team
were held to review interpretations. Theme development
continued until the analysis yielded no new patterns or
insights from the data. This resulted in 8 themes that could
be primarily categorized as ‘interactions in teams’ in nature
and 5 themes that are primarily about how GenAl is ‘used’.
All themes are reported, along with their support among
developers, in Table[6]

Finally, in the fourth phase (Figure [(d)), we validated
and enriched the themes by integrating the additional feed-
back from the interview process. In this phase, the inter-
view sentences were coded with the final set of themes
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that resulted from the affinity clustering process [37]. This
methodology facilitated a comprehensive exploration of de-
veloper perspectives, strengthening our understanding by
comparing findings across different data collection phases,
thereby enhancing the trustworthiness and validity of our
interpretations [34].

3.2 Phase 2: Study Design

In the second phase of this study, we conducted a survey
targeting software developers who work in teams and use
GenAl in their professional environments. The goal was to
understand their perceptions of how GenAlI has influenced
their work habits and team interactions, and whether these
aspects have changed since they started using GenAl

3.2.1 Survey Design

The survey questions were derived from insights we gained
in the first phase of this study. Designed to take less
than 15 minutes to complete, the survey was piloted with
five individuals to refine and improve the wording and
structure of the questions. While the pilot developers were
not intended to be representative of the full target popu-
lation, their feedback helped ensure clarity and usability.
The final version contained 29 questions (see summary in
Table B). These questions explored how developers perceive
the impact of GenAl on their work habits, team dynamics,
and communication patterns. Developers were asked about
changes in collaboration, interaction styles, tool integration,
and the perceived value of both human and GenAl support.

3.2.2 Developers

To recruit developers, we promoted the study over a 10-
week period using Linkedlrﬂ various mailing lists, and
personal contacts. Developers who completed the survey
were entered into a raffle for a chance to win a gift card.
Eligibility criteria for the study were as follows: (a) currently
working in the software or technology-related industry, (b)
using GenAl in a corporate setting for more than three
months, (c) working in a team of at least two people, (d)
being at a company that permits the use of GenAl, and (e)
both the developer and their team must actively use GenAl
at work.

Out of 194 respondents, 131 met the eligibility criteria.
Table [ provides an overview of the eligible survey partici-
pants. The 131 developers, from 52 countries, represented
a globally distributed sample. The largest groups came
from the United States (16%), Germany (11%), and a cluster
of countries, each contributing 4% of responses, including
India, China, France, and the Netherlands. The majority
of respondents identified as developers, programmers, or
software engineers (85%). Many also reported holding other
roles, including team lead (26%), DevOps engineer or infras-
tructure developer (22%), and architect (25%). Developers
reported an average of 11.4 + 8.2 years of professional ex-
perience in IT and worked in teams with an average size of
10.2 + 10.4 people, with the middle 50% of teams containing
between 5 and 11 members. Respondents reported a wide
range of experience levels. Most respondents identified as

6. https:/ /www.linkedin.com/
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senior developers (86, 66%), followed by mid-level (21,
16%), junior (16, 12%), and trainee (2, 2%) positions, with an
additional 6 (5%) selecting “other.” On average, these teams
had been using GenAl for 12.3 + 7.6 months. When asked
about how GenAl is used within their teams, 34% said that
most team members use it frequently, while 24% said only a
few use it frequently. When asked about how GenAl is used
within their teams, developers reported varying patterns as
described in Table Bl

In terms of perceptions of GenAl and governance, most
developers held positive attitudes: 64 reported being satis-
fied and 24 very satisfied with using GenAl in their work,
compared to only 17 developers who expressed dissatis-
faction (14 dissatisfied and 3 very dissatisfied), while 26
reported neutral feelings. When asked about the role of
GenAl in their teams, the majority (73) described it as “just a
tool” rather than a core element, while a significant portion
(47) reported it as “a key part of how we work.” A smaller
group (10) indicated that they treat it as “a team member”
and one developer selected other.

TABLE 4: Demographics of survey respondents.

Details

131
Countries represented 52

US (16%), Germany (11%), and
India, China, France, Netherlands
(each 4%)

Developers, programmers, or soft-
ware engineers (85%)

Team lead (26%), Architect (25%),
DevOps engineer or infrastructure
developer (22%)

11.4 + 8.2 years
10.2 + 10.4 people
12.3 + 7.6 months

Characteristic

Eligible participants

Top countries

Primary roles
Other roles
IT experience

Team size
GenAlI usage duration

TABLE 5: Frequency of GenAl Usage within teams.

Usage pattern Y%
Most team members use it frequently  34%
Only a few use it frequently 24%
Most use it occasionally 18%
Only a few use it occasionally 16%

GenAl fully integrated into workflows 9%

4 RESULTS

This paper seeks to explore how GenAl influences when
and how members of a software development team inter-
act. Qualitative coding of the in vivo and interview data
resulted in 13 themes (Table [6). Eight of these themes,
categorized as “Interactions”, directly address the research
question of the paper. In this section, we present these
eight themes grouped in terms of the overall impact they
have on the humans involved in software development.
We complement the descriptions with survey findings that
provide a broader context.
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TABLE 3: Summary of survey questions about experience with GenAl on software development teams.

Section

Survey Questions

A: Employment and
Experience

What is your employment status?
How many years have you been working in the software or technology-related industry?

B: Job Role and Team
Context

What is your current job title or position?
How many people work for your team, including yourself?

C: GenAl Usage

What is your company’s overall stance on the use of GenAl tools at work?

How frequently do you use GenAl in your job related to software engineering per day?
To what extent does your team use GenAl in your day-to-day work?

How many months has your team been incorporating GenAl into your work?

D: Demographics

What is your current country of residency?
Which of the following best describes the level of your current position?

E: Team Dynamics

Since adopting generative Al tools, I have experienced fewer interruptions from col-
leagues.

GenAlI has replaced many of my previous technical conversations with teammates.
Since using GenAl, I collaborate with teammates more intentionally and informed.

Collaborating with teammates helps me see alternative approaches that GenAl did not
suggest.

I'm less worried about being judged when asking GenAl for help than when asking a
person.

Since using GenAl, I find myself valuing human interaction at work more than before.

F: Team-Level Change

How have the following team-level dynamics changed? (e.g., speed, confidence, knowl-
edge sharing, confidence in the solutions, social interactions, creativity, team cohesion)

Is there anything you miss from interacting with colleagues now that you use GenAI more
often?

G: Delegation Preferences

Scenario 1: You're writing code and are unsure how to implement a certain algorithm or
structure.

Scenario 2: You want advice on how to break down a task into subtasks.

Scenario 3: You need to know how something was done in the past.

Scenario 4: You want to validate whether a solution makes sense before implementing.
Scenario 5: You need to clarify business logic or requirements.

Scenario 6: You want to brainstorm possible implementation options.

Is there any other recurrent situation where you’d prefer to use GenAl instead of a
colleague or the web?

H: Governance

How do you feel about using GenAl in your work?

How would you describe the role of GenAl in your team today?

Are there any team- or company-level rules or expectations about how GenAl should be
used?

Would you personally like your team to adopt any specific constraints or norms around
GenAl usage?

The remaining five themes, categorized as “Usage” (in
Table|6) relate to the use of GenAl in software development.
We describe the relationship of these themes to the literature
in Section @ To support interpretation, we note the specific
GenAl tools used by each developer in parentheses after
their participant ID (e.g., P12 - GPT, GH-C, GMI, JB-Al). See
Table [2| for the full set of tool acronyms.

4.1 GenAl as a Judgement-Free Technical Mentor

Developers reported turning more often to GenAl to ask
routine technical questions, rather than asking colleagues
(THEME 1). This theme reflects how developers increas-
ingly delegate routine, well-structured technical questions
to GenAl to satisfy information-seeking needs that were pre-
viously directed toward teammates. Developers described

that they no longer asked coworkers for low-level technical
advice, trivial requirements, or coding optimizations. As one
developer (P20 - GPT, GLD) explained, GenAl reduced “ask-
ing for advice around trivial requirements”. P6 similarly
noted “less technical queries to and from colleagues,” (GPT,
PPX, GPT4A) while P12 reflected that they “used to [...] have
many interactions with the team for code optimisations and
best way to structure the code, which has reduced” (GPT,
GH-C, GMI, JB-AI).

® Technical questions aren’t asked that much anymore [of
colleagues] because you get the answer from the Al (P19 -
GPT)

Beyond these routine exchanges, developers perceived
that GenAl functioned as a kind of on-demand technical
mentorship by providing immediate, detailed explanations
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TABLE 6: Themes about the influence of GenAl on a developer’s work.

Category

Theme

Description

Interactions in
Teams

1: Fewer Technical Interaction
2: Mentorship

3: Social/Confidence Barriers
4: Focused Time

5: Meaningful Conversations

6: Expert Knowledge
7: Narrowed Perspectives

8: Value in Human Interaction

While human discussion is still needed, GenAl decreases the need for
on-topic discussions. Delegation of questions to GenAl

Increased meaningful conversations provide more time for explicit men-
torship.

GenAl reduces hesitation or fear of embarrassment when asking ques-
tions and minimizes insecurities around work.

Reduced interruptions and context switches. Did not need to interrupt
teammates.

Human teammates focus on complex issues; GenAl used for simple
questions. The two complement each other.

Increased need for specialized domain and context-sensitive expertise.
By coalescing sources, GenAl presents single viewpoints instead of many
options.

Heightened need for team collaboration and contact, even as GenAl use
intensifies.

Usage

9: Learning Support

10: Independent Work

11: Increased Efficiency

12: Repetitive Tasks

13: Manual Troubleshooting

GenAlI provides code examples and explanations.

Helps colleagues gain expertise or skill in certain areas.

Velocity increases, effort to search documentation decreases.

Manual and repetitive tasks are delegated to GenAL

GenAlI provides targeted assistance for debugging and troubleshooting.

to their inquiries (THEME 2). Rather than waiting for col-
leagues to explain concepts or review approaches, develop-
ers described using GenAl as a first step in problem-solving:

® So I like to use it for learning as a starting point. For

example, Al can explain me this in the simplest way you

can. And I think it’s pretty good in learning concepts. (P16

- GPT, GH-C, JB-Al)

Others noted that junior developers appeared to be
relying more on GenAl for independent exploration before
seeking guidance from senior colleagues:

® Sometimes some of the junior developers pass a lot of
time, working through the session through the internet.
Nowadays, like they are searching, in ChatGPT. Get the
answers, so they decide to meet with the group or me to
have a meeting, to say ChatGPT said this, we can do that we
can merge that and create our own solution. So it helped in
the work on the junior team. (P4 - GPT, GH-C, GMI, |B-AI)

This reliance on GenAl as a first step differs from prior
findings by Ko et al. that coworkers were the most frequent
source of information during software development [13].
Instead, asking GenAl was easier than asking a colleague
because developers considered GenAl to be a judgment-
free environment (THEME 3). Developers were able to ask
questions they might otherwise have avoided due to fear of
embarrassment or self-doubt, which potentially could have
left them stuck.

® Because I thought this question was a bit stupid and
didn’t want to ask colleagues about it :( (P9 -GPT, CLD,
GH-C)

® If I asked [my colleague] to explain the code it would be
embarrassing for me. (P23 - GPT, IHC)

Results from the survey echo these sentiments. Half of

the developers (66 of 131, 51%) agreed or strongly agreed
that they now ask GenAl for help with technical aspects

instead of asking a teammate for explanations or debugging
support. In line with interview insights about judgment-
free use, 62% also reported that it was easier to ask GenAl
questions without fear of embarrassment.

4.2 More Focus and Flow

Developers reported two perceived benefits from the ability
to easily ask GenAl technical questions: increased focus on
the task-at-hand and a smoother flow of work, which they
linked to a decrease in perceived interruptions (THEME 4).
They emphasized that consulting GenAl instead of cowork-
ers meant they could maintain their concentration without
context switching.

Developers reported being able to sustain the focus by
using GenAl

® [when] using GenAl, . .. it’s a more focus on the problem.
(P3 - GPT, GH-C, MS-C, PPX)

® Well, in my case, the interruption, since I use Al tools are
very decreased because I'm more focused on my task because,
I only just need the IDE and the Al tools. (P15 - GH-C,
GMI)

Others highlighted how this shift reduced what they
perceived as unnecessary interruptions from coworkers.

® We have less interruption every day. And before gen-
erative Al sometimes the junior developers, pass a lot of
time, writing to me... but, when generative Al specifically
ChatGPT we have less interruptions in that way. (P4 - GPT,
GH-C, GMI, JB-AI)

® [ think the biggest change is the fact that some people
won't disturb for questions, that they can have the answer
from Chat Gpt or another Al and this reduce a lot of
interruptions that were not really needed ... (P22 - GPT,
GH-C)
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In addition, developers described feeling that commu-
nication flowed more smoothly in asynchronous environ-
ments.

® because we work asynchronously, [when] I stop to ask
a question ... I don’t get an answer straightaway. It might
come, often hours late, or the day after. So with the Al it is
more fluid because I ask a question. I have an answer. I can
ask a follow up question, I get an answer. (P11 E]— JB-AI)

Prior studies of software developers have shown that
frequent work fragmentation from meetings, coworker in-
teractions, and asynchronous communication decreases pro-
ductivity [17]. Our data indicates that GenAl is perceived to
counter these disruptions and enable a more continuous and
efficient workflow.

Results from the survey were more mixed in how GenAl
impacts focus and flow. When asked whether overall in-
terruptions from colleagues had decreased, 37 of 131 (28%)
agreed or strongly agreed, 42 of 131 (32%) disagreed or
strongly disagreed, and the largest group 52 of 131 (40%)
remained neutral. As the survey respondents represented
a diverse set of teams and organizations, their experiences
with interruptions vary considerably. This diversity may
help explain the discrepancy in interruption experience
between phase one developers and phase two survey re-
spondents. Exploratory ordinal-logistic regression models
we applied to the data indicate that team size, months
using GenAl, team use frequency, and experience level did
not reliably predict perceived reductions in interruptions [ﬂ
However, developers in teams where GenAl was fully in-
tegrated into workflows were significantly more likely to
report fewer interruptions than developers in other teams
(p = .03). No other predictors were statistically significant.
Taken together, the higher fidelity of experience sampling
data indicating fewer interruptions and the fewer interrup-
tions reported by survey respondents where GenAl is most
fully integrated, suggests that the presence of GenAl may
lead to improved focus and flow.

Task completion speed within the team was an area
where developers observed notable improvements, with
59% reporting faster completion of tasks and 39% reported
increased confidence in team solutions. Taken together,
these results suggest that while some developers are del-
egating questions to GenAl, this shift has not yet led to
widespread perceived reductions in teammate interrup-
tions, even as speed gains are recognized.

4.3 More Purposeful Human Conversations

One of the key changes developers highlighted was not just
a reduction in perceived interruptions, but a shift in the
quality and purpose of their human conversations. Rather
than turning to colleagues for every type of question, they
described using GenAl and coworkers for different kinds of
problems:

® GenAl and my colleagues take care of different problems.
(P6 - GPT, PPX, GPT4A)

7. Although this developer is formally self-employed and registered
as a one-person company, they are contracted by another organization
and collaborate as a member of a team of five or six people.

8. A short summary table can be found in the supplemental material.
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With GenAl answering many of their straightforward
questions, developers found themselves engaging with col-
leagues in more meaningful ways (THEME 5). In con-
trast to THEME 1, where GenAl addresses routine techni-
cal information-seeking needs, this theme describes what
happens after those needs are met: the conversations that
remain with colleagues shift toward discussions requiring
context, shared reasoning, or clarification, becoming more
intentional and focused on higher-level topics. As one de-
veloper explained:

® It helps narrow down to important things to next discuss
with colleagues. (P22 - GPT, GH-C)

Junior developers, for example, were described as in-
creasingly turning to GenAl for initial exploration before
approaching senior colleagues. Participants noted that this
seemed to allow conversations with colleagues to focus on
more substantial issues:

® | coach a lot of junior developers, and [...] it will be
useful to reduce these kind of interactions to have generative
Al because if you have a silly question about dependency
injection in Spring, please first check with ChatGPT or
Claude or whatever it may be and then go back to me. (P1 -
GPT, CLD)

With additional avenues to answer questions, develop-
ers actively developed strategies for determining when to
consult a colleague versus when to rely on GenAl. Much
of the assessment was based on whether an issue required
the expertise of a human colleague, or whether GenAl likely
had sufficient knowledge (THEME 6). Developers especially
valued consulting a colleague when they already had rel-
evant context, eliminating the need to explain background
details to the GenAl being consulted:

® Human-human interaction is much faster, as well as in
most cases GenAl is not aware about the underlying issues
of the question (like anamnesis). (P9 - GPT, CLD, GH-C)

® Because the colleague has more team specific knowledge
and experience doing my task. (P23 - GPT, IHC)

Developers were also able to distinguish when GenAlI
could provide better information. Developers noted that
GenAl provided better insights than colleagues when the
question involved broad or highly specialized technical
knowledge not present in their team:

® My colleagues do not have required level of expertise. (P5
- GPT)

® [ was stuck on an issue colleagues couldn’t help me with.
(P18 - |B-AD)

® The way to talk with them [colleaguel, . .. he’s the expert
[and] he will explain that [the answer] to you a little more
clearly. (P8 - GH-C, |B-Al)

An observation made by developers is that GenAl tends
to present a single viewpoint rather than fostering discus-
sion or offering multiple perspectives (THEME 7).

® GenAl can help in working on a theory but not good yet
to give multiple opinions where the colleagues play a crucial
role. (P12 - GPT, GH-C, GMI, |B-AI)
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® Things can be done in one way only. GenAl just give you
an advise and you follow it. But with colleagues, you discuss
and everyone have different perspective. (P8 - GH-C, [B-Al)

Taken together, these qualitative observations suggest a
division of labor between GenAl and human colleagues:
while GenAl streamlines routine or knowledge-heavy in-
quiries, colleagues remain central for context-sensitive, ex-
ploratory, and perspective-rich discussions. To further ex-
amine these distinctions, the survey presented various sce-
narios to developers, asking them who they would turn to
when they had a question: GenAl, a colleague, documenta-
tion, or the web. These scenarios ranged from writing code
and decomposing tasks to validating solutions, clarifying
requirements, and brainstorming options (see Section G
in Table [B). For technical implementation or early-stage
planning activities, 93 of 131 (71%) would consult GenAl
when unsure how to implement an algorithm, 78 of 131
(60%) when decomposing a task into subtasks, and 77 of
131 (59%) when brainstorming implementation options.

In contrast, colleagues were preferred for more socially
and contextually grounded tasks: 66 of 131 (50%) would ask
a teammate how something was done in the past, and 85
of 131 (65%) would consult a colleague to clarify business
logic or requirements. When developers were asked who
to turn to when validating whether a solution made sense
before implementing, preferences were more evenly split: 62
of 131 (47%) chose GenAl, while 53 of 131 (40%) turned to a
colleague.

These patterns suggest a division of labor: developers
tend to rely on GenAl for technical tasks and planning,
but still turn to teammates for context-specific or socially
embedded questions. Beyond these scenario-specific pat-
terns, survey responses also pointed to broader shifts in
collaboration: approximately 52 of 131 (40%) of developers
reported that they now collaborate more intentionally.

4.4 Renewed Value in Human Interaction

Despite the increased reliance on GenAl, developers high-
lighted the fundamental need for human interaction in their
work, actively seeking engagement with colleagues for both
not only practical but also social reasons (THEME 8). On
the practical side, colleagues were often more efficient than
consulting GenAl On the social side, developers reported
actively seeking social engagement and collaborative dis-
cussion. This need for human interaction is not surprising
given the importance of social relationships for well-being
and productivity is well-established [38]], [39].

Developers also expressed a deliberate desire to interact
with colleagues, emphasizing that their interactions with
colleagues were not solely task-driven. Some noted that
they actively sought out human engagement, even in digital
spaces, because they valued the social aspects of workplace
communication:

® [ feel that I am missing human interactivity. (P8 - GH-C,
JB-AID)
® [ like to speak with people. (P16 - GPT, GH-C, |B-AI)

® [ think in general, people, still want to interact socially
and chat. (P7 - GPT)
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These social interactions helped foster a sense of con-
nection and workplace cohesion, reinforcing that human-
to-human engagement plays a role beyond direct problem-
solving. This aligns with research on workplace friendships,
which emphasizes that informal and voluntary connections
among colleagues foster a sense of belonging, enhance team
cohesion, and contribute to job satisfaction, organizational
commitment, and overall workplace well-being [40], [41].

® Well I feel they want to just probably conversation with
somebody small talk. That’s my own perception [...] I'm
trying to just converse to the human being instead of a
computer screen (P10 - GH-C)

® Yeah. I think people those that want to chat, They make
up some other kind of questions or small talk that they fill
their interactions with. Less tech but more like social talk
(P17 - GPT)

This finding suggests that the role of human connection
in the workplace is not merely beneficial, but essential,
persisting even as GenAl becomes a more integral part of
professional workflows. Echoing these observations, 96 of
131 (73%) of survey respondents emphasized that human
collaboration continues to provide valuable alternative per-
spectives that GenAl cannot.

5 GENAI ImpAcT: A VIEW THROUGH THE
McLUHAN TETRAD MODEL

The results from our study indicate that GenAlI does impact
human-to-human interaction in software development. To
synthesize the results, we apply McLuhan's Tetrad of Media
Effects, which provides a systematic model for examining
the impact of a technology [11]]. McLuhan’s Tetrad examines
the societal effects of emerging media or technologies by
posing four key questions: (1) What does the technology
enhance? (2) What does it make obsolete? (3) What does it
retrieve from the past? And (4) what does it reverse when
pushed to its limits? We chose to apply this model as it has
been previously used for such purposes for similar software
engineering impact assessments (e.g., [42]-[44]).

The enhance, obsolete and retrieve effects arise as a new
technology is being adopted: our observations for these
categories reflect data from our study. The fourth, reversal, is
only known after time has passed and the new technology
has been pushed to its limit; our observations in this cat-
egory are more forward-looking and reflect themes raised
by developers, the impact of which will not be known until
GenAl reaches a stable point in its evolution. Each quadrant
integrates findings from developers’ qualitative perceptions
and survey responses (Table [B). We describe each of the
four tetrad categories in more detail and include practical
implications from the observations in each category.

Enhances. Developers reported that GenAl provides
focused time (THEME 4) and increased flow at work by
answering routine technical questions for them and their
teammates. As the need to provide technical support to
others decreased, time for collaboration could be used more
intentionally, enabling more meaningful, context-rich con-
versations (THEME 5). Survey responses aligned with these
accounts: many developers reported faster task completion
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ENHANCES

e Focused time and flow (74; S-F)

e Intentional, context-rich conversations (75)

e Faster task completion and
better-informed meetings (S-F&E)
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REVERSES/
FLIPS

o Narrowed exposure to alternative
solutions (77)

e Continued need for human interaction
and team collaboration (78; S-G)

Impact of
GenAl on

RETRIEVES

e Expert, human-dependent knowledge or

Human-To-Human
Interactions

OBSOLESCES

e Low-level human technical interactions

judgment (76; S-G)
e Space for explicit mentorship and
guidance (T2)

(T-1; S-E&G)
e Social barriers of asking humans
questions (73; S-E)

Fig. 3: McLuhan’s Tetrad model applied to the impact of GenAl on interactions in software development teams (T# refers
to qualitative theme numbers; S-X refers to Survey Table (3| Section X).

(Table [3] Section F) and better-informed meetings (Table
Section E), while a smaller portion noted greater confidence
in team solutions (Table [3| Section F). Together, these en-
hancements point to a shift in how teams allocate attention,
moving away from reactive help and toward deliberate
coordination.

e )

Practical Implications

Foster focused work. Minimize interruptions of oth-
ers by focusing on independent problem-solving,
resolving simple or time-sensitive questions with
GenAl before approaching teammates.

Collaborate with purpose. Developers should col-
laborate closely with teammates when tasks need
shared context, clarity, or joint problem-solving.

Obsolesces. Developers widely reported that GenAl
reduces the need for frequent low-level technical interac-
tions with teammates (THEME 1), such as asking for help
with implementation advice, a finding supported by sur-
vey responses, which show fewer technical exchanges and
reduced reliance on colleagues for implementation advice
(Table 3| Section E & G). Developers also described how
GenAl lowers social barriers to help-seeking (THEME 3), re-
ducing the fear of judgment (Table[3|Section E) when asking
routine questions. As a result, fewer small questions reach
teammates. GenAl thus appears to change when and how
developers delegate questions. Taken together, these obso-
lescence effects point to a shift in what and who developers
ask, with low-level technical questions delegated to GenAl
and reduced social hesitation around asking questions.

Practical Implications

Adopt Al-first workflow. Encourage developers to
direct low-level or potentially embarrassing ques-
tions to GenAl before engaging peers, lowering the
perceived cost of asking questions.

Retrieves. Deploying GenAl also retrieves past behaviors
by changing how work is allocated within a team. While
previously being a generalist may have been a strength,
GenAl spotlights the importance of expert knowledge
(THEME 6), especially when humans possess the experience
and contextual understanding that GenAl tools cannot repli-
cate or access. Developers also frequently reflected on how
reducing low-level technical interactions enabled them to
focus more on high-value tasks, including offering more
explicit mentorship and guidance (THEME 2) for solving
complex problems. This perception was also reflected in
survey responses, where many developers reported that
GenAl supported more deliberate forms of collaboration
within the team (Table 3| Section E & G), with senior team-
mates contributing their experience to complex decision-
making and teams working together more intentionally.
These retrieval effects show that GenAl’s presence re-centers
complex work around human experience and contextual
reasoning, renewing the importance of intentional human
guidance and explicit mentorship in how teams address
difficult problems.

e 2

Practical Implications

Strengthen deliberate mentorship. Teams need ac-
cess to the nuanced judgment and contextual insight
that experienced colleagues provide. Schedule dedi-
cated mentorship slots for senior developers to guide
others through complex decisions.

Reverses/ Flips. When pushed to its limits, GenAl intro-
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duces a set of tensions for developers. A common concern
was that relying on GenAl can narrow exposure to alternate
solutions (THEME 7). While conversations with colleagues
typically surface multiple viewpoints, GenAl often provides
a single, consolidated answer. At the same time, even as
GenAlI reduces the technical need for collaboration, devel-
opers still actively seek out human interactions (THEME
8) and continue to value team collaboration patterns, also
reflected in survey responses (Table B|Section G). In the con-
text of hybrid work, where informal “hallway” or “water-
cooler” conversations are already less frequent, delegating
routine troubleshooting to GenAl further reduces the inci-
dental touchpoints for technical insights and social connec-
tion. While GenAl can make certain forms of collaboration
feel more optional, it simultaneously highlights the impor-
tance of human interaction for perspective-taking, creativity,
contextual understanding, and connection. These reversal
effects show that as GenAl streamlines problem-solving,
the role of human interaction flips from being incidental to
being a critical source of perspective, creativity, and social
cohesion.

e )

Practical Implications

Multi-perspective workflow. Prevent blind spots
by adopting a multi-perspective workflow: combine
GenAl guidance with human judgment, ensuring
that critical decisions are informed by diverse view-
points.

Replace lost hallway conversations with inten-
tional touchpoints. Introduce lightweight, informal
moments for interactions to maintain team connec-
tion and to surface knowledge gaps early.

6 DISCUSSION

In our reporting of the results of the study, we focused on
themes related to the human-to-human interaction category,
which is the main focus of this paper. Our coding of the data
collected also indicated a number of themes related to how
the technology is used by individuals. We briefly discuss
these themes before comparing our findings to other work
and discussing future directions of research. We conclude
this section with a discussion of the threats to validity of
our results.

6.1 Themes about Usage

While our study primarily investigates the impact of GenAl
on human-to-human interactions, we also identified five
themes related to usage of GenAl technology by individuals
(Table @ THEME 9-THEME 13). These themes are an impor-
tant basis to establish that developers in our study report
similar benefits on an individual basis compared to other
studies.
In particular, our data analysis indicated that developers
in our study experienced:
o GenAlI providing explanations and code examples that

enabled developers to learn and work autonomously
(THEME 9 and THEME 10) (e.g. [8], [45], [46]).

13

o GenAl increasing efficiency and productivity (THEME
11) (e.g., [29], [47]).

o GenAl helping individual developers use GenAl to
generate boilerplate code, analyze and resolve errors
and handover routine tasks (THEME 12 and THEME 13)
(e.g., [45], [48]).

The eight additional themes we report on about human-
to-human interaction (Section [) provide novel insights
about the presence of GenAl within software development.

6.2 Comparison to Prior Findings

Our results extend and help reconcile mixed findings in
prior work. Haque et al. reported that developers antici-
pated reduced face-to-face interaction when adopting gen-
erative Al tools [10], whereas Vaz Pereira et al. found
no expected impact on collaboration within their single-
company sample [32]. In contrast, while developers in our
study described that routine technical exchanges with team-
mates decreased, collaboration still occurred with a shift
in interactions towards more intentional and higher-value
discussions.

A possible reason for the differences in study results is
the different populations and time horizons represented in
each study. Haque’s study focuses on individual, short-term
information-seeking episodes, whereas our study collected
data over many days of regular work, allowing reflection
over a longer time horizon. In comparison to Vaz Pereira et
al., which examined early adoption within a single com-
pany, our participants represented multiple organizations.
Our results expand on Vaz Pereira et al. by showing that,
across a more diverse set of organizations and longer-
term industrial settings, developers do perceive shifts in
how they collaborate, specifically a shift from low-level ex-
changes toward more intentional, context-rich interactions.

6.3 Future Directions

Our results point to opportunities for future research. We
report on perceptions developers have of reduced inter-
ruptions and the depth of discussions. Future work could
validate whether these perceived changes correspond to
observable behavioral shifts in collaboration. For example,
communication and workflow logs available in messaging
apps, pull request comments, and meeting telemetry, could
be analyzed to quantify changes in message volume, thread
depth, and response timing before and after GenAl adop-
tion. Such triangulation would complement self-reported
perceptions with behavioral evidence.

We also found that GenAl may indirectly support com-
munication by letting developers first ask questions pri-
vately, lowering the social barrier that might otherwise pre-
vent them from approaching a teammate. Some questions
that would have remained unasked due to embarrassment
or cultural differences now have a chance of being an-
swered. This result is in contrast to the findings of a study
conducted in 2022, before GenAl tools became widespread
in software engineering, which identified frequent team-
work issues such as lack of informal communication, toxic
team environment, and cultural differences and noted that
these challenges were difficult to address through technical
solutions [49]. Using GenAl before approaching a teammate
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may help reduce misunderstandings and mitigate cultural
or communication differences, supporting clearer exchanges
when human interaction does occur. Future research could
examine whether this indirect support from GenAl affects
the existing challenges in team interactions.

The above-mentioned 2022 study also identified poor
onboarding process to be one of the most frequent issues
that could be potentially managed by technical tools [49].
Our findings provide support that GenAl does change the
nature of mentoring and that there might be opportunities to
enhance onboarding with GenAl, similar to how we found
GenAl enhanced focused time and meaningful conversa-
tions (Section[5). Approaches for tailoring GenAl in this way
could be developed and studied in the future.

Our dataset includes a wide range of roles, working
arrangements, and organizational GenAl policies, which we
view as a strength because it provides broad insight into
how GenAl is used across diverse collaboration structures.
At the same time, this diversity suggests opportunities for
more fine-grained analyses. Future work could explore these
differences more systematically, perhaps by comparing how
GenAl affects collaboration for junior developers who often
act as mentees and senior developers or team leads who
often serve as mentors and by analyzing how company
policies around GenAl impact collaboration. Policy-specific,
role-specific analyses or persona-driven studies could fur-
ther investigate how GenAl affects collaboration for de-
velopers, technical leaders, and other stakeholders within
software teams.

Most participants in our study reported largely positive
experiences with GenAl, limiting our ability to fully char-
acterize potential drawbacks. Future work should examine
additional context, which might indicate where GenAl may
increase interruptions, disrupt flow, or introduce other un-
intended consequences to provide a more balanced under-
standing of its impact.

Our study design focused on gathering substantial data
from individuals” perspectives, as understanding their per-
ception of human-to-human interactions was a crucial first
step. This approach allowed a view on many days of an
individual’s work, enabling trends of the impact of GenAl
on their interactions with others to emerge. Future studies
should consider building on this foundation by gathering
data from teams, perhaps through focus groups, to enable a
deeper look at hypotheses that emerge from the findings of
this study.

6.4 Threats to Validity

We explored the impact of GenAl on interactions in profes-
sional software development teams through a multi-method
study that included in-vivo experience sampling, end-of-
day reflections, follow-up interviews, and a larger-scale sur-
vey. We considered potential threats to the trustworthiness
and interpretation of our findings.

6.4.1 Credibility

The data in this study comes from developers’ self-reports
and self-reflections on their interactions with GenAl and the
impact of GenAl on their own work and their work with
others. As such, these measures capture perceived rather
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than observed changes in behavior. This reliance on self-
report introduces potential biases in recall and interpreta-
tion. To mitigate this threat, we combined multiple data
sources, including in-vivo ES data, EOD reflections, semi-
structured interviews, and survey responses. This multi-
method approach reduces reliance on any single perspec-
tive, increasing the credibility of our findings. Future work
could triangulate perceived interaction changes with objec-
tive behavioral data (e.g., IDE telemetry or communication
logs) to validate the extent of reported effects.

While almost all phase one developers reported in-
teracting with multiple people in their organization, one
developer indicated that their weekly interactions were
exclusively with customers because they worked alone.
This reflects a different interaction context than team-based
collaboration and introduces a minor source of noise when
interpreting their phase one responses. One developer was
unsure about their company size, but reported 20 weekly
interactions with people from their organization, indicating
an active organizational context.

Our developer sample includes developers with var-
ied employment statuses (e.g., self-employed, freelancers,
working students, and full-time professionals) and seniority,
which we consider a strength as it provides a diverse set
of perspectives on GenAl use. As these roles can involve
different collaboration structures, this diversity may also
influence how interaction changes are experienced. Future
work should examine these role-specific contexts in more
depth.

Differences in developers’ IDE environments, plugin
configurations, and willingness to incorporate new tooling
may also shape how and when they interact with GenAL
Since developers were required to install our research plu-
gin, the sample may be biased toward developers who
were willing and able to modify their IDE environment.
This willingness to install additional tooling may indicate
their openness to experimenting with new GenAl tools
more broadly, which could mean developers in phase one
are more inclined to try, adopt, or rely on such tools than
developers who chose not to participate.

6.4.2 Dependability and Confirmability

To reduce the risk of bias in analysis and interpretation, we
followed a structured protocol for data collection and cod-
ing. Our coding process included open coding, collaborative
theme generation, and application of a shared codebook. We
conducted inter-coder reliability analysis (Cohen’s Kappa =
0.704) and held regular review sessions to ensure consistent
interpretation. The interview data were coded with the final
set of codes derived from the ES and EOD datasets. As
our focus was to find patterns across responses, we chose
not to conduct participant validation (member checking).
This limits the external verification of our interpretations. In
addition, our sample included relatively few negative cases
of GenAl increasing interruptions or hindering flow, which
limited our ability to characterize unintended effects. The
use of multiple data sources, independent and collaborative
coding, and researcher triangulation strengthens the con-
firmability of our findings by reducing reliance on a single
analytical perspective.

This work is licensed under a Creative Commons Attribution-NonCommercial-NoDerivatives 4.0 License.

For more information, see https://creativecommons.org/licenses/by-nc-nd/4.0/



This article has been accepted for publication in IEEE Transactions on Software Engineering. This is the author's version which has not been fully edited and
content may change prior to final publication. Citation information: DOI 10.1109/TSE.2026.3655626

JOURNAL OF XXXXX , VOL. XXX, NO. XXX, XXXXXXX

6.4.3 Transferability of Results

A strength of our study is the inclusion of more than 150
professional developers with N = 30 in phase one and
N = 131 in phase two who work in diverse organizational
settings, roles, and geographic locations. Our findings are
therefore most transferable to professional software devel-
opers who actively use GenAl in their daily workflows
across a wide range of experience levels, organizational
sizes, and team structures. Since phase two survey includes
a majority of senior developers, our phase two findings are
most transferable to teams where developers have moderate
to substantial professional experience. A limitation of our
study is that most developers in phase one identified as
men. Although this bias reflects broader industry demo-
graphics, it may constrain the transferability of our findings.

Additionally, phase one eligibility required participants
to use JetBrains IDEs and install a custom plugin. These re-
quirements likely selected for developers comfortable with
IDE instrumentation and may underrepresent those in other
ecosystems. While phase two included a broader and more
diverse sample, this recruitment constraint may still limit
the generalizability of the phase one findings.

Our findings are also threatened by the focus on in-
dividual perspectives rather than full-team interactions.
While this perspective provides valuable insight into per-
sonal experiences and perceptions of team interactions, it
may not fully reflect how teams as a whole engage with
GenAl. Furthermore, because our data collection focused
on general collaboration without consistently capturing and
distinguishing the role of the other party, our findings may
not capture differences in how developers work with other
stakeholders in the project, such as project managers. Future
work could expand on this work by conducting large-scale
longitudinal studies to track how GenAl adoption evolves
over time and incorporating team-level observations to as-
sess collaborative effects more thoroughly.

7 SUMMARY

From Disruptions to Discussions, our study explores how
GenAl impacts interactions in software engineering teams
in industrial software development. Through a two phase
mixed-method study, we first conducted an in-vivo qual-
itative study with 30 participants, including 22 follow-up
interviews, and then surveyed 131 developers across 52
countries. Together, these methods provide a broad and
deep view of how how developers perceive GenAl to affect
collaboration at work. Our analysis shows that developers
perceive GenAl as reducing disruptions by answering low-
level technical questions, which they associate with more
time and desire to engage in discussions with colleagues.
As GenAl becomes reliable for low-level tasks, developers
report distinguishing what to delegate to the tool and when
to seek out teammates, leading to strategies of when to
turn to GenAl and when to turn to teammates. Despite
GenAl's growing role, developers still actively seek out
their teammates, not only for expertise but also for social
connection and collaborative dialogue. These findings point
to several implications for teams. Developers can establish
norms for delegating questions wisely, managers can pre-
serve opportunities for human judgment in decisions where
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trade-offs, uncertainty, or competing priorities require hu-
man deliberation, and create intentional spaces for expertise
and connection, such as deliberate mentorship slots. Our
study highlights that GenAl does not replace collaboration
but instead alters its structure, influencing when and why
developers engage with their peers. As GenAl becomes em-
bedded in daily work, teams benefit from clarifying when
the tool supports the work and when human perspective,
reasoning, and connection are essential.
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