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Background. Automated assessments, often implemented as test-based autograders, are widely used in the form of hidden oracles,
providing automated formative feedback to students on their code solutions. While autograders provide some educational bene-
fits—particularly around efficient scaling of grading—they have been shown to encourage adverse student behaviors that hinder
learning. For example, students try to debug their solutions into existence through trial-and-error debugging in pursuit of maximum
points, without the valuable, careful introspection on their work.

Objectives. This study investigates how a grade scale affects students’ software development behaviors in response to automated
feedback. In contrast to an autograder with an oracle suite of test cases, industrial developers do not have access to an oracle test
suite that can tell them what cases their code handles or mishandles. Developers must instead rely on careful reasoning to co-evolve
their test code with their product code to produce and maintain high quality software. We hypothesize that alternative grading can
be an effective tool to influence students to practice more reflection during development while maintaining the infrastructural and
pedagogical benefits of automated assessments.

Methods. We deployed a coarse-grained, alternative grading approach—bucket grading—which assessed solutions to be in one of only
four bucket grades, representing a high-level assessment of the student’s project quality, to a third-year post-secondary, project-based
software engineering class with 300+ students. This study uses a mixed qualitative and quantitative methodology to compare a
previous offering of the course that used a traditional, points-based grading scheme against the bucket grading offering.

Findings. We find that coarse-grained formative feedback via bucket grading improves student-autograder interaction: students wrote
stronger, more focused test suites because they reflected more deeply before making changes. Students were appreciative of bucket
grading since it provided them leniency in their grade and greater clarity on the overall quality of their solutions. Ultimately, we will
continue to use this approach going forward since incorporating bucket grading meaningfully improved both the staff and student

autograder experiences.
CCS Concepts: « Social and professional topics — Computing education.
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1 INTRODUCTION

Autograded programming assessments are prevalent in computer science courses, offering many benefits to students
and instructors alike. Students benefit from automated assessments by having access to timely, formative feedback
with which they improve their work [15, 31], while instructors benefit from being able to divert instructional time

to teaching, rather than grading [31, 39]. Autograders typically use an oracle suite of test cases to assess how well
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a student solution adheres to an assigned specification by generating feedback for the student based on the failures
of these test cases [18, 23, 29]; this feedback is often obfuscated [23, 29, 43] and/or rate-limited [3, 24] to encourage
students to reflect more deeply on their solutions instead of relying heavily on automated feedback.

Despite these efforts, unproductive behavior among students persists: students use feedback to hunt for specific
autograder test case failures via trial-and-error instead of considering how their own solution and test cases match
the specification [3, 8, 26, 27, 37, 43]. This phenomena highlights the difficulty in balancing usefulness with learner
independence in automated feedback systems. Providing too useful feedback and students will continue over-relying
on the feedback with trial-and-error development (e.g., [3, 8, 26, 37, 43])—hindering their learning—but complete
independence would mean no access to an oracle test suite and therefore no formative feedback at all, defeating the
pedagogical purpose of having on-demand, automated feedback in the first place.

We wondered if, in the struggle to strike this perfect balance of scaffolding in automated feedback, we have been
overlooking the systemic conditions that influence not the feedback itself, but how students respond to the feedback. Prior
education research has found that traditional, points-based grade scales may negatively impact student behaviors [13].
We hypothesized that the grade scale itself was a latent factor causing unproductive behavioral responses when students
were presented with feedback from the autograder. To address this, we introduced an alternative grading scale called
Bucket Grading that consisted of only four possible grades (Beginning, Acquiring, Developing, and Proficient).
In bucket grading, instead of receiving additional marks for each additional test case passed, students could only
improve their score by passing many additional test cases and therefore had to think more before making changes and
resubmitting.

Concretely, this work seeks to answer two research questions:

RQ1: How does bucket grading impact student behavior with formative autograder feedback?

RQ2: How do students perceive bucket grading and what challenges arise from changing a grading scheme?

This work uses mixed qualitative and quantitative methods to evaluate how bucket grading changed student behavior
on programming assignments in a third-year post-secondary software engineering course with 737 total students
across two terms. We find that bucket grading influenced students to engage in a more authentic software development
experience by diverting attention away from using the autograder to debug specific test cases, to instead reflect more
deeply on their code and test suites in order to improve their solution by a meaningful unit of quality—a bucket.
Compared to a control term, students wrote higher quality tests—writing 11% fewer tests yet improving coverage by 9%
and catching 5% more defective solutions. Students wrote 22% less code with only a 5% decrease in oracle test pass
rate (amounting to six test cases out of 146 total across two deliverables). These indicate that students wrote more
intentional code, reflecting more before iterating on the next version. Students were appreciative of bucket grading
because it gave them leniency in grading and was a more natural interpretation of the overall quality of their solution,

and they used class resources like office hours more productively.

2 BACKGROUND & RELATED WORK

Integrating bucket grading with autograders draws upon a wealth of existing literature.

2.1 Prompting Reflection

One prevalent issue in student-autograder interaction is that students become reliant on autograder feedback in

their development process. Zamprogno et al. observed that when presented with a list of specific test failures in
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autograder feedback, students fixated on the failing test messages instead of revisiting the specification to build a
deeper understanding of their solution’s shortcomings. To address this, Zamprogno et al. instead presented feedback
that clustered test case failures into high-level categories with similar acceptance criteria (e.g., all test cases related
to sorting functionality of the specification in one cluster). They found that this was effective at inducing students to
reflect and develop their own test suites based on the specification, without harming their performance [43].

Other works have sought to further influence students to reflect on their solutions instead of relying on the autograder
to guide their implementation. Baniassad et al. applied a regression penalty for subsequent submissions, and found that
it was effective at reducing reliance on formative autograder feedback. Students instead focused on developing their
own test suites locally, but expressed trepidation at submitting to the autograder due to the penalty [3]. Lawrence et al.
evaluated a maximum submission limit against a similar regression penalty for a database design autograder and found
that both were effective at reducing ‘trial-and-error’ guessing behavior among students, also noting similar trepidation

for regression penalties [24].

2.1.1  Summary. Student behavior is heavily shaped by the nature of autograder feedback: when they were given a list
of test case failures, they focused primarily on fixing those in their code; when they are given unlimited access to this
feedback, they use it with impunity instead of self-reflecting on the work they are performing. This is supported by
Rosson et al., who noted a similar behavior among developers who relied heavily on debugger error messages to ‘debug
into existence’ their solutions, even though they were capable of self-guiding their implementation [34]. In other words,
students (and software developers) will behave to the extent of their development contexts despite wherever their
abilities may lie outside of these contexts. It is therefore paramount that educators consider how these environmental

factors dictate student behavior, but also gives hope that desired learning outcomes can be achieved with careful design.

2.2 Influencing Test-Writing Via Test Adequacy Criterion

Another issue in student-autograder interaction is that students do not typically practice test writing as they would
in industrial settings. This is because autograders typically evaluates student implementations using an oracle test
suite that does not typically exist in real systems. Several works have sought to address this behavior by incentivizing
students to write quality tests that satisfy certain test adequacy criterion. We examine a selection of these efforts to
incentivize students to write tests in this section.

Silva et al. described an autograder system that used a test coverage threshold as a test adequacy criterion for student-
authored tests to restrict access to more detailed feedback—a list of test case successes and failures—with the goal of
prompting students to practice test-driven-development (TDD). They found that while students co-evolved their test
suites and their production code up until the coverage threshold, it did not entice them into maintaining this behavior
once they had access to the detailed feedback [37]. This system’s behavior is similar to that of WebCAT by Edwards,
et al. [8], where feedback is restricted until students write enough tests to pass a coverage threshold. Both of these
approaches attempt to incentivize students to write tests by indirect means (with respect to their grade), by withholding
feedback. While some courses have had success in directly incentivizing test-writing via coverage (e.g., [42]), others
have found that this causes students to write test code that covers code but omits actually meaningful assertions [16].

Several works have shown that coverage is an imperfect measure for a test suite’s overall quality since it does not
correlate with defect catching ability [17, 19] and have advocated for mutation testing as the test adequacy criterion,
since even on randomly generated mutants is a strong proxy detector for real software faults [20]. Mutation testing

analyzes the strength of a test suite by running the tests against modified versions of a reference implementation (
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“mutants"). Test suites that fail against defective mutants are considered stronger since they correctly identify faulty
implementations. As a result, several studies have deployed mutation testing to measure student test suites [1, 35, 40].
Students are incentivized to write tests, either directly with their grade [16, 27], or indirectly through tools that
encourage and assist them in their test writing [41].

However, problems still persist in the deployment of pedagogical mutation testing. Students find that detecting
mutants is ‘cognitively overwhelming’ and default to heuristics like coverage to generate new tests instead [36]. The
process of writing tests with the goal of finding mutants is arguably inauthentic in that it does not necessarily reflect
how software developers conceive of tests for their code. Mutation testing is also computationally intensive which
delays the immediacy of feedback, which Kazerouni, et al. attempted to address by choosing important mutants and
running just a subset [22]. Finally, the exact number and kind of mutants is difficult to tune: too obscure and they are
frustrating to find, but too simple and they do not provide valuable feedback. Prasad, et al. address this by clustering
failure types to curate a mutant set of real mutants [32]. While these works show that it is possible to effectively
incentivize students to write good tests by directly assessing them with mutation testing, they underscore how much

careful implementation effort by instructors is needed to do so.

2.2.1  Summary. 1t is possible to incentivize students to write tests either through direct means (equating test adequacy
criterion to grade received) or by indirect means (optional tooling or gate-keeping feedback). Test adequacy criteria like

coverage and mutation testing trade off implementation effort, comprehension and computational complexity, and rigor.

2.3 Alternative Grading Methods

Traditional, points-based grading has been shown to adversely influence student behaviors in several ways [13].
Traditional grading adheres to the principle of variable learning over a fixed time—the amount of learning varies from
student to student, and students are assessed based on their cumulative performance throughout the term [7, 11]. In
order to achieve a high grade in such a system (for example, one that uses a weighted average of assignment grades),
students must perform well on every assignment and assessment throughout the term, regardless of how well they
were prepared coming into the course. This gap is exacerbated by the common grading practice of a curve, which
pits student grades against each other and creates a competitive environment that is adverse for learning [14]. As a
result, students hyper-fixate on achieving high grades instead of focusing on learning course content [7]. Low grades
demotivate students, especially those from underrepresented or under-privileged demographics which furthers the
inequity in computer science [5, 10, 14].

To address this, some education researchers have advocated for proficiency-based learning, which emphasizes
variable-time, fixed learning—the goal being that every student achieves a certain level of proficiency by the end of
the term[11, 38]. In this model, formative feedback on assignments helps students progress toward mastery in the
learning goals, while summative feedback evaluates how proficient they have become by the end. Proficiency-based
grading has many different names and forms. Specification-based learning makes grading binary (satisfactory or
unsatisfactory) and instead focuses instructor effort on delivering more in-depth feedback [30]. It also allows students to
resubmit assignments; this aspect is similar to mastery learning, in which students may resubmit until they demonstrate
mastery [28].

Several studies in computer science education have evaluated how proficiency-based learning affects students. Berns
explored using a version of specifications-based grading—binary grading—for their assessments and programming

assignments and found it to increase students’ focus on learning [4]. McCane et al. deployed mastery learning in a
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CS1 class and showed that this was more effective preparation for future computer science classes than traditional
grading [28]; this result was further substantiated by Lionelle et al., who used mastery learning by splitting up

assignments into formative and summative components with similarly positive results [25].

2.3.1 Summary. Grading schemes strongly influence student behavior. Traditional grading often hampers student
learning by creating a competitive environment wherein students must continually focus on achieving high grades
instead of learning. Proficiency-based grading, which allows students to practice and receive feedback instead of
being constantly evaluated for grades, has been successful in refocusing students on learning mastery of the material.
Proficiency-based grading has shown promise in computer science classrooms, but its full range of potential or downsides

is yet to be explored.

2.4 Research Motivation

Decker et al. [6] and Garcia et al. [11] have advocated for integrating proficiency-based, alternative grading into
computing education. Previous studies have broadly shown the promise of alternative grading in computer science
classrooms (e.g., [4, 25, 28]), and other studies have separately sought to improve student reflection (e.g., [3, 24, 43])
or test-writing (e.g., [1, 35, 37, 40]). However, no study has focused specifically on inducing these student behaviors
by using alternative grading in response to autograded programming assignment feedback. In this study, we explore
this gap: how can alternative grading be wielded in an autograded programming assignment to influence students to
practice healthy software development practices such as reflecting deeply on their code and writing high-quality tests?
Given the growing prevalence of test-based autograded programming assignments in computer science classrooms [23],
our study is important to build a more comprehensive understanding of how grading practices can be improved to help

computer science educators build more equitable and productive learning environments.

3 APPROACH & IMPLEMENTATION

Deliverable ‘ Description

cl Build functionality to ingest JSON data and perform simple queries using an EBNF grammar.
c2 Add capability to ingest HTML data and perform aggregation queries.
c3 Build a REST backend and interactive frontend for the application.

Table 1. Summary of requirements for each project checkpoint.

Students in the third-year post-secondary software engineering class under study work in pairs on a 12 week-long
project. The project consists of three checkpoint deliverables, (c1, c2, and c3) each with an intensive specification from
which students design and implement their solutions in TypeScript. Each checkpoint builds off functionality from the
previous checkpoint, and the end result is a full-stack application for data parsing and querying. A summary of each
deliverable is depicted in Table 1.

Both c¢1 and c2 are particularly intensive to complete and average over 1,000 source lines of code changes each.
Additionally, c2 is designed such that most groups must refactor their code from c1 (and hence engage with the software
design principles they learned in class). Before c1, there is an individually completed checkpoint c@ where students

write a test suite for the c1 specification, meaning groups come into c1 with a test suite (albeit often incomplete).
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#c2 Smoke Test Results

Cluster Result
v/ AddDataset 1/1
XK Max 0/1

Fig. 1. Smoke test feedback shown to students in the control term.

#c2 Smoke Test Results

Cluster Result
v AddDataset 1/1
XK Max 0/1

Additional Feedback

o Artifact Quality: Developing - This submission
demonstrates support for basic and complex functionality.

¢ Focus Area: We recommend you work on Max !

Fig. 2. Smoke test result feedback shown to students in the bucket term.

3.1 Previous Implementation

In prior implementations of the course, students were able to receive feedback on their solution after their pull request
was approved by their partner and merged to the main branch, upon which the autograder ran their code against an
oracle test suite for the deliverable. Drawing from prior work that showed a need to rate limit students [24] and provide
only obfuscated feedback [43], students were given feedback as shown in Figure 1 which each student was able to request
twice daily, to avoid overuse. The only feedback they received was smoke test feedback, in which students were shown
the status of one representative test case for each high-level functional category of the specification. No other details
relating to test cases, such as test names or test case pass percentage, were shown. Finally, submissions were graded on
a percentage scale, receiving a grade equal to the percentage of oracle test cases that they had passed. Anecdotally,
while this system resulted in students not becoming over-reliant on the autograder, some students expressed frustration
about the lack of actionable feedback. Course staff observed students fixating on improving their solutions bit-by-bit
instead of reflecting holistically on strengths and weaknesses in their design, and students often wrote large test suites

with many duplicate tests instead of intentionally crafting test cases from the specification.

3.2 Bucket Grading Implementation

For this work, every aspect of the project remained identical except for two key areas:

Grade scale: Instead of a weighted average, submissions were instead assessed to be in one of four buckets, representing
a high-level assessment of the submission’s functionality (Table 2). Bucket grades were determined solely on test
case pass percentage with some leniency built into the grade scale (justified in subsection 3.3). Each bucket was then

associated with a point score.
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Additional feedback: As depicted in Figure 2, students were additionally shown their bucket grade and a focus area,
representing the worst performing category, only if their tests covered at least 80% of their own code. The bucket grade
feedback served as a progress indicator and a stopping point (reaching Proficient signaled to students they were
finished). The focus area was meant to help guide students on what to work on next without providing too much detail.
This shift to bucket grading served two primary design goals:
Intuitively representing quality: Bucket labels are intended for grades to more closely represent feedback that a
human would assign during acceptance testing. For example, a human evaluator might use words like ‘developing’ or
‘proficient’ in their assessment of software. This follows principles from alternative grading practices like specification [4,
30], mastery [28], and triage grading [33].
Increasing authenticity: Since bucket grading forces students to think about improving their submission by several
test cases at once (e.g., passing just one more test case does not necessarily result in an increase in grade), students
would fixate less on the existence of individual test cases. Instead, they would think holistically, reflecting more about
their code and tests to reason about areas of improvement (which is what a software developer might do in practice).
Combined, these goals meant bucket grading enabled giving students feedback that was more similar to what they
might receive in industry, at a granularity that did not hinder their ability to practice reflection.
While it may appear that bucket grading is indistinguishable from a traditional grading scheme that uses A/B/C/D/F
letter grading, it differs in two key ways:

(1) The bucket labels give inherent semantic meaning to the grades students receive. This may help both students
and evaluators understand what a grade means [38].

(2) A/B/C/D/F letter grading typically maps an accumulation (e.g., weighted average) of points-based assignments
into a final letter grade for the term [7]. In our implementation of bucket grading, there is no such transparency
in grade calculation—although behind the scenes the bucket grade is calculated based on a percentage of
test cases passed, students are not privy to their exact progress. Additionally, while letter grading typically
aggregates individual assignments that are each graded on a point scale and transforms that into a letter grade
at the end of the term, bucket grading is only applied per assignment. Finally, bucket grading is focused on
formative feedback, meaning that it is designed to improve student behavior while they are working on the

assignment, whereas typical letter grading is summative.

Bucket Description Min Test Pass% Score
Beginning  Artifacts have just been started, or are otherwise incomplete. 0% 0-55
Acquiring  Artifacts demonstrate support for basic functionality. 55% 68
Developing Artifacts demonstrate support for basic and complex functionality. 70% 80

Artifacts demonstrate strong support for basic and complex functionality,

Proficient
and are robust to edge cases.

88% 100

Table 2. Bucket Grade Descriptions, the required test pass % to achieve each bucket, and the score received for achieving a bucket.
Importantly, to avoid fixation on the test cases, the minimum number of test cases required for each bucket was not disclosed to
students.
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3.3 Test Case Headroom

In general, the authenticity of autograded programming assignments suffers with respect to industrial software
engineering. Many computer science assignments require students to pass 100% of oracle test cases to receive full credit,
but there is no concept of an oracle suite in industrial engineering—there are an unknowable number of unknown
scenarios that may trigger defects in practice. We posit that industrial software written by professionals would fail at
least one test case for a true oracle suite—should our students be held to an even higher standard than this? Furthermore,
though most instructors may earnestly perceive their oracle suites are exactly complete, this may not be entirely
accurate: Wrenn et al. demonstrated subtle shortcomings with instructor-curated oracle test suites either over or
under-testing specification behaviors [42].!

Despite these potential flaws in oracle suites, students tend to hyperfixate on passing the oracle suites to completion,
spending a disproportionate amount of time attempting to satisfy the last few test cases [24, 43]. To address these issues,
in order to get full score on a checkpoint with bucket grading (Proficient), students were no longer required to pass 100%
of the autograder’s oracle test cases. Having this test case headroom for students to pass any subset of tests to achieve a full
score works to address this by acknowledging our oracle test suite is imperfect, and by communicating the (opinionated)
value that ‘proficient’ software need only satisfy a reasonable majority of scenarios to be considered shippable.

We hoped that students would find the feedback useful and that the bucket grading scale would help to construct a
learning environment wherein they relied on their own thoughtful reflection, instead of an autograder, to co-evolve
their tests and production code. Finally, we prepared a video explaining bucket grading, its goals, and the feedback

students would receive.

4 METHODOLOGY

We sought to answer the following research questions:

RQ1: How does bucket grading impact student behavior with formative autograder feedback?

RQ2: How do students perceive bucket grading and what challenges arise from changing a grading scheme?

To answer these questions, we analyzed data from submission metadata, student’s project repositories, and a student
survey. We compared data from student’s project repositories on GitHub between a term using a linear point scale (Fall
2023: control-term) and a term using a bucket grading scale (Spring 2024: bucket-term). Students were given the
opportunity to opt out of repository analysis. Students in bucket-term were sent the survey and received a small bonus
on their final exam grade, regardless of the quality or presence of their answers. The survey and each of the questions
were completely optional, and the results were not analyzed until after being de-identified at the conclusion of the
course. This study was approved by our institution’s Behavioral Research Ethics Board (BREB), application number
#H24-00658.

4.1 Class Information

Enrollment for the control-termincluded 370 students and 173 groups, while the bucket-term comprised 367 students
and 177 groups. Out of the project’s three checkpoints, we chose to only examine c1 and c2 since those checkpoints

were assessed using the same oracle test suite between terms, and are entirely autograded. The oracle test suite for

In our analysis for this paper, we found that our existing oracle suite could have been augmented by as much as 40x from unique defect-catching test
cases.
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project-1-test-1| project-1-test-2 | project-2-test-1|project-2-test-2
oracle v v v X
project-1 X X v v
project-2 X v X v
project-3 v X v X

Fig. 3. Example visualization of some-pairs mutation testing. Each row represents an implementation’s performance against all test
cases (V'represents pass, X represents fail). Each column represents a test case’s performance against all implementations.

c1 contained 64 tests, while c2’s contained 81 tests. We excluded c3 since it only contained 21 tests and most of the

development effort is spent building out a manually-assessed front-end application.

4.2 Autograder Submission Data

On every merge to the main branch, students’ implementation code was run against an oracle test suite and their own
test suite. The autograder recorded information from these test runs, including timestamp, commit hash, test coverage,
and passing and failing tests. These provide empirical insight into how students submissions evolved over time, without
examining the actual code. These data also show how many lines of source code and test code the implementations had,

in addition to the number of tests written.

4.3 Mutation Testing

In order to measure defect catching ability of student’s test suites, we ran a variation of mutation testing on student
solutions. Mutation testing has been shown to be an effective way to estimate a test suite’s actual defect-catching
ability [20]. Prior work in computer science education research (e.g., [9, 42]) has advocated for all-pairs mutation testing,
where all pairs of student implementations and student test suites, in addition to the oracle implementation and test
suite, are run against each other. Student implementations are treated as mutants in this scenario (unless they pass all
valid tests). To visualize the results of this analysis, we can generate a matrix in which each row is an implementation
and each column is a test case. An example is depicted in Figure 3.

A test case’s defect catching ability is the number of defective implementations that it fails (kill), and a test suite’s
defect catching ability is the union of all the defective implementations its test cases kill. In the example (Figure 3),
project-1-test-1 has a defect catching ability of 2, and project-1’s suite has a defect catching ability of 3, for a
kill rate of 100%. project-2 has a kill rate of 33.3% since it kills one out of three defective solutions with its valid
tests(project-2-test-2 is excluded for being incorrect because it fails against the oracle implementation).

For our implementation of all-pairs mutation testing, it was computationally infeasible to all pairs across both terms
and oracle (351 memory I/O intensive implementations times 351 test suites times 2 deliverables). Instead of doing
all-pairs, we ran some-pairs—randomly sampling 35 projects from each term in addition to the oracle, and running
all-pairs within this sub-sample. Any implementation that did not finish running against any test suite (e.g., due to
infinite recursion) was excluded from this sub-sample. The final some-pairs domain spanned 15-20% of projects overall

in each deliverable. The final master test suite, composed of uniquely performing and correct test cases, contained 6,047
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Term  Deliv ‘ ALOC  Tests ‘ Test% per LOC ‘ Score per LOC ‘ Cov%

control cl +1,418 111.0 | 88.4% 0.062% 88.4% 0.062% 88.0%
bucket cl +1,167 87.8 | 84.4% 0.072% 90.3% 0.077% 89.9%

79.8% 0.094% 83.5% 0.098% 88.2%

control c2 +1,153  141.2
bucket c2 +851  125.3

83.9%  0.073% ‘83.9% 0.073% ‘80.7%

Table 3. Submission statistics between terms and checkpoints. Measures were taken from the final graded submission, and averaged
across all submissions.

test cases for c1 and 3,840 for c2. 2 We then compared project statistics between the sample and the overall population
and in each deliverable to validate the sample as representative (Table 4). For c2, there were two extreme outliers from
control-term who commented out all-but-two of their tests, and one outlier from bucket-term that wrote more than
twice the next team’s tests. These outliers were excluded from c2’s analysis. The results of this analysis are presented
in Table 5. Mutation analysis was conducted after both terms concluded and was only for research purposes, not a part

of students’ grades.

4.4 Survey

We distributed an elective survey to bucket-term students on the class forum. The survey contained 13 free-text or
Likert-scale questions related to autograding, bucket grading, and course learning goals. We received 299 non-empty
responses, for a response rate of 81%. Two authors subsequently performed an open coding card sort [12] for each of
the questions to find themes in the responses. As new themes emerged, new codes were created and already sorted
responses were redistributed to better reflect the new domain of codes. Both coders then performed one round of
thematic analysis for some of the questions, grouping codes into meta groups of codes with similar themes. Both coders
evaluated every response together. Responses that elicited disagreements or additional clarification were discussed and
then handled, often by creating a new code or choosing the most apt code by consensus. The results from some of the
questions of this qualitative analysis are presented in Table 6 and Table 7. Survey questions and de-identified responses

are available on Github?.

5 EVALUATION & RESULTS

After the bucket-term concluded, we analyzed the data as described to answer the research questions.

5.1 RQ1: Behavioral Impact of Bucket Grading

We first sought to understand how students interpreted bucket feedback.

5.1.1 Code & Test Writing Behavior. To determine how bucket grading affected programming behavior across the
entire class, we compared between project groups in bucket-term against those in control-termin Table 3. Student
projects contained less code in bucket-term (-17.7% lines of code (LOC) for c1 and -26.2% LOC for c2). This means
students wrote an average of 553 fewer LOC across the two checkpoints, which is 21.5% overall decrease in exerted
effort measured in LOC (almost half the work of an entire checkpoint!). This decrease is likely due in part to bucket
2This includes test cases that were written in c2, and excludes test cases that carried over from c1. This was done to more accurately reflect the

defect-catching ability of c2 functionality separate from c1 functionality.
3https://github.com/kdchin/bucket-surveys
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Term  Deliv ‘ ALOC ‘ Tests ‘ Test% Cov%

control cl +1,517 112.3 89.3% 89.0%
bucket cl +1,304 97.8 83.5% 90.3%
control c2 +909 | 151.0 (+38.7) | 83.2% 78.1%
bucket c2 +839 | 138.8 (+41.0) | 78.2% 89.3%

Table 4. Submission statistics between terms and checkpoints of the subsample used in mutation testing. Measures were taken from
the final graded submission, and averaged across all submissions.

grading feedback providing a stopping point since students were now shown their bucket grade, and could better gauge
when to stop working. Even with this decrease in lines of code written, functional performance when compared against
the oracle test suite only decreased slightly: -4.5% for c1 and -4.9% for c2, about 6 out of 145 test cases overall. Projects
contained much less code, but still were similarly functional.

Despite writing fewer overall tests, students wrote better test suites. When examining c2, the student’s test suite coverage
of their solutions increased from 80.7% to 88.2%. Both groups were above the coverage threshold of 80% required to see
the additional feedback in bucket-semester (and a +9% relative increase), so we infer that an increase in test quality
is not solely due to introducing the coverage threshold. For c1, test coverage also increased slightly but by a smaller
amount. This is likely due to c@ preceding it, meaning students came in to c1 with an almost-complete test suite to
begin with. While coverage is an imperfect measure of test suite effectiveness in catching defects [19], we can at least
say that students wrote tests that better covered their own code.

To measure how effective their test suites were at catching defects, we conducted some-pairs mutation testing
as described in Section 4.3. This measures a test suite’s defect-catching ability with respect to a set of defective
implementations (mutants) randomly sampled from projects in the bucket-term and the control-term. Details about
the projects in this subset are shown in Table 4, and compared against the full semester details in Table 3. The sample
appears representative based on similarities in ALOC, Tests, Test% and Cov% between terms and deliverables.

The defect-catching ability of c1 test suites were not different between semesters: control-term test suites averaged
94.0% while bucket-term averaged 96.5% (Table 5). This means that on average, test suites in bucket-term caught
96.5% of defective solutions, while those in control-term caught 94.0%. However, test suites as a whole were larger
in control-term (112.3 versus 97.8 test cases, per Table 4), meaning the effectiveness per test case was lower. The
defect-catching ability of c2 test suites was better in bucket-term than they were in control-term: 96.3% versus
87.5%. This means that on average, test suites in bucket-term caught 96.3% of defective solutions, while those in
control-term caught 87.5%. Students in bucket-term also wrote more new, c2-specific tests (70.9 versus 66.1). We
infer that students were influenced to write more tests and higher quality tests due to bucket grading and feedback
changes. This is notable for c2 specifically, since their test suite and implementation phases happen at the same time
whereas a majority of c1’s test-writing phase happens individually in c@. In other words, students put a higher priority

on testing even when they also had implementation code-writing to do.

5.1.2  Feedback Affect. To understand how students felt about bucket grading’s formative feedback, we examined
survey responses (Table 6). Overall, students relied heavily on autograder feedback in their development, but were
less worried about individual test cases. Out of all respondents, 157 (55%) mentioned the autograder as the primary

method to assess their solution’s functionality (all rows with the func-auto theme). Almost half of these (72) explicitly
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Term Deliv ‘ N-Projects Kill-Rate

control cl 35 94.0%
bucket cl 33 96.5%
control c2 28 87.5%
bucket c2 29 96.3%

Table 5. Mutation testing results from some-pairs analysis. Each test suite in the sample was run against each other implementation.
Kill rate indicates the percent of many defective mutants were caught in this analysis (higher is better).

Code Description Theme Count
Auto-Proficient If the autograder said ‘Proficient’. func-auto 72
Local-Then-Auto  Used local tests to check, then the autograder. func-auto, func-local 51
Local-Only Used local tests. func-local 21
Lint Used linting or static analysis. quality 19
Specification Checked against the specification for the phase. func-local 19
Auto-Only Used the autograder. func-auto 19
IDE-Or-Debugger Used my IDE or debugger. func-local 17
CodeReview Used code review or my partner. func-local 14
Al Used AL quality 11
SOLID Checked if my code satisfied design principles. quality 11
Vibes Used general or unspecified opinions. quality 8
Auto-SmokeTests  Used the smoke test feedback from the autograder. func-auto 8
Auto-TestCheck  Used the check feedback from the autograder. func-auto 7
ReferenceUl Used the reference UL func-local 3
TOTAL 284

Table 6. Qualitative codes generated from Q1: What techniques/tools did you use to assess the overall quality of your code solution?

mentioned using the autograder feedback only to tell whether or not they had reached the top score of Proficient

(Auto-Proficient). One respondent answered:

“Obviously, we had local tests for everything but you can never really be sure and some cases are hard to think about.

[The autograder] gives you a sanity check about if you’ve been relatively thorough enough” — P34

The next largest thematic group was students who relied heavily on their local tests to assess functionality, 129 (45%)
in total (all rows with the func-local theme).! Relying on self-written local test suites was an one of the intended
learning goals of providing limited autograded feedback.

These responses indicate that even when students write many tests and depend on them, they rely heavily on an
autograder for external validation. Giving students a stopping point was anecdotally beneficial to historically busy
pre-deadline office hours. These office hours, which typically have one-to-two hour queues of students needing in-person
help, were near-empty. Groups that had been going to these office hours using trial-and-error to pass their final test
cases instead stopped working, ceding office hours time to groups who were actually struggling. One particularly

meaningful response was from one student who remarked:

451 of these overlap with the autograder theme.
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“For C2, there was no time for us to get all the smoke tests, but we already got to Proficient, so we decided to take a rest

instead of pulling an all nighter” — P77

RQ1: How does bucket grading impact student behavior with formative autograder feedback?

Summary: Bucket grading’s feedback system with coarse-grained feedback was effective at encouraging
students to write and use tests, even though they still relied on the autograder heavily, especially to check if

they were done. Students wrote more effective tests even though they wrote much less code overall.

5.2 RQ2: Perception of Bucket Grading

We sought to understand if bucket grading posed any fairness or student perception challenges compared to traditional

grading.

5.2.1 Fairness. One initial concern was grade inflation, or assigning higher grades for equal or lower quality work
when compared against submissions in control-term. We had this concern due to biasing bucket thresholds toward
increasing students’ grades to account for the unknowns of a new grading system. Using test pass percent as a proxy
for quality, Table 3 shows that in c1, test pass percent (Test%) decreased by 4.0% while assigned score (Score) increased
by 1.9%, and in c2, test pass percent decreased by 4.1% while assigned score decreased by 0.4%. This amounts to passing
two or three fewer test cases in each checkpoint. Using lines of code written as a proxy for exerted work, once we
normalize Test% and Score, we see that the score to work ratio was higher in each checkpoint for bucket-term, but not
much higher than the test pass to work ratio. In other words, the effort to write a line of code written in bucket-term
was more beneficial in terms of improving a project’s functionality (Test%) and its mark (Score). Visually comparing
test pass percentage with bucket grade across terms in Figure 4 shows this grade inflation: the test case pass percentage
distribution is pushed to the right in control-term compared to that of bucket-term. While this means student
implementations were slightly less robust in bucket-term, we note that Table 5 indicates that their test suites were
stronger.

Examining Table 7 which contains codes from a survey question asking for general feedback on bucket grading,
58 (23%) respondents were appreciative of the leniency (Enjoyed-Leniency), while the next largest group at 41 (16%)
expressed general positive sentiment without specifying further (Positive). Students appreciated that they did not

need to complete all test cases to receive a full score on the assignment which helped them focus on what matters:

“I loved this grading system. I feel that it really took a lot of the stress away from developing the project [....] There are
a lot of small things that could maybe go wrong, but don’t necessarily impact the core functionality of the program,
and I feel that bucket grading takes this into consideration. If you have a program that works, and follows the spec

requirements, then you get the maximum grade, which I think is incredibly fair to everyone.” — P96

Despite many students expressing positive sentiment about the grading system, there were also several who
experienced issues with the system. In particular, 29 (12%) stated that they simply wanted the percentage grade system
they were used to (Prefer-Percentage) and 22 (8%) wanted better feedback about their progress within the bucket

since the buckets were large (Progress-Within-Bucket-Bad).

“Without knowing how much more I needed to fix, I sometimes was unsure if it was worth the time to debug it. ” — P74
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Fig. 4. Test percent and score distribution in control-term versus bucket-term.

These issues may be related to a difficulty of tracking progress with larger, discrete grades like bucket grading. A

small number of students perceived bucket grading to be unfair (Unfair, n = 6) or were otherwise confused about how

their grade was computed (Confused-About-Grade, n = 4). This reflected anecdotal experience, where few students

expressed complaints about bucket grading.

5.2.2  Perception. We asked students how they interpreted their bucket grade. 54% reported directly converting it to a

percent grade. However, 22% interpreted the score as-is (as a bucket grade) and 19% reported using it only as a signal of

whether they were done or not. Some students found benefit in a grading scheme that imbued meaning directly in the

grades:

“I took the labels at face value without translating them into points because they reflected my understanding of the

skills” - P10

Other students noted other benefits of abstracting away test case percentages:
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Code Description Count
Enjoyed-Leniency Appreciated the grade leniency of bucket grading. 58
Positive Generally positive with no further detail. 41
Prefer-Percentage Would have preferred the normal, percentage grading. 29
Progress-Within-Bucket-Bad Desired an indicator of their progress within a bucket grade. 22
Dislike-Vague-Feedback Disliked the ambiguity of the feedback. 19
Neutral Generally neutral with no further detail. 18
Negative Generally negative with no further detail. 14
Prefer-Larger-Or-Smaller-Bucket Desired a different sized bucket. 10
Liked-Progress-Indicator Enjoyed the indicators of progress given in feedback. 10
Smoke-Test-Completion-Deceiving Thought completing the smoke tests meant completion when it 9

actually did not.
Unfair Thought the grading was unfair. 6
Confused-About-Grade Though the grading was confusing. 4
Bucket-Label-Gave-Meaning Bucket grading gave meaning to grades. 3
Enjoyed-Stopping-Point Valued having an indicator that they had completed. 3
Feedback-Useful Found the feedback to be useful. 3
TOTAL 249

Table 7. Qualitative codes generated from Q2: Reflect on your interaction with bucket grading this semester. What were any positives/neg-

atives or confusions?

“It was also a good thing that percentage grades were not given as feedback for c1, c2, & c3, since I feel like the exact

percentages would distract me, and draw too much attention to the slowly incrementing grade as I submitted my work”

- P246

A portion of the 145 students who converted to percent may have simply desired a better indicator of progress. In
a separate question asking about how students used the smoke test feedback, 39% of respondents mentioned using
smoke tests as a form of measuring progress, indicating that incremental progress indicators are paramount features of

autograders for students:

“One draw back of the bucket grading would be that it makes the work progress seem stagnant at times, when you
submit a grade and still see the grade to be in the same bucket despite doing so much more work can be a bit frustrating”
- P246

The focus area feedback was meant to ameliorate concerns with larger gaps between grades. Thus, we see reducing
the perception of stagnation as important future room for improvement. Finally, we note that the obscurity of the

grade computation and the minimal feedback was frustrating to a group of students:

“Ididn’t really like it, as it didn’t help me pinpoint what bugs I had. I know that means I need more local tests, but I
thought my tests were thorough enough, so I don’t even know what other cases to test to catch the bugs, so it caused me

to give up sometimes” — P91

These results may indicate that alternative grading can be palatable to students within a traditional, points-based
grading system, while noting that there is plenty of room for improvement, particularly around helping students

understand what their current progress is and what to work on next.
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RQ2: How do students perceive bucket grading? What challenges arise from this grading scheme?

Summary: There were manageable drawbacks from bucket grading: minor grade inflation, lack of progress
indicators, and large gaps between buckets. On the other hand, we find that bucket grading mapped led to

more healthy student-autograder interaction. Students were generally appreciative of bucket grading.

6 DISCUSSION

Based on the results, we found that bucket grading, as a high-level feedback system combined with a discrete, coarse-
grained grade scale, effectively guided students in their implementation while still recreating a realistic environment—one

in which they needed to practice reflection to co-evolve their production and test code in a realistic way.

6.1 Student Behavior Was More Productive

While students were aware that they were in an educational setting, they presented fewer of the behaviors normally
associated with chasing points in autograder-graded assignments. Instead of fixating on autograder feedback to ‘debug
into existence’ their solutions, they wrote more thoughtful code. Students wrote fewer overall tests in c1 yet their overall
quality increased They prioritized writing more and better tests in c2 in particular: defect-catching ability increased
by +5% despite test suites already being quite capable of catching defects (> 90% across both terms and deliverables in
Table 5). Their internal coverage scores also improved by +9% (in Table 4). Students wrote 22% less code while passing
only 5% fewer oracle test cases: an average of 553 fewer lines of code, at an average cost of just 6 test cases per team,
across both deliverables.

The student responses from the survey allow us to infer that that this behavior can mainly be explained by greater
reflective skills. Students improved their production code by thinking about how to improve it by a bucket at a time
instead of by one test at a time, and improved their test suites by adding fundamentally different tests instead of
redundant ones.’ From an instructor point of view, this was a successful trade off: instead of working more, students
worked more thoughtfully instead of exhibiting ‘trial-and-error’ programming. This also shifts course staff time from
helping students intepret autograder feedback, to assisting them practice the reflection, debugging, and collaboration

skills that will serve them better in their careers.

6.2 Feedback Reinforced Positive Behaviors

This change in behavior can be explained by pedagogical theory: In How Learning Works [2], the authors present:
“Goal-directed practice coupled with targeted feedback are critical to learning]....] A key challenge in providing goal-

directed practice is that instructors often think they are conveying specific goals to students when, in fact, they are not.

This is natural because, as experts, we often see things very differently from our students.” — Ambrose, et al.

The primary learning goal of the course project is to engineer a large software project and a secondary goal is to learn
how to use tests to evaluate software. In the control-term, while students received goal-directed practice, the feedback
they received was not as conducive to their learning as it was in the bucket-term. Students in the bucket-term
received feedback on how to assess a software project’s general quality (though their received bucket grade) and how
to improve (through the focus area). With this scaffolding, students could iteratively reflect on their code and tests and

improve on them more decisively, while also receiving feedback that helped them better understand the general quality

5 Academic integrity was also likely not a factor, since instances of misconduct did not increase between the offerings.
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of both their code and tests. Importantly, they still wrote many tests and those tests were more effective than those
written by students in previous terms (as measured by coverage and mutation analysis). Giving too detailed feedback
(e.g., listing test cases missed, or even exposing a percentage of test cases missed) could have compromised this and led
to the adverse ‘trial-and-error’ behaviors observed by others [8, 24, 43]. Bucket grading with coarse-grained feedback
enabled us to induce students to write many tests without explicitly incentivizing them to do so (e.g., with mutation
testing score as a direct part of their grade as in [27]). Vitally, it was straightforward to retrofit onto a points-based
autograder, only requiring a mapping from test case percent to bucket grade, which is much less implementation effort

than devising tens of mutants per deliverable.

6.3 Students Sought More Specificity & Appreciated Perceived Leniency

We find that bucket grading was a productive granularity to balance the specificity of expressing a software project’s
quality without providing overly detailed feedback. Both the feedback and the underlying grade should adhere to this
principle: provide enough feedback to scaffold student learning, but not so much that it acts as a crutch by curtailing
their reflection skills. As computer science curricula must evolve with the proliferation of large-language-models, it
is ever-important that students practice these skills when learning how to build software: does this code do what it
needs to do, and do these tests cover the scenarios it is being used in? Bucket grading can be a useful tool to facilitate
automated feedback systems while encouraging computer science students to do just this while preserving the fairness,
timeliness, and scalability benefits of automated assessments, without incurring significant implementation effort by
course staff.

However, from our qualitative results (Table 7), the student perception differed from our view: the largest category of
responses was students seeking more specificity in feedback. We view this as an acceptable gap for this study, but one
that warrants future work to address. Why? Students will always want more detailed feedback but it does not mean that
this feedback will help them learn insofar as it helps them complete the assignment more quickly. In Section 2.1, we noted
that in prior work, students who received exact test case names in their feedback wrote their code to those specific
test cases, without reflecting or writing their own tests. This runs counter to both design goals of this study, since we
want our students to reflect on their code more deeply, and write their own high quality tests. This does not mean that
students seeking more specificity in their feedback is invalid—pulling back the granularity via bucket grading allowed

us to better understand what kind of additional specificity students would like in their autograder feedback:

(1) What to work on next.
(2) When they are completed with the assignment.

While the former is our main focus area for future work (e.g., by providing more accurate hints on what parts of the
specification students should work on), the latter (When they are completed with the assignment) was one of the most
successful interventions in this iteration of bucket grading. Students were appreciative to be given a stopping point and
perceived the grading scheme to be beneficial to them because they were informed that they did not need to pass 100%
of the test cases to achieve full marks. This may have improved the overall perception of bucket grading among students
and may have smoothed over some wrinkles that students may have experienced—anecdotal evidence backed up the
survey responses (Table 7 that showed Enjoyed-Leniency was the most frequent code). We note that this perception
of leniency is likely due to students being used to having to achieve 100% on oracle test suites to receive credit thus far
in their computing education careers. As previously discussed in Section 3.3, we do not believe achieving 100% on an

oracle test suite is an appropriate or productive expectation for students to achieve.
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6.4 Alternative Grading Shows Promise in Computing Education

We find that alternative grading shows further promise in computing education. Students expressed few complaints about
bucket grading even though it was an alternative and obfuscated system, because it was motivated by conversations
about software quality and was conveyed as beneficial to both their learning and grades. Students wrote more thoughtful
code and tests. We observed little grade inflation from the test case headroom (having test cases that were unnecessary
to pass to get full score): an acceptable trade-off especially since students practiced more introspection and collaboration.
This test case headroom also gave students flexibility and improved fairness: it acknowledged that many different, but
similarly robust implementations of the same specification, when tested against one rigid autograder oracle test suite,
may perform differently. This is even more significant given that we replicate the findings of Wrenn, et al. [42] in which
an oracle suite is imperfect (in our case, it could be expanded over 40x to capture more edge cases). Office hours were
far more equitable as well, being primarily used by students who actually needed meaningful assistance, instead of
those who were chasing after their final few points missed by an obfuscated test case or two.

Finally, the process of analyzing data for the results of this paper brought notable benefits to the classroom. The
qualitative survey results revealed a discrepancy between how we thought the smoke test feedback was being interpreted
and how it was actually being interpreted by students. We have iterated on this feedback to display just a list of failing
smoke test clusters to avoid giving the impression of completion to students. Running the some-pairs mutation testing
revealed deep insights into the quality of student test suites and implementations. Student test suites were much more
effective than expected. Being able to analyze many parallel implementations of the same specification in depth (via
some-pairs analysis) revealed that there are many more uniquely defective solutions than we had imagined—further
underscoring the value of building intensive test suites and mutation testing in industrial settings. This work also
allowed us to re-prioritize teaching assistant hours away from office hours and toward providing better feedback to
students on manually assessed project components that were not amenable to automatic assessment.

Overall, we find that bucket grading is evidence that alternative grading and automated feedback systems have a
productive place in computer science classrooms. Both are useful tools for abstracting away assessment from learning:
students were more focused on learning, which led to better quality work, more healthy classroom behaviors, and a
more natural way to integrate non-autograded assignments into the curriculum. We hypothesize that bucket grading
could be applied effectively to other automated assessment systems across the computer science curriculum as long
as the focus is on formative feedback: what skills do we want students to learn, and how does the feedback system
and grading scale influence their ability to do so? In particular, first or second year computer science courses that use
automated feedback for programming assignments may also benefit from the obfuscated and less-granular nature of
bucket grading feedback to help induce greater reflection abilities in their students. Practitioners may need to consider
providing more specificity in their feedback than we have since students earlier in their development may require
more guidance to be able to solve their problems. Overall, bucket grading significantly improved both the student and

instructor experiences of the autograder and we will continue to use it going forward.

6.5 Threats to Validity

In this work we sought to examine whether an alternative grading scheme could improve student interactions with
autograders.
Construct Validity: We used test coverage as a proxy measure to evaluate the quality of student tests although

coverage is an imperfect measure for test suite effectiveness [19]. Students may have focused on improving their
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coverage due to the threshold as opposed to actually finding faults. We tried to mitigate this risk by also performing the
mutation analysis, as mutants have been found to alias to real faults [21].

Internal Validity: Although all student repositories were included in our analysis, selection biases may have influenced
which students filled in our survey. Students who disliked bucket grading may have been more likely to complete the
survey. Accounting for this bias might improve the reported sentiment in this paper. We could not analyze how the
performance or demographics of students who elected the survey may have affected responses, due to anonymity
guarantees in our research agreement. The results of the mutation analysis of some-pairs may not necessarily accurately
represent results run on the entire population, since it was run on a sample. However, high-level summary statistics
suggest that the sample aligns with complete set of repositories. In the qualitative analysis, both coders considered all
quotes together during analysis, so no inter-coder reliability could be collected.

External Validity: One challenge to generalizability is that we deployed bucket grading to a course that had a rich
autograder ecosystem, consisting of almost 300 unit tests across the three deliverables. Courses that do not have
infrastructure in place may face more work deploying bucket-based feedback that is able to also provide sufficient
progress information. Furthermore, higher-level, abstract feedback may not achieve similar results for introductory
students who may need more guidance when debugging. Finally, bucket-term and control-term were taught by
different instructors and had different students. This means this study was not a purely controlled experiment in the
truest sense so population differences may have affected results, although this is true of most educational studies with

similar methodologies.

7 CONCLUSION

This work demonstrates how an alternative grading system can reduce some of the previously recognized downsides of
automated grading. Using a coarse-grained bucket grading system with just four possible grades and minimal, high
level feedback, the autograder encouraged students to reflect more deeply during problem solving because they were
less focused on the test cases and grades. Bucket grading induced students to rely on their own reasoning skills to
co-evolve their production and tests—as they will need to do in the real-world—while still providing them helpful
feedback requisite in a classroom: progress updates, next step hints, and guidance about when their solution was
complete. Our analysis of over 300 third-year students found that students wrote less code yet produced better test
suites and similarly functional code. Students also demonstrated positive classroom behaviors in addition to engaging
more productively with teaching staff. Importantly, bucket grading required little implementation effort by course staff,
was intuitive to interpret by students, and did not require explicit, grade-based incentivization to encourage students to
write tests. There were few downsides of the alterative grading approach: although grades did improve, the increase
was within reason; additionally, while students did receive less fine-grained progress information, they were more
appreciative of the increased flexibility than they were upset about this decreased feedback granularity. Students are
motivated by the incentives we, as educators, place in front of them. In this work, we demonstrate that that incentive
need not be points: students can be given useful, formative feedback at scale, and be influenced to practice authentic,

holistic software reasoning skills.
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