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Development Team Members in the Era of GenAl
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Abstract—Software development teams work differently in the
presence of GenAl. Developers now delegate tasks to GenAl
that they once handled themselves and reach for GenAl assis-
tance where they once consulted colleagues. We analyze survey
responses from 131 professional developers to identify four
empirically-grounded personas. We apply a bottom-up cluster-
ing approach to create these personas based on developers’
orientations and behavior with GenAl. The personas capture
distinct patterns in how developers delegate work between GenAl
and human collaborators and how they experience GenAI’s
impact on collaboration, communication, and coordination within
their team. By grounding persona development in quantitative
evidence, this work provides a structured and interpretable lens
for understanding how developers use, and are impacted by the
use, of GenAl and how these differences shape collaboration
between members of software development teams.

Index Terms—empirical software engineering, data-driven per-
sonas, cluster analysis

I. INTRODUCTION

The rapid development of generative artificial intelligence
(GenAl) tools is transforming how professional software de-
velopers perform their work, collaborate with others, and make
decisions within teams [1]], [2]. Tasks that were previously
performed by individuals may now be performed, or aided by,
GenAl tools [3]]. When collaborating, developers increasingly
turn to GenAl tools in situations where they previously relied
on colleagues [4], [S].

Unsurprisingly, research has shown that individuals expe-
rience the transformation of their work caused by GenAl
in different ways. For example, Khohja et al. found that
while some practitioners use GenAl mainly for guidance and
exploratory problem-solving, others limit its use to narrowly
scoped tasks, such as code generation or summarization [6].

For researchers, managers, and individual software de-
velopers, while these distinct insights are helpful, they are
also difficult to translate into a software development team
setting. For instance, should a manager issue broad, high-level
recommendations for GenAl use on a team or develop more
detailed guidance adapted to how different team members
actually work?
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Existing research is hard to operationalize in a given soft-
ware development team because the results expressed in papers
summarize collective experience, which does not directly map
to the make-up of a given software development team. To
better operationalize the results, we need a way to abstract
the individuals on a team into types that ease the mapping
of a particular software development team to the collective
experience. A common way of abstracting individuals is
through the formation of personas, which synthesize patterns
of behavior, attitudes, and practices into interpretable profiles
that capture meaningful variation within a population [7].

In this paper, we seek to explore how individual developers’
GenAl usage behaviors and attitudes towards delegating work
to GenAl cluster into personas, and how these personas
impact how a team works and collaborates. We based this
investigation on a previous survey we conducted involving
131 professional software developers about their experiences
using GenAl in team settings [8]]. This survey captured how
developers have experienced changes in team dynamics, at
the individual and team level, and how GenAl has changed to
whom developers turn to in times of need (i.e., delegation
preferences). We apply a bottom-up, data-driven clustering
approach to identify groups of developers who share simi-
lar patterns of GenAl use, team interaction, and delegation
scenario behavior.

Through this approach, we identified four empirically
grounded personas that capture variation in developers’ GenAl
usage, perceived impact on their team, and delegation be-
havior in team settings. For instance, one persona represents
developers who treat GenAl as a transformational part of
their workflow, using it as a primary space for exploration
and problem-solving because it reduces interruptions from
teammates and lowers the fear of judgment.

In this persona, the team member experiences reduced
interaction with human teammates. In contrast, a different
identified persona uses GenAl for bounded, individual tasks,
and as such, established interaction and collaboration practices
with teammates are largely unchanged.



The identified personas can help researchers and practi-
tioners reason about differences in how developers integrate
GenAl into team-based software development work.

These insights can be used by tool builders to provide
interfaces to GenAl tools to support different personas. They
can be used by managers of software development teams to
better understand and support individuals on their team by
considering how an individual might be mapped to one or
more personas. And they can be used by individuals to reflect
on their own usage of GenAl in a team setting and to consider
if they wish to move to a different persona of use.

This paper makes the following contributions.

o We present four empirically grounded personas that char-
acterize how professional software developers differ in
their use of GenAl, delegation practices, and perceptions
of teamwork, based on a bottom-up analysis of survey
data from 131 developers.

o« We demonstrate how data-driven persona construction
can be applied to survey data to surface meaningful varia-
tion in how GenAl is integrated into team-based software
development work, rather than treating developers as a
homogeneous group.

o We offer insights that support reflection and perspective-
taking among developers, managers, and tool builders,
helping teams reason about differing orientations toward
GenAl use and the subsequent implications for collabo-
ration in teams.

We begin by describing our process: the survey data and
analysis performed on the data (Section [[I). We then present
the personas identified (Section , before reflecting on what
the personas mean, whether they are stable to contextual
factors such as how long a team has been using GenAl
and how the personas can be used (Section [[V). Finally, we
discuss related work (Section [V])) before summaizing the paper

(Section [VI).
II. METHODOLOGY

To identify personas, we build on established data-driven
persona development approaches. The analyses we conduct
separate data preparation, clustering of respondents, and per-
sona synthesis into distinct, but connected phases [7].

Our analysis proceeded in three phases: (A) data prepa-
ration, (B) cluster construction, and (C) persona synthesis.
Figure [I] describes this pipeline.

A. Data Preparation

The data on which we base the personas was collected
in our previous study of professional software developers,
which examined how GenAl influences human interactions
in software development teams [5] This study includes
data from a 29-item survey across a broad population of
professional software developers that captures attitudes and
experiences of how GenAl is impacting team interaction,
questions about how developers choose to delegate between

IData from this survey is publicly available [8].

team members, and GenAl for specific scenarios, and patterns
that are emerging from the use of GenAl in teams. After a
five-person pilot, participants were recruited over 10 weeks
via LinkedIn, mailing lists, and personal networks. Of 194
respondents, the final dataset comprises 131 developers who
met the requirement of using GenAl in a team setting for
over three months. The participant cohort spans 52 countries,
averaging 11.4 £ 8.2 years of professional experience, with
their teams utilizing for an average of 12.3 & 7.6 months.

Table [I| provides examples of the survey questionsE] The
survey data consists primarily of ordinal Likert-scale responses
and categorical variables. While the survey data also included
responses to open-ended questions, the persona construction
reported in this paper is based on quantitative data to support
reproducibility and systematic comparison.

As reported in [5]], the 131 professional software developers
whose responses appear in the survey data represent a globally
distributed population spanning 52 countries and a range of
professional roles, experience levels, and organizational con-
texts. Most respondents identified as developers, programmers,
or software engineers, with many also reporting roles such
as team lead, architect, or DevOps engineer. Respondents
reported over a decade of professional experience on average
and worked in teams of varying sizes that had been using
GenAl tools for approximately one year.

From the survey responses, we form a dataset used for
this paper that includes both behavioral and situational data
(Figure [T} Step1). The behavioral data consists of individual re-
sponses from three questions about GenAl use, two questions
about governance of GenAl in the respondent’s organization,
and aggregated responses, based on six scenarios, about how
the respondent prefers to delegate responsibility between hu-
mans and GenAl Table provides examples of the questions
For the dataset, we use individual responses for questions from
Section A and E in Table |I| and aggregated data from Section
D. The aggregated data describes how respondents distribute
work across GenAl, human collaborators, documentation, and
web resources. The intent of the behavioral data is to capture
stable, high-level work practices rather than scenario-specific
behavior. The situational data consists of individual response
questions from sections B, C, and D, with examples of those
questions in Table

B. Cluster Construction

We next sought to identify groups of developers, through
clustering, who share similar behavior and attitudes toward
GenAl (Figure [}Step2). We focus the clustering on the
behavioral data so that it is based on aspects that reflect
individual work practices, attitudes, and patterns of interaction
with GenAl. We specifically exclude situational data from
the clustering process so that the clusters can be used to
characterize team-level outcomes. This choice also improves

2A mapping of the data used to the survey questions is provided in the
paper’s supplementary material ( https://doi.org/10.5281/zenodo0.20822452).

3The full set of behavioral questions used is available in the paper’s
supplementary material ( https://doi.org/10.5281/zenodo.20822452).
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Fig. 1: Overview of the analysis pipeline including: 1) data preparation that identifies behavioral and situational data, 2)
hierarchical clustering based on features from the behavioral data, 3) comparison of the hierarchical clusters with situational
data, and 4) the development of personas.

TABLE I: Exemplary survey questions (one per section) used to form the dataset. The full set of questions is available in the

supplemental material.

Section Survey Questions

A: GenAl Usage

What is your company’s overall stance on the use of GenAl tools at work?*

B: Team Dynamics

Since adopting generative Al tools, I have experienced fewer interruptions from colleagues.

C: Team-Level Change

How have the following team-level dynamics changed? (e.g., speed, confidence, knowledge

sharing, confidence in the solutions, social interactions, creativity, team cohesion)

D: Delegation Scenario Preferences
structure.

Scenario 1: You're writing code and are unsure how to implement a certain algorithm or

E: Governance

How do you feel about using GenAl in your work?*

TABLE II: Features used for clustering with reference to
survey questions.

Feature component

Personal GenAl use frequency (Table Section A)
Team-level GenAl use frequency (Table Section A)
Affective evaluation of GenAl use (Tablelﬂ Section E)
Perceived role of GenAl in personal work (Table Section E)
Organizational stance toward GenAl use (Table , Section A)
Aggregated delegation scenario behavior (Table , Section D)

the usefulness of the personas (Section [IV). The choice to
cluster on behavioral data aligns with prior data-driven persona
research, which emphasizes segmentation based on consistent
behavioral and attitudinal patterns [7], [9]. Tab1e|H| summarizes
the survey constructs used for clustering.

We then apply a distance-based clustering approach that can
accommodate the mixed types of survey data. Survey respon-
dents are placed in a single cluster using Gower distance [10],
which accommodates numeric, ordinal, and categorical vari-

ables within a unified distance metric. We then use hierarchical
clustering with complete linkage to produce clusters [11].
Hierarchical clustering is helpful for an exploratory analysis
when the underlying group structure is unknown, because it
produces a nested hierarchy of possible cluster solutions rather
than requiring the number of clusters to be specified before-
hand [12]]. Complete linkage was selected to favor compact
and well-separated clusters, supporting the identification of
interpretable groups suitable for persona construction [11].
The number of clusters was determined by examining multiple
solutions across the hierarchy, testing different cut-off values
for cluster formation, and assessing how well each solution
supported persona construction (i.e., whether clusters corre-
sponded to coherent, distinguishable patterns of GenAl use
that could be meaningfully described).

As our goal is interpretive segmentation rather than nu-
merical optimization, we did not select the solution based
on a single stopping criterion. This approach aligns with
clustering research that cautions against sole dependence on
any one numerical criterion when determining the number of



clusters [IZ]E]

While clustering identifies groups based on orientations and
behavior, it does not, by itself, explain how these groups differ
in their perceived experiences of collaboration and teamwork.
Therefore, in the next step, we focus on comparing clusters
across a broader set of survey questions that were intention-
ally excluded from cluster construction, allowing team-level
perceptions and specific delegation scenarios to be examined
as outcomes, rather than inputs (Figure [I}Step3). Including
team-level perceptions in the clustering step would have forced
clusters to differ on those same measures by design, making
subsequent comparisons reflect the clustering inputs rather
than meaningful relationships. This separation enables us to
examine how orientations and behavior relate to downstream
perceptions and practices.

We compare clusters using relative response profiles
(lift) [13], measuring how each cluster’s mean response de-
viated from the overall responses for each team-level impact
question (see examples in Table [ Sections B and C).

This approach highlights the direction and magnitude of
deviation relative to the broader population, which is partic-
ularly useful for interpreting persona-specific tendencies. For
example, differences may be found where one cluster is more
positive on responses to a question and another cluster is more
negative. Whereas the feature set considered how respondents
overall used GenAl, with lift analyses, we examine task-
level delegation patterns from scenarios across clusters to
understand how interaction strategies vary by context. For each
scenario, we compare the relative distribution of delegation
targets (i.e., GenAl, human collaborators, documentation, and
web) for scenarios across clusters, highlighting where persona
groups differed in their preferred modes of delegation scenar-
ios and interaction.

C. Persona development

In the third phase, we seek to translate quantitative cluster
patterns into personas as interpretive artifacts (Figure I} Step4).
Personas serve not as predictive models, but as communicative
representations that support reasoning about different ways de-
velopers and their teams are impacted by the use of GenAl [[7]],
[14].

For each cluster, we manually synthesize: (1) behavior
toward GenAl, (2) distinctive deviations from the overall
response population in perceived team-level impacts, and
(3) characteristic delegation strategies from scenarios across
recurring work scenarios. We use multiple discussion rounds
between the authors to collectively interpret the results and
refine persona attributes to ensure consistency with the under-
lying data. Iterative refinement can ensure that each persona
remains faithful to the underlying data and does not introduce
characteristics unsupported by the analysis. Disagreements
were resolved through multiple rounds of discussion with
reference to the cluster-level data. This interpretive step fol-
lows established guidance in data-driven persona research,

4The script used to cluster is available in the paper’s supplementary material
( https://do1.org/10.5281/zenodo.20822452).

which emphasizes that personas should remain grounded in
empirical data while allowing for narrative synthesis to support
understanding and application [7]], [[14].

III. RESULTS

We describe the results of applying the analysis steps to the
dataset.

A. Cluster Analysis

Applying hierarchical clustering across multiple dimensions
of survey responses related to GenAl work practices, we
identify six clusters (Table [II). These clusters vary in size
from representing a minimum of 18, to a maximum of 32,
survey respondents per cluster. The variables summarized in
Table [III] show that the clusters are differentiated along several
theoretically meaningful axes that are commonly emphasized
in data-driven persona development: intensity of technology
use, affective stance towards the technology, perceived role of
the technology in everyday work, organizational governance
context, and systematic patterns of delegation across available
resources.

Across clusters, we observe clear variation in personal and
team-level GenAl use. For example, C1, C2, and C3 show the
highest levels of personal GenAl use (“Always” and “Often”)
alongside the most frequent team-level use (“Most, often”),
whereas C4 and C6 show more occasional use at both levels.
C5 occupies an intermediate position, combining frequent
personal use with more limited team-level use.

Clusters also differ in their affective evaluation of GenAl
and in how respondents characterize its role in their work.
While C1 and C2 describe GenAl as a “Key part of how
we work” and report high satisfaction, other clusters consis-
tently frame GenAl as “Just a tool,” with affective responses
ranging from satisfaction to dissatisfaction. This distinction is
particularly relevant for persona development, as it highlights
differences in how developers conceptually position GenAl
within their workflow, beyond simple measures of usage
frequency.

The aggregated delegation scenario patterns also demon-
strate that clusters differ systematically in how work is dis-
tributed across GenAl, human collaborators, documentation,
and web resources. Average delegation to GenAl ranges from
22% to 68% across clusters, while reliance on human collab-
orators ranges from 26% to 56%. These differences indicate
that clusters are distinguished by both whether developers
use GenAl and by how they balance GenAl relative to other
sources of expertise in recurring work situations.

Before forming personas, it is helpful to analyze the clusters
for similar profiles. Reflecting on the six clusters, some
clusters (C1 and C2, as well as C5 and C6) show similar
delegation distributions. In particular, C1 and C2 show closely
aligned patterns in their levels of GenAl delegation, reliance
on human collaborators, and overall orientation toward GenAl,
as do C5 and C6. Based on these observed similarities, the
authors agreed to merge each of these cluster pairs for the
purpose of persona development. The goal of merging is
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to synthesize more robust and interpretable personas while
preserving the underlying behavioral patterns reflected in the
data. As a result of this process, four clusters are retained as
the basis for persona construction: P1 (formed by merging C1
and C2), P2 (formed from C3), P3 (formed from C4), and P4
(formed by merging C5 and C6).

B. Cluster-level comparison and analysis

As the clustering analysis is based on how respondents
perceive GenAl use and how it impacts where they seek
advice, there is still an open question as to how these groups
of respondents differ in their perceptions and experience of
the impact of GenAl use on collaboration and teamwork.

We thus next compare the four clusters (P1-P4) along col-
laboration and teamwork dimensions using the situational data.
This comparison enables us to examine whether orientation
and behavior toward GenAl are associated with systematically
different experiences of collaboration, communication, and
team functioning.

1) Team-level impacts of GenAl: To explore team-level im-
pacts and changes in the presence of GenAl, we visualize the
results of lift analyses, showing how each cluster’s responses
deviate from the overall sample, in a heatmap (Figure [2). In
this heatmap, rows represent team-level impact questions from
the survey, and columns represent clusters. Tile color and
numeric labels encode the direction and magnitude of each
cluster’s deviation from the overall responses to the survey.

Cluster P1 stands out most clearly, showing consistently
higher-than-average agreement across multiple team-level di-
mensions relative to the overall sample. Compared to other
respondents of the survey, the strongest signals from lift,
as seen by the darker green hues, are that members of this
cluster report greater perceived reductions in interruptions
from colleagues, stronger substitution of exploratory technical
conversations by GenAl, and higher levels of intentional
collaboration. They also report a lower-than-average fear of
judgment when interacting with GenAl.

Clusters P2 and P3 show weaker or negative deviations
(i.e., hues of red) across many of the same team-level mea-
sures. These clusters are less likely than the overall sample
to perceive reductions in interruptions, increased intentional
collaboration, or substitution of technical conversations by
GenAl. Cluster P3, in particular, shows negative deviations
across perceived task speed, confidence in solutions, knowl-
edge sharing, creativity, and communication clarity, as well
as a higher perceived need for meetings. At the same time,
this cluster shows comparatively stronger agreement that hu-
man collaborators provide alternatives that GenAl may miss,
highlighting a stronger emphasis on human judgment in team-
based work. Cluster P2 shows similar negative deviations
on perceived reductions in interruptions from colleagues, re-
placement of technical conversations by GenAl, and increased
intentional collaboration, but in contrast remains close to the
overall sample on most other team-level measures.

Cluster P4 displays a largely neutral profile relative to
the other clusters. It shows small negative deviations on a

limited number of measures, most notably lower-than-average
agreement on reduced fear of judgment when interacting with
GenAl and on valuing human interaction more since using
GenAl. Across most other measures, Cluster P4 remains close
to the overall sample, indicating that GenAl use is experienced
as having minimal overall impact on team functioning for this
group.

2) Delegation scenario changes: To explore how respon-
dents delegate in the presence of GenAl, we consider how
individuals report distributing work across GenAl, human
collaborators, documentation, and web resources in recurring
software development scenarios. This data, at the individual,
rather than aggregate level, was not used to create the clusters.

Table [[V| shows the results of this analysis. Each cell of the
table shows a barchart of responses about which delegation
targets are used for a given scenario. The label in the cell
indicates the top response. From this table, we can see differ-
ences in how individuals within cluster groups allocate work
between GenAl and human collaborators. Clusters P1 and P2
consistently favor GenAl for tasks involving implementing
algorithms, breaking down tasks, and brainstorming options.
In contrast, tasks that require contextual understanding, co-
ordination, or shared decision-making, such as understanding
past work and clarifying requirements, are mostly delegated
to human colleagues across all clusters.

Cluster P3 stands out through its higher reliance on humans
and external resources. In several scenarios, including imple-
menting algorithms and brainstorming options, this cluster
either prioritizes human input or turns more frequently to
the web over GenAl. Cluster P4 shows a mixed pattern,
frequently delegating technical and creative tasks to GenAl
while continuing to rely on human colleagues for tasks, such
as understanding past work or clarifying requirements.

Taken together, these comparisons demonstrate that the clus-
ters differ in meaningful ways across both perceived team-level
impacts and task-level delegation practices. These differences
provide a strong empirical foundation for synthesizing data-
grounded personas that capture distinct orientations toward
GenAl use and collaboration in software development teams.

C. Persona Development

We form a persona from each of the four merged clusters
(P1-P4). Each persona personifies the characteristic patterns of
GenAl use, delegation preferences, and perceived collaborative
impacts observed within a cluster:

o The GenAl-centric Integrator - Elena (P1)

o The Intentional Collaborator - Daniel (P2)

¢ The Cautious Human-Centered Professional - Sophia (P3)

o The Pragmatic Balancer - Henk (P4)

We describe each persona in turn. We particularly draw on
answers to the perceived team-level impacts (Table [FC) and
scenario questions (Table [}D) to express how the personas
work.

1) The GenAl-centric Integrator - Elena : Elena is a
software developer for whom GenAl is a natural and integral
part of everyday work. She consistently relies on GenAl, is



TABLE III: Six clusters resulting from hierarchical clustering. For team GenAl use the first component specifies how many
members of the team and the second (after the comma), the frequency of use thus "Most, often” is most members of the team
often. For affection using GenAl the values can be Very Satisfied (Very sat.), Satisfied (Sat.), Neither (Neither) or Dissatisified

(Dissat.).
C1 C2 C3 Cc4 C5 Cé6

Cluster Statistics

Cluster size (n) 22 32 18 20 21 18
Share of sample (%) 16.8 24.4 13.7 15.3 16.0 13.7
Behavioral Data:

Personal GenAl use Always Often Often  Sometimes Often  Sometimes
Team GenAl use Most, often Most, often  Most, often Most, occ. A few, often A few, occ.
Affection using GenAl Very sat. Sat. Nether Dissat. Sat. Neither
Role of GenAl Key to work  Key to work A tool A tool A tool A tool
Company GenAlI rule Encouraged  Encouraged Encouraged Encouraged Allowed Allowed
Delegates to GenAl 68% 62% 37% 22% 47% 44%
Delegates to Human 26% 27% 56% 47% 40% 45%
Delegates to Documentation 2% 7% 5% 3% 6% 5%
Delegates to Web 4% 4% 6% 21% 8% 6%

Fewer interruptions from 0.40 | -0.25 -0.09 |- Confidence in the
colleagues solutions
. 0.21 |-0.201-0.35 | -0.02 } Knowledge sharing
GenAl replaced technical . . : ) between teammates
conversations I 0.75
-0.08 | 0.10 |-0.19 | 0.16 | Social interactions
More intentional among teammates - 0.50
collaboration
0.06 |-0.051-0.321| 0.11 | Creativity during team - 0.25
Humans provide problem-solving
alternatives GenAl --0.08 | 0.13 | 0.27 [-0.09
misses -0.05 | -0.05 [ -0.05 | 0.11 | Team cohesion 000
Less fear of judgment | 922 [ 0.17 | -0.06 | -0.35 F—0.25
asking GenAl .0.02 | 0.05 | -0.01| 0.02 L Initiative to help or
: ’ ’ ’ support one another 0.50
Values human interaction 1 014 | 0.01 | 0.10 | -0.26 '
more -0.24 | 0.04 | 0.49 | 0.06 | Need for meetings —0.75
Speed of complgat;rlg 4 0.30 | 0.00 [-0.51-0.15 0.20 | -0.01|-0.38 | -0.08 |- Clarity of communication
T T T T T T T
Pl P2 P3 P4 P2 P3 P4

Fig. 2: Cluster differences from perceived team-level impact. Each cell shows how a cluster’s average response differs from
the overall sample. Green indicates higher-than-average scores and red indicates lower-than-average scores.

strongly positive about GenAl tools, and views GenAl as a
core component of collaborative software development.

In Elena’s daily practice, GenAl is typically the first place
she turns when approaching a technical challenge. She uses
it to explore implementation strategies, decompose complex
tasks, and generate possible solutions. Interacting with GenAl
allows her to move forward quickly, and with confidence, of-
ten resolving questions independently rather than interrupting
teammates. As a result, her collaborations tend to be more
deliberate and intentional. Elena experiences GenAl as a space
where she can freely explore ideas without concern about
judgment. While she values human expertise, she typically
engages with teammates when shared context is needed.

Relative to broader patterns observed across teams, Elena
experiences direct impacts of GenAl on collaboration charac-
terized by fewer interruptions, less technical discussions, more
intentional collaboration, and a reduced fear of judgment when
seeking help from GenAlI rather than from a human teammate.

Since GenAl became part of her team’s workflow, Elena
perceives noticeable improvements in how work progresses.
Tasks feel faster to complete, solutions feel more solid, and
communication feels clearer. She experiences fewer ad-hoc
interruptions and a reduced need for meetings, as many issues
can be worked through independently before being brought to
the team.

Overall, Elena’s experience reflects a way of working in



TABLE IV: Task scenario delegation patterns by cluster. Each cell reports the top target followed by a bar chart split across

GenAl, Human, Documentation, and Web (left to right).

Scenario P1 P2 P3 P4
GenAl GenAl Web GenAl
Implementing an algorithm I I- l
GenAl GenAl Human GenAl
Breaking down tasks
L e _ - e _
Mixed Human Human Human
Understanding past work
. i i - o
GenAl Human Human GenAl
Validating a solution . l . .
Human/ Mixed Human Human Human
Clarifying requirements J I I
GenAl GenAl Human GenAl

Brainstorming options

L_

which GenAl serves as a collaborator, shaping not only how
tasks are completed, but also how collaboration is timed,
structured, and experienced within the team.

Elena turns to GenAl frequently, using GenAl as a
judgment-free space to explore and problem solve. By

using GenAl frequently, her collaboration with team-
mates is selective and intentional, resulting in fewer
interruptions within the team.

2) The Intentional Collaborator - Daniel: Daniel is a
software developer who works comfortably with GenAl, but
without allowing it to redefine how collaboration feels or
functions in his team. GenAl is part of his daily workflow
and is reliably available. Daniel is intentional about how he
collaborates.

In practice, Daniel turns to GenAl for clearly bounded tasks.
He often uses GenAl for implementing algorithms, breaking
down tasks into manageable parts, and brainstorming options.

When work requires shared context, judgment, or alignment,
such as understanding how something was done in the past,
validating whether a solution makes sense, or clarifying re-
quirements, Daniel prefers turning to his human colleagues.
For Daniel, GenAl supports individual progress without re-
placing technical conversations with teammates.

In terms of collaboration, Daniel strongly believes that
GenAl is not reducing interruptions or replacing technical con-
versations with colleagues. Day-to-day interactions continue

largely as before, and collaboration does not feel more inten-
tional as a result of GenAl use. At the same time, Daniel values
human input, particularly for perspectives and alternatives that
GenAl may overlook. Relative to broader patterns observed
across teams, Daniel’s experience reflects limited collaborative
transformation: while GenAl is part of his workflow, it has
minimal impact on social and collaborative dynamics and does
not substantially reshape interaction patterns.

At the team level, Daniel perceives GenAl’s impact as
modest. He primarily experiences GenAl as accelerating task
completion. Beyond this increase in speed, most aspects of
teamwork feel largely unchanged in practice. Rather than
experiencing clear gains or losses, Daniel views GenAl as
fitting smoothly into existing routines without disrupting them.

Overall, Daniel’s experience reflects a way of working in
which GenAl is present and useful. For him, GenAl enhances
individual tasks, while human discussion remains central and
largely unchanged in structure and frequency.

Daniel uses GenAl for bounded, individual tasks with-
out it changing how he collaborates. GenAl has little
effect on social dynamics such as interruption patterns,
conversational practices, or coordination with teammates,
leaving established interaction and collaboration prac-

tices largely unchanged.
\_ y

3) The Cautious Human-Centered Professional - Sophia:
Sophia is a software developer who approaches GenAl with



caution and restraint. While GenAl is available in her work
environment, she treats it as a supplementary resource rather
than a central collaborator. For Sophia, human judgment,
shared context with teammates, and interpersonal exchange
with teammates remain the primary foundations of effective
software development.

In her daily work, Sophia overwhelmingly turns to human
colleagues when tasks require understanding, coordination, or
validation. She relies on teammates to clarify requirements,
interpret past decisions, and assess whether a solution makes
sense. For technical questions, such as implementing algo-
rithms, Sophia often turns to external sources like the web
rather than to GenAl, reflecting a preference for established,
reference-based knowledge over generative assistance.

Sophia does not experience that GenAl is having any impact
on how collaboration is done within her team. Interruptions
from colleagues have not noticeably decreased. She strongly
believes that technical conversations have not been replaced,
and collaboration does not feel more intentional as a result
of GenAl use compared to the other personas. At the same
time, she strongly believes that human collaborators provide
perspectives and alternatives that GenAl may miss. Relative to
broader patterns observed across teams, Sophia’s experience
reflects a strongly resistant stance towards change in how
collaboration occurs.

Sophia perceives little positive change for the team fol-
lowing the introduction of GenAl. For Sophia, the speed of
completing tasks, confidence in solutions, knowledge sharing,
clarity of communication, and creativity during team problem-
solving all feel largely unchanged after the introduction of
GenAl. Relative to others, Sophia perceives those dimensions
more negatively. Sophia’s experience reflects a more critical
and resistant stance toward GenAlI’s collaborative impact, with
fewer perceived benefits and a stronger reliance on existing
human-centered practices.

Overall, Sophia’s way of working reflects a deliberate com-
mitment to human collaboration. For Sophia, GenAl remains a
convenient helper in a workflow that continues to be anchored
in human expertise and interaction.

Sophia does not perceive GenAl as improving collabo-
ration and strongly rejects its role in replacing technical
discussions or making collaboration more intentional or
informed. Her stance reflects resistance to collaborative
change and a continued reliance on human-centered

practices.
\. J

4) The Pragmatic Balancer - Henk: Henk is a software
developer who approaches GenAl with a practical, situational
mindset. He neither fully embraces, nor resists, GenAl. For
Henk, GenAl is a tool that is evaluated continuously based on
the task at hand.

In his daily work, Henk frequently turns to GenAl for
technical and creative tasks, such as implementing algorithms,

breaking down tasks, validating a solution, or brainstorming
possible solutions. At the same time, when tasks involve
understanding prior work, clarifying requirements, or ensuring
alignment, Henk prefers human colleagues.

In terms of collaboration, Henk does not experience GenAl
as fundamentally transforming how teamwork unfolds. In-
terruptions from colleagues have not clearly decreased, and
collaboration with teammates does not feel more intentional
as a result of GenAl use. Technical conversations are not
broadly replaced, and human interaction continues to play a
stable role in everyday work. Relative to broader patterns,
Henk is also less likely to experience a reduced fear of
judgment when interacting with GenAl, suggesting that GenAl
does not strongly alter the social dynamics of collaboration
for him. At the same time, Henk recognizes that human
collaborators often provide perspectives and alternatives that
GenAl may overlook, though this belief is present without
strongly elevating the value of human interaction overall.

At the team level, Henk perceives GenAI’s impact as modest
and uneven. He notices some acceleration in completing tasks,
but most other team-level outcomes—confidence in solutions,
knowledge sharing, communication clarity, and coordination—
largely remain unchanged.

Henk integrates GenAl selectively, noticing some effi-
ciency gains without broader changes to collaboration

or team dynamics. His experience reflects a moderate,
context-dependent use where GenAl supports work with-
out reshaping it.

IV. DISCUSSION

The findings of this exploration show that GenAl use
in software development teams follows different patterns in
how work is delegated to GenAl and how collaboration is
experienced by the humans on the team. We discuss how the
personas may be used, assess the robustness of our findings,
and outline directions for future research as well as consider
limitations to the research presented.

A. Using the Personas

How can we make use of the personas identified? As the
personas were derived from survey data, we can consider
using an instrument designed from the survey to help de-
velopers and managers better understand how members of
a software development team might be approaching GenAl
and the impacts the use of the technology has on their
team. For instance, a machine-learning classifier could be
developed that administers a subset of the survey questions
to an individual and matches the individual to a persona. With
such an instrument, the personas we identify could be used by
individuals, managers, and tool builders.

Consider a manager of a six member software development
team who discovers that three of the team members are like
Sophia, they are cautious human-first skeptics, and three mem-
bers are like Elena, they are GenAl-first integrators. Having the



team split between these two personas could make it difficult
to ensure a shared understanding of how to make technical
decisions, amongst other tasks. Surfacing these differences can
help the manager and team have explicit conversations about
how to work better together, taking specific actions such as
establishing clear team agreements on when human input is
necessary versus when GenAl exploration is sufficient.

Individually, a developer could use their identified persona
to reflect on the implications of how they use GenAl and
consider changes to their use of the technology. For example,
a developer mapped to the Elena persona might realize they
are isolating themselves too much and intentionally set a goal
to seek human feedback earlier in the development process.
In this way, the personas might improve a developer’s self-
reflection, which has been shown to help developers increase
awareness of their work habits, identify concrete improvement
goals, and adopt actionable strategies that positively affect
productivity and well-being [15].

Tool builders could benefit from the personas by considering
how developers might react to tools incorporating GenAl
capabilities. Perhaps features could be dynamically adapted to
support various personas. For example, a tool might support
prompting developers with particular isolation-prone personas
to engage with their human teammates or share their generated
context if too many interactions are happening just through the
tool.

B. Sensitivity Analysis

To gain confidence that the personas focus on the delegation
and collaboration aspects of teams we target, we perform three
sensitivity analyses: 1) impacts of the hierarchical clustering
threshold on clusters generated, 2) potential impacts of team
size, and 3) potential impacts of the duration of GenAl use
within teams.

To explore the impact of the hierarchical clustering thresh-
old, we test different cut-off values for forming clusters.
Not unexpectedly, we find that lower thresholds result in
fewer, broader clusters that mainly reflect dominant usage
patterns in the data, while higher thresholds produce a larger
number of smaller clusters that are difficult to interpret and
less useful for persona development. The selected solution
represents a balance between granularity and interpretability,
yielding clusters that capture meaningful differences without
fragmenting the data into overly narrow groups.

Figure [3] compares the four clusters with respect to team
size. This figure shows that no cluster is characterized by larger
or smaller teams. The clusters are thus robust to team size.

Figure [ compares the four clusters based on the duration
of use of GenAl as reported by respondents. Similar to team
size, there is no signal that the clusters are characterized by
longer or shorter experience with GenAl. The clusters are thus
robust to the duration of use of GenAl in the team.

C. Future Work

Our results point to opportunities for future research. First,
a longitudinal study is needed to examine how developers’ ori-
entations toward GenAl and their associated personas evolve
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over time. As GenAl tools mature, organizational norms
stabilize, and teams gain more experience, developers may
shift between personas or develop new patterns of delegation
and collaboration that are not yet visible in this snapshot.

Second, future work could move beyond individual per-
spectives to examine GenAl use at the team level. While
this study captures how individual developers experience and
orient toward GenAl within a team context, teams are typically
composed of members representing different personas [16].
Studying entire teams would make it possible to explore how
these different personas interact, how delegation decisions are
negotiated collectively, and how mixed-persona compositions
shape collaboration, coordination, and overall team dynamics,
as well as to empirically validate the usefulness of these
personas in real team settings.

D. Limitations

Our exploration of personas is based on survey data from
131 professional software developers. While this sample does
not capture the full breadth of software development roles or
organizational contexts, it includes respondents with diverse
backgrounds, experience levels, and work environments. To
avoid overgeneralization, we focus on identifying recurring
patterns in how developers engage with GenAl, rather than
claiming that the personas represent fixed proportions or
frequencies across the broader population. Accordingly, the
personas are presented as interpretive tools for understanding
different ways of working, not as exhaustive or universally
representative categories.



The personas are derived from an unsupervised cluster-
ing approach, and different clustering choices could lead to
somewhat different groupings. As a result, alternative analytic
choices could yield different cluster structures. We therefore
treat the clusters as an exploratory segmentation intended to
surface meaningful patterns from this dataset and the resulting
personas as an interpretable representation of these patterns,
rather than a definitive or exhaustive classification.

Although initial cluster construction was fully data-driven,
the subsequent merging of clusters involved human judgment.
These decisions were based on clear similarities in delegation
patterns and were discussed iteratively among the authors
to reach shared agreement. While this helpes improve the
interpretability of the final cluster set used for persona devel-
opment, it introduces an interpretive element that may reflect
researcher perspectives.

Finally, the personas reflect a snapshot of GenAl use in
work at a particular moment in time during a period of rapid
technological and organizational change. To partially address
these challenges, we emphasize orientations and patterns of
delegation rather than fixed roles or skill levels, allowing for
the possibility that individuals may move between personas as
GenAl tools and norms mature. Future longitudinal research
is needed to examine how these personas evolve over time.

V. RELATED WORK

We review fundamental results in persona development,
particularly the use of personas for describing people and roles
involved in software development.

A. Persona Background

Personas are an interactive design technique used to better
understand and communicate the goals, needs, and challenges
of different user groups [|14]. Personas are typically described
as fictional, yet evidence-informed user profiles designed to
represent meaningful or influential segments of a target popu-
lation [14]], [17]. While personas are inherently fictional, Pruitt
and Grudin emphasize that their value derives from being
grounded in empirical user data [[14].

Prior research distinguishes several methodological ap-
proaches to persona creation (e.g., [7]], [9], [18], [19]). Across
these methodological and field variations, persona construction
typically follows three stages: (a) user data collection, (b) seg-
mentation or clustering of users, and (c) synthesis of findings
into persona profiles [7]. Our work follows this structure.

A comprehensive survey of 15 years of data-driven persona
development (DDPD) research by Salminen et al. highlights
that data-driven persona development unifies methodologies
for creating robust personas from the behaviors and demo-
graphics of user segments [7].

B. Personas in Software Development

For almost two decades, researchers have looked into per-
sonas as a means of understanding and communicating differ-
ences among users in information system development [20],

requirements engineering activities (e.g. [21]], [22]]), and other
software engineering uses (e.g. [18]], [23[], [24]).

In information system development, for example, Ma and
LeRouge introduced user profiles and personas as method-
ological tools for synthesizing diverse user viewpoints and
informing design activities [20].

For requirements engineering, as one example, Dupree et al.
use personas to ensure comprehensive user-space coverage,
particularly for privacy and security requirements [21]. As
another example, Wang et al. [22] examine how personas
are used in practice to support communication among stake-
holders.

In the broader context of software engineering, Meyer et
al. consider how personas can be used to understand dif-
ferences among software developers, in particular, cluster-
ing perception-based survey data to identify how developers
perceive productivity, focus, and work practices [18]. This
study shows that a persona approach is suitable for analyz-
ing perceptions of tools and work practices. Anvari et al.
demonstrate that personas with behavioral and personality
traits can significantly influence design outcomes, indicating
that persona attributes meaningfully shape decision-making
processes in software engineering [9]. Billestrup et al. report
that developers frequently adapt persona techniques to fit
project constraints and organizational maturity, using personas
primarily as communication and empathy-building tools [24]].

Closest to the personas identified in this paper is the work
of Simgek et al., who analyze how GenAl reshapes predefined
software development personas across software development
lifecycle (SDLC) roles. They focus on how GenAl changes
role responsibilities, task automation potential, and required
skill sets across SDLC phases, and assess the expected level
of GenAl impact on each role using participant ratings. In
contrast, we focus on how the experience of developers with
GenAl is impacting their interactions with the teams on which
they participate and team-level dynamics. The personas we
derive are evidence-based and are not tied to formal SLDC
roles or job titles.

Recently, investigations have considered the use of GenAl
in persona development itself, identifying risks such as hallu-
cination, bias amplification, and reduced transparency in Al-
generated personas [25]. Future investigations could consider
how Al-generated personas compare to the empirically-derived
personas we report on in this paper.

C. GenAl-Assisted Development and Developer Interaction

Recent work has examined how developers incorporate
GenAl into their software development practices. Khojah et
al. show that developers use GenAl in different ways: some
primarily seek guidance and support for exploratory problem-
solving, whereas others use it for more narrowly scoped tasks,
such as code generation or summarization [6]]. Examining vari-
ation within shared team contexts through interviews, Miller
et al. find that more and less frequent users of GenAl tools
differ in how they perceive the tool, approach experimentation,
and respond to challenges; they further show how team and



organizational support can shape these usage patterns [26].
Beyond these task-level differences, Rani et al. find that
practitioners may interact with GenAl as an “intellectual team-
mate,” despite recognizing that it lacks the socio-emotional
capabilities of a human collaborator [27]. Daryanto et al.
further show that incorporating GenAl as a third collaborator
in triadic programming can shape collaboration among human
partners and support human-human learning dynamics [28].

Our work complements this research by examining variation
in how professional developers integrate GenAl and human
collaborators in team-based software development. Rather than
focusing on a particular interaction mode or collaborative
setting, we derive empirically grounded personas that capture
distinct patterns of GenAl use, delegation preferences, and
perceived effects on communication, coordination, and col-
laboration within software development teams.

VI. CONCLUSION

GenAl is reshaping software development work for individ-
uals and for teams. Developers differ substantially in how they
divide their daily work between GenAl and human colleagues
and in how they experience the influence of GenAl on com-
munication, coordination, and teamwork. From data available
from a survey of 131 professional software developers, we
performed a data-driven approach to identify four personas
that describe the different ways in which individual developers
work on teams and the consquences of their actions. These
personas make explicit that the collaborative consequences of
GenAl depend on how developers integrate and interact with
it in their everyday work. This perspective can help individual
developers, managers, and tool designers better reason about
differing expectations and collaboration practices as GenAl
becomes more embedded in everyday software development.
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