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Abstract
Developers use a variety of independent tools to build modern
software systems. However, coordinating these tools is a manual
process that is laborious and extraneous to the developer’s main
task. Due to the diversity of projects and tasks that developers work
on, one unified tool will never be able to solve this unnecessary
work for all developers. Prior work has demonstrated that tools
can be integrated through a shared context, which reduces coordi-
nation, navigation, and configuration burdens for developers and
ultimately leads to higher productivity. These coordinated tools
are better able to adapt their behaviour to the developer’s current
needs. Unfortunately, while these coordinated tools enable the de-
veloper to focus on the key aspects of their task, every tool must be
directly integrated with every tool. This tight pairwise integration
of tools is not scalable as new tools continue to be created to help
developers manage ever-increasing software complexity. Reflecting
on the scalability challenges of previous integration approaches,
this paper introduces a vision for Proactive Workspaces that provide
a mechanism for tools to publish and subscribe to context in a scal-
able way. Through a small feasibility study with 17 developers, we
found that this lightweight mechanism enables tools to adapt to
the developer’s needs as they work, decreasing the overhead associ-
ated with coordinating multiple independent tools while increasing
developer productivity by enabling them to focus on the important
parts of their tasks.
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1 Introduction
It has been long shown that the accuracy and utility of software
development tools can be improved by making them aware of the
context relevant to the developer’s task (e.g., [7, 8, 21, 24]). Prior
work has shown that tools that leverage contextual information,
from version control metadata [1] to web browsing history [19], can
provide more accurate suggestions, automate routine tasks more
effectively, and reduce cognitive load on developers. Studies across
various development environments have consistently found that
context-aware tools lead to more effective task completion, which
enhances productivity [2, 11].

Unfortunately, modern development practice is extremely het-
erogeneous, making it extremely hard for developers to discover all
of the tools available to them [12], let alone integrate them all [22].
Although Integrated Development Environments (IDEs) are widely
used, many of the artifacts required in modern development are
stored in a series of disconnected tools such as version control,
online issue trackers, continuous integration services, and code
review tools [1]. Traditionally, creating integrated tools that can ef-
fectively leverage contextual data has required explicit integration
work for each tool to connect its relevant context to every other
tool it explicitly wants to integrate with. This integration effort
often involves custom adapters, plugins, or extensive configuration
to enable tools to access and utilize contextual information effec-
tively (e.g., [15, 20]). Given the breadth of development tools, and
the configuration uniqueness of every software system, creating
a single tool to integrate such a diverse set of data sources cannot
feasibly scale to the diversity of tools used by modern teams.

By examining past shortcomings for tool integration, this paper
takes a retrospective look at how integrations have been created
historically and describes a new approach to tool integration which
we call the Proactive Workspace. Rather than requiring each tool to
implement custom context integration, proactive workspaces en-
able tools to automatically share context with each other through a
publish/subscribe mechanism, similar to the ubiquitous copy/paste
mechanism that enables developers to manually share pieces of
text between tools.

As a developer interacts with a tool, the tool publishes any con-
textual information that it observes being displayed in its interface
to the environment-wide workspace, making the information avail-
able to any other tool that requests contextual information. Upon
activating any development tool, the tool can request recent con-
textual information from the workspace, identify context that is
relevant, and use it to adapt itself to the developer’s needs. In this
way, the publisher of the context need not know about other tools,
nor how they will use (or ignore) any published context informa-
tion. Similarly, tools that consume context need only consider the
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context they are interested in and can ignore any (or all) context
available if they do not think it relevant to their needs.

Through an initial tool prototype we demonstrate how con-
textual information published to a global workspace agent can be
consumed by independent tools to improve resource navigation and
shell command usage. This prototype suggests that such context-
sensitive tools do not need to consider all other tools but can instead
focus on the context that is relevant to them and adapt accordingly.
We hope that the reflection in this paper will encourage the develop-
ment of lightweight mechanisms for tools to publish and consume
relevant contextual information at the workspace level, ultimately
making software development tools more proactive and responsive
to developer needs.

2 Surfacing Context
In this section we examine what context is, how it is collected
today, and why the current approach does not scale to modern
software development practice. We then introduce a new vision
that enables a scalable approach for collecting context to enable
proactive workspaces.

2.1 What is Context?
Context consists of observable features in an environment [13].
While a realist perspective would assert that context should be cate-
gorized according to an ontology that can be consistently captured,
this model does not fit well with the constantly-evolving nature of
software development tools. For example, while Masterscope con-
sidered the currently-opened file a form of context [21], the notion
that eye trackers could be used to surface the most recent source
code identifiers the developer has gazed consistently upon would
likely be beyond the predicted context ontology of the time [18].
Additionally, a constructivist perspective would consider context
to be a human invention, suggesting that what could be consid-
ered context will vary from person-to-person, tool-to-tool, and
task-to-task. Consequently, trying to pre-define what is, and is not,
context is unlikely to be sufficiently comprehensive for all current
needs, nor unanticipated future forms of context. With the rise of
AI-backed tools, which can reason about unstructured information,
a pre-defined ontology is also becoming less necessary.

At its core, all context consists of facts that represent abstrac-
tions of the environment. As the environment changes, so does the
context at any given moment in time. From the point-of-view of a
developer, the environment is their screen: any information they can
access through their screen could contribute to their context. While
it may be tempting to just say that all information that is displayed
to the developer should automatically be considered context, this
belies the fact that all information is equal. For example, while the
answer a developer uses from a Stack Overflow post may contain
useful context, it is difficult to imagine how the ads on the web page
or other discussion on the same page could contain useful context.

In this work, we restrict context to be facts arising from the
developer’s environment. This boundary enables us to acknowledge
that each member of a software development team will have their
own context. Additionally, changes external to the developer’s
environment (e.g., other team activity) is external to the developer’s
context unless they are notified about it in their environment.

2.2 How Are Context-Sensitive Tools Built?
Proactive tools, which we define as tools that adapt themselves to
the developer’s needs based on the developer’s preferences, past
actions, or current task, are built with the ability to observe context
from the environment and use it to tailor tool behaviour. The most
common way context-sensitive tools have been built in the past is
for the tool that uses context to adapt itself by explicitly integrating
with the tools from which they can collect the context they require.
For example, in order to recommend online resources the developer
viewed alongside the current source code files they were viewing
in their IDE, SALI built interaction monitors for each supported web
browser [19]. While the interaction monitor was not germane to
their core research interest, it was required to gather information to
specialize the IDE for the developer. Similarly, CodeBook provides
context-relevant information about resources to help developers
understand the other people who have been involved with a given
resource in the past [1]. In order for this to work, CodeBook lever-
ages the Bridge crawlerswhich needed to be created for each version
control system, bug database, and email system it supported [23].

Although the contextual data most tools need are available on
a given developer’s machine, most context-dependent tools are
forced to engage in non-core work to either integrate with other
tools to find the context they need, or to surface their required
context for themselves. The advantage of performing this work for
themselves is that the tool gets exactly the context data it needs.
Unfortunately, the disadvantage of this work is that it is impossible
to support the breadth of development tools in practice. Even in
two high-level tool domains, web browsers and IDEs, there are too
many different options for developers to build support to collect
the context they require from all of them. This necessarily means
that some sources of context are either absent or incomplete.

2.3 Enabling Scalable Context
One limitation of the tight coupling between context producers and
context consumers is that the effort of creating a context detector
cannot be ameliorated across context consumers. The core idea
underlying proactive workspaces is that context consumers should
also act as context producers. Instead of sharing context with a
specific tool, context is instead published within the environment
and is made available for all local tools to access. This enables
context to be provided by tools instead of being extracted from
them, allowing domain experts to surface context they believe is
important.

Context is shared with the environment as a set of key-value
context records. For example, as a developer navigates through files
in their IDE, records that correspond to {key: ‘file’, value:
‘/path/to/file.ts’, timestamp: 1737075419057} are shared
with the environment. Similarly, when a developer uses a search
tool, records of the search terms {key: ‘search’, value: ‘format
date string’, timestamp: 1739570416336} are shared.

The environment’s context service only exists to collect context
and make it available upon request. For example, when a developer
changes a context-aware terminal window, the tool may request
recent context, discover where the developer was most recently
working, and decide to proactively set the working directory to the
same location as was previously being used. This scenario above
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shows how tools are engaged in both the production and consump-
tion of context: first, when a tool encounters a contextual fact it
is published to the context service. Second, when the developer
activates or switches to a tool, it can query the context service for
recent context surfaced by other tools and adapt itself (or not) as
required.

3 Helm: Reducing Resource Re-finding
To evaluate whether an environment-wide context sharing service
could work, we built a prototype proactive workspace that collects
and surfaces select content from a variety of IDEs, terminals, and
web browsers. The workspace was built in three main parts: First,
we built a series of plugins for the terminal, IDE, and web browser as
context producers. Second, we built an environment-level context
service that would receive context events from the plugins. Third,
we built a tool called Helmwhich would act as the context consumer
in the workspace. Helm, designed as a light-weight launch-bar
interface, uses the context to proactively recommend development
resources to help developers directly navigate without having to
think about technical details like where the resources are located,
whether a resource was already open, and in which application
window the resource was last used. Helm’s aim was to reduce
development friction by enabling developers to minimize repetitive
tool coordination and navigation effort.

3.1 Context Producers
Context events are recorded as developers use resources in their
three primary applications: the shell, IDE, and browser. Each time a
developer interacts with a resource, a context record is published to
the environment-wide context service. The record includes the key,
value, and timestamp fields, the values of which vary by content
producer (Table 1).

Table 1: Context producer attributes surfaced by the trackers.
The right three columns refer to different ways Helm uses
the attributes. Search indicates that the attribute is matched
with the user-entered search terms. Project indicates that the
project is extracted from the attribute. UI indicates that the
attribute is used when displaying the resource in Helm.

Tracker Key Search Project UI

Browser url x x
title x x

IDE file path x x x

Shell

command x x
exit code x
session x
working directory x x

3.2 Environment-Level Context Service
Much like the clipboard, the global context service acts as a single
location where context events are received from context producers,
and where context consumers can query for recent (or specific)

context facts. The context service is implemented as a local database.
While this database could be easily edited and entries removed or
expired (much like a browser history), it is designed so that it is only
accessible to context consumers on the developer’s local machine.

3.3 Context Consumer (Helm)
The Helm tool acts as the sole context consumer in our prototype
system. Whenever the Helm launch-bar is activated, Helm queries
the context service to access context events that have occurred
since its last activation. Knowing the active project is key for Helm
to adapt its recommended resources to the project the developer
is currently working on. To determine when a project is active,
Helm infers the active project from the context facts listed in the
Project attributes shown in Table 1. Helm further considers the
timestamps associated with these events to ensure that they are
relatively current.

When Helm is activated, it computes the visit count (𝑐), re-
cency (𝑟 ), and time active (𝑡), for each resource it receives from
the global context service. When the developer opens the interface,
Helm recommends the top ten resources by combining each of the
metrics:

𝑟𝑎𝑛𝑘 = (𝑤𝑟 × 𝑟 ) + (𝑤𝑐 × 𝑐) + (𝑤𝑡 × 𝑡)
The weights were set to𝑤𝑟 = 0.8,𝑤𝑐 = 0.15,𝑤𝑡 = 0.05 to capture

the way we have previously observed developers working: solving
small localized problems that require referencing the same subset
of resources. Specifically, we choose a larger weight for recency to
ensure that recent resources are more likely to be displayed even if
the resources have only been viewed once or for a short time.

Developers can refine Helm’s ranking by supplying search terms
and by changing the project scope. If a developer enters search
terms, Helm ranks only those resources whose Search attributes
(Table 1) match. Likewise, if a developer specifies the project, only
the associated resources are ranked.

3.4 Evaluation
To evaluate Helm, we conducted an exploratory study with 17 de-
velopers. We designed our study around developers’ typical multi-
tasking behaviour with participants switching between two project
tasks after short periods of time.

3.5 Method
Ten participants were professional software developers and seven
were students experienced in software development. On average,
participants had 15(𝑆𝐷10) years of programming experience and
8(𝑆𝐷7) years of professional experience.

We structured our study into three observation phases. The first
phase gave the context producers time to gather context data about
how the participants interacted with resources. The second phase
evaluated whether Helm was able to harness this environment-
level context to generate useful recommendations. The final phase
involved answering a series of structured questions about Helm.
The tasks used in the first two phases were tasks that required
developers to fix two real-world defects.1,2

1https://github.com/TEAMMATES/teammates/issues/9545
2https://github.com/kanboard/kanboard/issues/4213
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3.6 Results
We successfully captured experimental data from 14 of 17 partic-
ipants,3 resulting in a data set of 2,323 interactions with various
project resources across the 14 participants. Analyzing this dataset,
we found that 1,466 of the 2,323 interactions were with previously-
opened resources (63%). 69% of these resources were opened in
the browser, 16% in the IDE, and 15% in the shell. To evaluate
whether global context could provide information useful to Helm’s
recommendation approach, we simulated whether Helm could have
provided a useful recommendation for the 1,466 revisits. Overall,
Helm provided a recommendation for 80% of these actions; in com-
parison a random approach would have only been successful 11%
of the time. This result provides initial evidence that producers
feeding information to a global context can be used by independent
tools to adapt to the developer’s needs.

Qualitatively, participants found Helm’s context-driven ranking
helped them efficiently re-find project resources: “it was nice to
be able to go there and then just like pull up everything that was
related” (P11). They also noted that the context model acted “as a
kind of an extended mental model” (P12), and liked that the launch-
bar interface allowed them to use their preferred browser, IDE, and
shell without being “forced into a big, integrated thing” (P9).

4 Re-Envisioning Workspaces
Current approaches to tool integration do not scale to the com-
plex multi-tool ecosystems employed by modern software devel-
opment teams. This creates task overhead, reduces tool mastery,
and requires extensive configuration and maintenance effort from
developers. In their reflection paper, LaToza and Myers argue that
the research community should design tools that solve problems
developers actually encounter considering the problem’s frequency,
duration, and impact on code quality [10]. Similarly, for generative
AI, Ozkaya calls on the research community to ask what barriers
these tools remove and how they can be incorporated effectively
into developer workflows [14]. Proactive workspaces would bet-
ter align tools with developer needs and reduce the unnecessary
work they are forced to perform. Towards our vision for proactive
workspaces, we outline four avenues of future work.

Context Sharing. The environment-wide clipboard service can
usually only share a single value, but the context needed for devel-
opment tools must allow for more robust sharing. With AI-driven
developer tools in particular, which require significant amounts of
context, the ability to share context between these different tools
will be critical for developers to fully benefit from each tool’s in-
dividual capabilities. By adding timestamps and allowing context
providers to provide succinct metadata describing what each piece
of shared context is, tools can more easily identify which context
information is relevant for their own needs.

Task Identification. Shared context will enable tools to try to
better infer the high-level task a developer is working on. This is
challenging for a single tool because developers frequently marshal
several independent tools to complete their tasks, none of which
would have a complete understanding of what the developer is
doing [3]. While previous approaches, which require developers to

3Data for 3 participants was not recorded due to a technical issue with the tool.

manually specify their task have provided a limited form of proac-
tivity by helping developers organize their resources (e.g., [5, 8]),
they introduce another form of friction, especially for capturing the
hierarchical structure in development work [4]. Instead, continued
research into improving the accuracy of automatically inferred tasks
is necessary to support an intuitive proactive workspace [9, 16].
One limitation with existing approaches is they generally only have
access to either high-level information across applications like the
application title, or detailed information only within a single ap-
plication. The vision for shared context in this paper would enable
tools in a proactive workspace to respond as developers interact
with different kinds of resources. For example, an error message
in the IDE could indicate the start of a bug fixing task within the
developer’s larger task of implementing a new feature.

Explainability. Although we believe proactive workspaces will
relieve developers of unnecessary work, prior research has shown
that trust is a key dimension for adaptive systems [17]. For example,
current LLM-based approaches have challenges with correctness
and explainability of their automatically generated content [14].
At the same time LLMs show that personal customization is possi-
ble [6], but further work is needed to signal these customizations
to the developer. This is a challenging problem as this awareness
must not be more intrusive than having the developer manually
perform the work themselves.

Privacy. Privacy and security are important challenges facing
all contextually-aware tools. Since one-off context producers are
difficult to create and are often used in prototypical or limited
ways, they are not appropriate for long-term use on a developer’s
machine. In contrast, a producer being created for general use
would be designed with a more privacy-first approach. For example,
a web-based context producer may only work on a limited set of
domains and a terminal-based context producer may only work in
specific development directories. While the privacy implications
of such a context service are significant, all current environments
already have one form of global context service: copy/paste. This
ubiquitous service demonstrates that environment-level context is
useful and that privacy implications are not insurmountable.

5 Conclusion
Software development tools that are tailored to the specific needs of
the developer have been consistently found useful. Unfortunately,
current tool integration approaches are not scalable, as every pair
of tools require special treatment to be integrated. Consequently,
developers are forced to work in environments that make them per-
form unnecessary work to overcome a variety of frictions induced
by the diverse set of independent tools they use to complete their
tasks. Proactive Workspaces provide a lightweight mechanism that
allow tools to publish and consume context information without re-
quiring explicit per-tool integrations to be built. Evaluating the fea-
sibility of proactive workspaces, we found that the Helm prototype
is able to leverage minimal published context cues to proactively
recommend resources across tools without explicit integration. This
result shows how scalable tool integration in proactive workspaces
could improve developer productivity by enabling developer- and
task-specific tool specialization.
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