
Lecture 22: Neural Networks (cont), CNNs

CPSC 425: Computer Vision 



Menu for Today
Topics: 

— Convolutional Layers 
— Pooling Layers

Redings: 
— Today’s Lecture:  N/A                                 

— Next Lecture:       N/A

Reminders: 
— Assignment 6: Deep Learning is out  and due next Thursday 
— Material for Final Prep is on Canvas (some questions we didn’t cover) 
— Additional lecture notes will be available soon 

— Classification, Detection 
— Quiz 5 and 6 plan



Today’s “fun” Example: Yolo Object Detector
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Neural Network: Short Review

<latexit sha1_base64="cQ6mNn5HdoLSLlhStNyb2ZGpvGM="></latexit>
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Note: All neurons within a layer can be  
computed in parallel, making computations 
very efficient (especially on GPUs!, which  
are designed for parallelism)

Inputs: 3072
Outputs: 400
Parameters:  
    3072 x 400 + 400
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* Fully Connected  
    /w 400 neurons 
    /w ReLu activ

Inputs: 3072
Outputs: 400
Parameters:  
    3072 x 400 + 400

Hidden Layer 2 
* Fully Connected  
    /w 100 neurons 
    /w ReLu activ

. . .
. . .

Input Layer

Vectorized Input 
(32 x 32 x 3) = 3072

Neural Network: Short Review

<latexit sha1_base64="cQ6mNn5HdoLSLlhStNyb2ZGpvGM="></latexit>

W1,b1

<latexit sha1_base64="flyUBDrj24jqodiLM5UqE9HpzA0=">AAACA3icdVDLSgMxFM3UV62vqjvdBIvgQoZ0GPrYFdzoroJ9QFuGTJppQzMPkoxQhoII/oobFxZx69IfcOdn+AdmWgsqeiBw7jn3knuPG3EmFULvRmZpeWV1Lbue29jc2t7J7+41ZRgLQhsk5KFou1hSzgLaUExx2o4Exb7LacsdnaV+65oKycLgSo0j2vPxIGAeI1hpyckfdH2shq6XtCaOdQoXlasrJ19AJrJLtmVBTarlKkqJhUpWxYZFE81QqBU+Xm8b01Ldyb91+yGJfRoowrGUnSKKVC/BQjHC6STXjSWNMBnhAe1oGmCfyl4yu2ECj7XSh14o9AsUnKnfJxLsSzn2Xd2Z7ih/e6n4l9eJlVfpJSyIYkUDMv/IizlUIUwDgX0mKFF8rAkmguldIRligYnSseV0CItL4f+kaZnFkmlf6jQuwBxZcAiOwAkogjKogXNQBw1AwA24B49gatwZD8aT8TxvzRhfM/vgB4yXTwNWm4c=</latexit>

W2,b2

Note: Across layers computations 
are sequential
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<latexit sha1_base64="cQ6mNn5HdoLSLlhStNyb2ZGpvGM="></latexit>

W1,b1

<latexit sha1_base64="flyUBDrj24jqodiLM5UqE9HpzA0=">AAACA3icdVDLSgMxFM3UV62vqjvdBIvgQoZ0GPrYFdzoroJ9QFuGTJppQzMPkoxQhoII/oobFxZx69IfcOdn+AdmWgsqeiBw7jn3knuPG3EmFULvRmZpeWV1Lbue29jc2t7J7+41ZRgLQhsk5KFou1hSzgLaUExx2o4Exb7LacsdnaV+65oKycLgSo0j2vPxIGAeI1hpyckfdH2shq6XtCaOdQoXlasrJ19AJrJLtmVBTarlKkqJhUpWxYZFE81QqBU+Xm8b01Ldyb91+yGJfRoowrGUnSKKVC/BQjHC6STXjSWNMBnhAe1oGmCfyl4yu2ECj7XSh14o9AsUnKnfJxLsSzn2Xd2Z7ih/e6n4l9eJlVfpJSyIYkUDMv/IizlUIUwDgX0mKFF8rAkmguldIRligYnSseV0CItL4f+kaZnFkmlf6jQuwBxZcAiOwAkogjKogXNQBw1AwA24B49gatwZD8aT8TxvzRhfM/vgB4yXTwNWm4c=</latexit>
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This simple neural network has nearly 1.35 million parameters
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Inputs: 700
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    700 x 10 + 10
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Input Layer
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(32 x 32 x 3) = 3072

Neural Network: Short Review
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W1,b1
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W2,b2

<latexit sha1_base64="eiJkBXps9TgYxDonml+DzMyXLaE="></latexit>

W3,b3

<latexit sha1_base64="iufL9EdpwbjgLqqBJlhrMCKdscY="></latexit>

W4,b4

Inference: given values 
for all parameters predict 
output (probability)

(a.k.a. Forward Pass)
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Input Image

Hidden Layer 1 
* Fully Connected  
    /w 400 neurons 
    /w ReLu activ

Inputs: 3072
Outputs: 400
Parameters:  
    3072 x 400 + 400

Output Layer 
* Fully Connected 
    /w 10 neurons 
    /w ReLu activ

+ sigmoid

Hidden Layer 2 
* Fully Connected  
    /w 100 neurons 
    /w ReLu activ

Hidden Layer 3 
* Fully Connected  
    /w 700 neurons 
    /w ReLu activ

. . .
. . . . . .

. . .
. . .

Inputs: 400
Outputs: 100
Parameters:  
    400 x 100 + 100

Inputs: 100
Outputs: 700
Parameters:  
    100 x 700 + 700

Inputs: 700
Outputs: 10
Parameters:  
    700 x 10 + 10

Inputs: 10
Outputs: 10
Parameters:  
    none

Input Layer

Vectorized Input 
(32 x 32 x 3) = 3072

Neural Network: Short Review

<latexit sha1_base64="cQ6mNn5HdoLSLlhStNyb2ZGpvGM="></latexit>

W1,b1

<latexit sha1_base64="flyUBDrj24jqodiLM5UqE9HpzA0=">AAACA3icdVDLSgMxFM3UV62vqjvdBIvgQoZ0GPrYFdzoroJ9QFuGTJppQzMPkoxQhoII/oobFxZx69IfcOdn+AdmWgsqeiBw7jn3knuPG3EmFULvRmZpeWV1Lbue29jc2t7J7+41ZRgLQhsk5KFou1hSzgLaUExx2o4Exb7LacsdnaV+65oKycLgSo0j2vPxIGAeI1hpyckfdH2shq6XtCaOdQoXlasrJ19AJrJLtmVBTarlKkqJhUpWxYZFE81QqBU+Xm8b01Ldyb91+yGJfRoowrGUnSKKVC/BQjHC6STXjSWNMBnhAe1oGmCfyl4yu2ECj7XSh14o9AsUnKnfJxLsSzn2Xd2Z7ih/e6n4l9eJlVfpJSyIYkUDMv/IizlUIUwDgX0mKFF8rAkmguldIRligYnSseV0CItL4f+kaZnFkmlf6jQuwBxZcAiOwAkogjKogXNQBw1AwA24B49gatwZD8aT8TxvzRhfM/vgB4yXTwNWm4c=</latexit>

W2,b2

<latexit sha1_base64="eiJkBXps9TgYxDonml+DzMyXLaE="></latexit>

W3,b3

<latexit sha1_base64="iufL9EdpwbjgLqqBJlhrMCKdscY="></latexit>

W4,b4

Inference: given values 
for all parameters predict 
output (probability)

Learning: given data optimize  
parameters using gradient 
-based optimization

(a.k.a. Forward Pass)

(a.k.a. Backwards Pass)



2

66664

x1
x2
x3
x4
...

3

77775

2

Input Image

Hidden Layer 1 
* Fully Connected  
    /w 400 neurons 
    /w ReLu activ

Inputs: 3072
Outputs: 400
Parameters:  
    3072 x 400 + 400

Output Layer 
* Fully Connected 
    /w 10 neurons 
    /w ReLu activ

+ sigmoid

Hidden Layer 2 
* Fully Connected  
    /w 100 neurons 
    /w ReLu activ

Hidden Layer 3 
* Fully Connected  
    /w 700 neurons 
    /w ReLu activ

. . .
. . . . . .

. . .
. . .

Inputs: 400
Outputs: 100
Parameters:  
    400 x 100 + 100

Inputs: 100
Outputs: 700
Parameters:  
    100 x 700 + 700

Inputs: 700
Outputs: 10
Parameters:  
    700 x 10 + 10

Inputs: 10
Outputs: 10
Parameters:  
    none

Input Layer

Vectorized Input 
(32 x 32 x 3) = 3072

Neural Network: Short Review

<latexit sha1_base64="cQ6mNn5HdoLSLlhStNyb2ZGpvGM="></latexit>

W1,b1

<latexit sha1_base64="flyUBDrj24jqodiLM5UqE9HpzA0=">AAACA3icdVDLSgMxFM3UV62vqjvdBIvgQoZ0GPrYFdzoroJ9QFuGTJppQzMPkoxQhoII/oobFxZx69IfcOdn+AdmWgsqeiBw7jn3knuPG3EmFULvRmZpeWV1Lbue29jc2t7J7+41ZRgLQhsk5KFou1hSzgLaUExx2o4Exb7LacsdnaV+65oKycLgSo0j2vPxIGAeI1hpyckfdH2shq6XtCaOdQoXlasrJ19AJrJLtmVBTarlKkqJhUpWxYZFE81QqBU+Xm8b01Ldyb91+yGJfRoowrGUnSKKVC/BQjHC6STXjSWNMBnhAe1oGmCfyl4yu2ECj7XSh14o9AsUnKnfJxLsSzn2Xd2Z7ih/e6n4l9eJlVfpJSyIYkUDMv/IizlUIUwDgX0mKFF8rAkmguldIRligYnSseV0CItL4f+kaZnFkmlf6jQuwBxZcAiOwAkogjKogXNQBw1AwA24B49gatwZD8aT8TxvzRhfM/vgB4yXTwNWm4c=</latexit>

W2,b2

<latexit sha1_base64="eiJkBXps9TgYxDonml+DzMyXLaE="></latexit>

W3,b3

<latexit sha1_base64="iufL9EdpwbjgLqqBJlhrMCKdscY="></latexit>

W4,b4

Inference: given values 
for all parameters predict 
output (probability)

Learning: given data optimize  
parameters using gradient 
-based optimization

(a.k.a. Forward Pass)

(a.k.a. Backwards Pass)

<latexit sha1_base64="FisBy245Cpqd83FaHRywHhch3qw="></latexit>

L(y, ŷ)



2

66664

x1
x2
x3
x4
...

3

77775

2

Input Image

Hidden Layer 1 
* Fully Connected  
    /w 400 neurons 
    /w ReLu activ

Inputs: 3072
Outputs: 400
Parameters:  
    3072 x 400 + 400

Output Layer 
* Fully Connected 
    /w 10 neurons 
    /w ReLu activ

+ sigmoid

Hidden Layer 2 
* Fully Connected  
    /w 100 neurons 
    /w ReLu activ

Hidden Layer 3 
* Fully Connected  
    /w 700 neurons 
    /w ReLu activ

. . .
. . . . . .

. . .
. . .

Inputs: 400
Outputs: 100
Parameters:  
    400 x 100 + 100

Inputs: 100
Outputs: 700
Parameters:  
    100 x 700 + 700

Inputs: 700
Outputs: 10
Parameters:  
    700 x 10 + 10

Inputs: 10
Outputs: 10
Parameters:  
    none

Input Layer

Vectorized Input 
(32 x 32 x 3) = 3072

Neural Network: Short Review

<latexit sha1_base64="cQ6mNn5HdoLSLlhStNyb2ZGpvGM="></latexit>

W1,b1

<latexit sha1_base64="flyUBDrj24jqodiLM5UqE9HpzA0=">AAACA3icdVDLSgMxFM3UV62vqjvdBIvgQoZ0GPrYFdzoroJ9QFuGTJppQzMPkoxQhoII/oobFxZx69IfcOdn+AdmWgsqeiBw7jn3knuPG3EmFULvRmZpeWV1Lbue29jc2t7J7+41ZRgLQhsk5KFou1hSzgLaUExx2o4Exb7LacsdnaV+65oKycLgSo0j2vPxIGAeI1hpyckfdH2shq6XtCaOdQoXlasrJ19AJrJLtmVBTarlKkqJhUpWxYZFE81QqBU+Xm8b01Ldyb91+yGJfRoowrGUnSKKVC/BQjHC6STXjSWNMBnhAe1oGmCfyl4yu2ECj7XSh14o9AsUnKnfJxLsSzn2Xd2Z7ih/e6n4l9eJlVfpJSyIYkUDMv/IizlUIUwDgX0mKFF8rAkmguldIRligYnSseV0CItL4f+kaZnFkmlf6jQuwBxZcAiOwAkogjKogXNQBw1AwA24B49gatwZD8aT8TxvzRhfM/vgB4yXTwNWm4c=</latexit>

W2,b2

<latexit sha1_base64="eiJkBXps9TgYxDonml+DzMyXLaE="></latexit>

W3,b3

<latexit sha1_base64="iufL9EdpwbjgLqqBJlhrMCKdscY="></latexit>

W4,b4

Inference: given values 
for all parameters predict 
output (probability)

Learning: given data optimize  
parameters using gradient 
-based optimization

(a.k.a. Forward Pass)

(a.k.a. Backwards Pass)

<latexit sha1_base64="FisBy245Cpqd83FaHRywHhch3qw="></latexit>

L(y, ŷ)<latexit sha1_base64="TxvMEGj5+d8HGzXzTaX5l7eX4n8="></latexit>

L(·, ·)
@W4

,
L(·, ·)
@b4



2

66664

x1
x2
x3
x4
...

3

77775

2

Input Image

Hidden Layer 1 
* Fully Connected  
    /w 400 neurons 
    /w ReLu activ

Inputs: 3072
Outputs: 400
Parameters:  
    3072 x 400 + 400

Output Layer 
* Fully Connected 
    /w 10 neurons 
    /w ReLu activ

+ sigmoid

Hidden Layer 2 
* Fully Connected  
    /w 100 neurons 
    /w ReLu activ

Hidden Layer 3 
* Fully Connected  
    /w 700 neurons 
    /w ReLu activ

. . .
. . . . . .

. . .
. . .

Inputs: 400
Outputs: 100
Parameters:  
    400 x 100 + 100

Inputs: 100
Outputs: 700
Parameters:  
    100 x 700 + 700

Inputs: 700
Outputs: 10
Parameters:  
    700 x 10 + 10

Inputs: 10
Outputs: 10
Parameters:  
    none

Input Layer

Vectorized Input 
(32 x 32 x 3) = 3072

Neural Network: Short Review

<latexit sha1_base64="cQ6mNn5HdoLSLlhStNyb2ZGpvGM="></latexit>

W1,b1

<latexit sha1_base64="flyUBDrj24jqodiLM5UqE9HpzA0=">AAACA3icdVDLSgMxFM3UV62vqjvdBIvgQoZ0GPrYFdzoroJ9QFuGTJppQzMPkoxQhoII/oobFxZx69IfcOdn+AdmWgsqeiBw7jn3knuPG3EmFULvRmZpeWV1Lbue29jc2t7J7+41ZRgLQhsk5KFou1hSzgLaUExx2o4Exb7LacsdnaV+65oKycLgSo0j2vPxIGAeI1hpyckfdH2shq6XtCaOdQoXlasrJ19AJrJLtmVBTarlKkqJhUpWxYZFE81QqBU+Xm8b01Ldyb91+yGJfRoowrGUnSKKVC/BQjHC6STXjSWNMBnhAe1oGmCfyl4yu2ECj7XSh14o9AsUnKnfJxLsSzn2Xd2Z7ih/e6n4l9eJlVfpJSyIYkUDMv/IizlUIUwDgX0mKFF8rAkmguldIRligYnSseV0CItL4f+kaZnFkmlf6jQuwBxZcAiOwAkogjKogXNQBw1AwA24B49gatwZD8aT8TxvzRhfM/vgB4yXTwNWm4c=</latexit>

W2,b2

<latexit sha1_base64="eiJkBXps9TgYxDonml+DzMyXLaE="></latexit>

W3,b3

<latexit sha1_base64="iufL9EdpwbjgLqqBJlhrMCKdscY="></latexit>

W4,b4

Inference: given values 
for all parameters predict 
output (probability)

Learning: given data optimize  
parameters using gradient 
-based optimization

(a.k.a. Forward Pass)

(a.k.a. Backwards Pass)

<latexit sha1_base64="FisBy245Cpqd83FaHRywHhch3qw="></latexit>

L(y, ŷ)<latexit sha1_base64="PosjqJGAxltt3p9PVszS2Kfm6AM="></latexit>

L(·, ·)
@W3

,
L(·, ·)
@b3

<latexit sha1_base64="TxvMEGj5+d8HGzXzTaX5l7eX4n8="></latexit>

L(·, ·)
@W4

,
L(·, ·)
@b4



2

66664

x1
x2
x3
x4
...

3

77775

2

Input Image

Hidden Layer 1 
* Fully Connected  
    /w 400 neurons 
    /w ReLu activ

Inputs: 3072
Outputs: 400
Parameters:  
    3072 x 400 + 400

Output Layer 
* Fully Connected 
    /w 10 neurons 
    /w ReLu activ

+ sigmoid

Hidden Layer 2 
* Fully Connected  
    /w 100 neurons 
    /w ReLu activ

Hidden Layer 3 
* Fully Connected  
    /w 700 neurons 
    /w ReLu activ

. . .
. . . . . .

. . .
. . .

Inputs: 400
Outputs: 100
Parameters:  
    400 x 100 + 100

Inputs: 100
Outputs: 700
Parameters:  
    100 x 700 + 700

Inputs: 700
Outputs: 10
Parameters:  
    700 x 10 + 10

Inputs: 10
Outputs: 10
Parameters:  
    none

Input Layer

Vectorized Input 
(32 x 32 x 3) = 3072

Neural Network: Short Review

<latexit sha1_base64="cQ6mNn5HdoLSLlhStNyb2ZGpvGM="></latexit>

W1,b1

<latexit sha1_base64="flyUBDrj24jqodiLM5UqE9HpzA0=">AAACA3icdVDLSgMxFM3UV62vqjvdBIvgQoZ0GPrYFdzoroJ9QFuGTJppQzMPkoxQhoII/oobFxZx69IfcOdn+AdmWgsqeiBw7jn3knuPG3EmFULvRmZpeWV1Lbue29jc2t7J7+41ZRgLQhsk5KFou1hSzgLaUExx2o4Exb7LacsdnaV+65oKycLgSo0j2vPxIGAeI1hpyckfdH2shq6XtCaOdQoXlasrJ19AJrJLtmVBTarlKkqJhUpWxYZFE81QqBU+Xm8b01Ldyb91+yGJfRoowrGUnSKKVC/BQjHC6STXjSWNMBnhAe1oGmCfyl4yu2ECj7XSh14o9AsUnKnfJxLsSzn2Xd2Z7ih/e6n4l9eJlVfpJSyIYkUDMv/IizlUIUwDgX0mKFF8rAkmguldIRligYnSseV0CItL4f+kaZnFkmlf6jQuwBxZcAiOwAkogjKogXNQBw1AwA24B49gatwZD8aT8TxvzRhfM/vgB4yXTwNWm4c=</latexit>

W2,b2

<latexit sha1_base64="eiJkBXps9TgYxDonml+DzMyXLaE="></latexit>

W3,b3

<latexit sha1_base64="iufL9EdpwbjgLqqBJlhrMCKdscY="></latexit>

W4,b4

Inference: given values 
for all parameters predict 
output (probability)

Learning: given data optimize  
parameters using gradient 
-based optimization

(a.k.a. Forward Pass)

(a.k.a. Backwards Pass)

<latexit sha1_base64="FisBy245Cpqd83FaHRywHhch3qw="></latexit>

L(y, ŷ)<latexit sha1_base64="PosjqJGAxltt3p9PVszS2Kfm6AM="></latexit>

L(·, ·)
@W3

,
L(·, ·)
@b3

<latexit sha1_base64="9fDyv3ykXb043EdIyXxsZ9bxb9c="></latexit>

L(·, ·)
@W2

,
L(·, ·)
@b2

<latexit sha1_base64="TxvMEGj5+d8HGzXzTaX5l7eX4n8="></latexit>

L(·, ·)
@W4

,
L(·, ·)
@b4



2

66664

x1
x2
x3
x4
...

3

77775

2

Input Image

Hidden Layer 1 
* Fully Connected  
    /w 400 neurons 
    /w ReLu activ

Inputs: 3072
Outputs: 400
Parameters:  
    3072 x 400 + 400

Output Layer 
* Fully Connected 
    /w 10 neurons 
    /w ReLu activ

+ sigmoid

Hidden Layer 2 
* Fully Connected  
    /w 100 neurons 
    /w ReLu activ

Hidden Layer 3 
* Fully Connected  
    /w 700 neurons 
    /w ReLu activ

. . .
. . . . . .

. . .
. . .

Inputs: 400
Outputs: 100
Parameters:  
    400 x 100 + 100

Inputs: 100
Outputs: 700
Parameters:  
    100 x 700 + 700

Inputs: 700
Outputs: 10
Parameters:  
    700 x 10 + 10

Inputs: 10
Outputs: 10
Parameters:  
    none

Input Layer

Vectorized Input 
(32 x 32 x 3) = 3072

Neural Network: Short Review

<latexit sha1_base64="cQ6mNn5HdoLSLlhStNyb2ZGpvGM="></latexit>

W1,b1

<latexit sha1_base64="flyUBDrj24jqodiLM5UqE9HpzA0=">AAACA3icdVDLSgMxFM3UV62vqjvdBIvgQoZ0GPrYFdzoroJ9QFuGTJppQzMPkoxQhoII/oobFxZx69IfcOdn+AdmWgsqeiBw7jn3knuPG3EmFULvRmZpeWV1Lbue29jc2t7J7+41ZRgLQhsk5KFou1hSzgLaUExx2o4Exb7LacsdnaV+65oKycLgSo0j2vPxIGAeI1hpyckfdH2shq6XtCaOdQoXlasrJ19AJrJLtmVBTarlKkqJhUpWxYZFE81QqBU+Xm8b01Ldyb91+yGJfRoowrGUnSKKVC/BQjHC6STXjSWNMBnhAe1oGmCfyl4yu2ECj7XSh14o9AsUnKnfJxLsSzn2Xd2Z7ih/e6n4l9eJlVfpJSyIYkUDMv/IizlUIUwDgX0mKFF8rAkmguldIRligYnSseV0CItL4f+kaZnFkmlf6jQuwBxZcAiOwAkogjKogXNQBw1AwA24B49gatwZD8aT8TxvzRhfM/vgB4yXTwNWm4c=</latexit>

W2,b2

<latexit sha1_base64="eiJkBXps9TgYxDonml+DzMyXLaE="></latexit>

W3,b3

<latexit sha1_base64="iufL9EdpwbjgLqqBJlhrMCKdscY="></latexit>

W4,b4

Inference: given values 
for all parameters predict 
output (probability)

Learning: given data optimize  
parameters using gradient 
-based optimization

(a.k.a. Forward Pass)

(a.k.a. Backwards Pass)

<latexit sha1_base64="FisBy245Cpqd83FaHRywHhch3qw="></latexit>

L(y, ŷ)<latexit sha1_base64="PosjqJGAxltt3p9PVszS2Kfm6AM="></latexit>

L(·, ·)
@W3

,
L(·, ·)
@b3

<latexit sha1_base64="9fDyv3ykXb043EdIyXxsZ9bxb9c="></latexit>

L(·, ·)
@W2

,
L(·, ·)
@b2

<latexit sha1_base64="fJR/Hxt3a9PPzsP6vGktJfwYx9M="></latexit>

L(·, ·)
@W1

,
L(·, ·)
@b1

<latexit sha1_base64="TxvMEGj5+d8HGzXzTaX5l7eX4n8="></latexit>

L(·, ·)
@W4

,
L(·, ·)
@b4



2

66664

x1
x2
x3
x4
...

3

77775

2

Input Image

Hidden Layer 1 
* Fully Connected  
    /w 400 neurons 
    /w ReLu activ

Inputs: 3072
Outputs: 400
Parameters:  
    3072 x 400 + 400

Output Layer 
* Fully Connected 
    /w 10 neurons 
    /w ReLu activ

+ sigmoid

Hidden Layer 2 
* Fully Connected  
    /w 100 neurons 
    /w ReLu activ

Hidden Layer 3 
* Fully Connected  
    /w 700 neurons 
    /w ReLu activ

. . .
. . . . . .

. . .
. . .

Inputs: 400
Outputs: 100
Parameters:  
    400 x 100 + 100

Inputs: 100
Outputs: 700
Parameters:  
    100 x 700 + 700

Inputs: 700
Outputs: 10
Parameters:  
    700 x 10 + 10

Inputs: 10
Outputs: 10
Parameters:  
    none

Input Layer

Vectorized Input 
(32 x 32 x 3) = 3072

Neural Network: Short Review

<latexit sha1_base64="cQ6mNn5HdoLSLlhStNyb2ZGpvGM="></latexit>

W1,b1

<latexit sha1_base64="flyUBDrj24jqodiLM5UqE9HpzA0=">AAACA3icdVDLSgMxFM3UV62vqjvdBIvgQoZ0GPrYFdzoroJ9QFuGTJppQzMPkoxQhoII/oobFxZx69IfcOdn+AdmWgsqeiBw7jn3knuPG3EmFULvRmZpeWV1Lbue29jc2t7J7+41ZRgLQhsk5KFou1hSzgLaUExx2o4Exb7LacsdnaV+65oKycLgSo0j2vPxIGAeI1hpyckfdH2shq6XtCaOdQoXlasrJ19AJrJLtmVBTarlKkqJhUpWxYZFE81QqBU+Xm8b01Ldyb91+yGJfRoowrGUnSKKVC/BQjHC6STXjSWNMBnhAe1oGmCfyl4yu2ECj7XSh14o9AsUnKnfJxLsSzn2Xd2Z7ih/e6n4l9eJlVfpJSyIYkUDMv/IizlUIUwDgX0mKFF8rAkmguldIRligYnSseV0CItL4f+kaZnFkmlf6jQuwBxZcAiOwAkogjKogXNQBw1AwA24B49gatwZD8aT8TxvzRhfM/vgB4yXTwNWm4c=</latexit>

W2,b2

<latexit sha1_base64="eiJkBXps9TgYxDonml+DzMyXLaE="></latexit>

W3,b3

<latexit sha1_base64="iufL9EdpwbjgLqqBJlhrMCKdscY="></latexit>

W4,b4

Inference: given values 
for all parameters predict 
output (probability)

Learning: given data optimize  
parameters using gradient 
-based optimization

(a.k.a. Forward Pass)

(a.k.a. Backwards Pass)

<latexit sha1_base64="FisBy245Cpqd83FaHRywHhch3qw="></latexit>

L(y, ŷ)<latexit sha1_base64="PosjqJGAxltt3p9PVszS2Kfm6AM="></latexit>

L(·, ·)
@W3

,
L(·, ·)
@b3

<latexit sha1_base64="9fDyv3ykXb043EdIyXxsZ9bxb9c="></latexit>

L(·, ·)
@W2

,
L(·, ·)
@b2

<latexit sha1_base64="fJR/Hxt3a9PPzsP6vGktJfwYx9M="></latexit>

L(·, ·)
@W1

,
L(·, ·)
@b1

<latexit sha1_base64="TxvMEGj5+d8HGzXzTaX5l7eX4n8="></latexit>

L(·, ·)
@W4

,
L(·, ·)
@b4

<latexit sha1_base64="aEcqOFm/kMKM9brAlBk7ZkIMLA8=">AAAB63icdVDLSgMxFM34rPVV7dJNsAiuhrRVZ8BNwY3uKtgHtEPJpGkbmmSGJCOUob/gxoVF3PoHfoDf4M6/MZ0qqOiBC4dz7uXee8KYM20QeneWlldW19ZzG/nNre2d3cLeflNHiSK0QSIeqXaINeVM0oZhhtN2rCgWIaetcHwx91u3VGkWyRsziWkg8FCyASPYzKWuTkSvUEKuV/F8vwKRi7xqFWWk6p9WESy7KEOpdv5anBH/pd4rvHX7EUkElYZwrHWnjGITpFgZRjid5ruJpjEmYzykHUslFlQHaXbrFB5ZpQ8HkbIlDczU7xMpFlpPRGg7BTYj/dubi395ncQM/CBlMk4MlWSxaJBwaCI4fxz2maLE8IklmChmb4VkhBUmxsaTtyF8fQr/J82KWz5zT65tGldggRw4AIfgGJSBB2rgEtRBAxAwAnfgAcwc4dw7j87TonXJ+Zwpgh9wnj8A6HiR2A==</latexit>X <latexit sha1_base64="aEcqOFm/kMKM9brAlBk7ZkIMLA8=">AAAB63icdVDLSgMxFM34rPVV7dJNsAiuhrRVZ8BNwY3uKtgHtEPJpGkbmmSGJCOUob/gxoVF3PoHfoDf4M6/MZ0qqOiBC4dz7uXee8KYM20QeneWlldW19ZzG/nNre2d3cLeflNHiSK0QSIeqXaINeVM0oZhhtN2rCgWIaetcHwx91u3VGkWyRsziWkg8FCyASPYzKWuTkSvUEKuV/F8vwKRi7xqFWWk6p9WESy7KEOpdv5anBH/pd4rvHX7EUkElYZwrHWnjGITpFgZRjid5ruJpjEmYzykHUslFlQHaXbrFB5ZpQ8HkbIlDczU7xMpFlpPRGg7BTYj/dubi395ncQM/CBlMk4MlWSxaJBwaCI4fxz2maLE8IklmChmb4VkhBUmxsaTtyF8fQr/J82KWz5zT65tGldggRw4AIfgGJSBB2rgEtRBAxAwAnfgAcwc4dw7j87TonXJ+Zwpgh9wnj8A6HiR2A==</latexit>X
<latexit sha1_base64="aEcqOFm/kMKM9brAlBk7ZkIMLA8=">AAAB63icdVDLSgMxFM34rPVV7dJNsAiuhrRVZ8BNwY3uKtgHtEPJpGkbmmSGJCOUob/gxoVF3PoHfoDf4M6/MZ0qqOiBC4dz7uXee8KYM20QeneWlldW19ZzG/nNre2d3cLeflNHiSK0QSIeqXaINeVM0oZhhtN2rCgWIaetcHwx91u3VGkWyRsziWkg8FCyASPYzKWuTkSvUEKuV/F8vwKRi7xqFWWk6p9WESy7KEOpdv5anBH/pd4rvHX7EUkElYZwrHWnjGITpFgZRjid5ruJpjEmYzykHUslFlQHaXbrFB5ZpQ8HkbIlDczU7xMpFlpPRGg7BTYj/dubi395ncQM/CBlMk4MlWSxaJBwaCI4fxz2maLE8IklmChmb4VkhBUmxsaTtyF8fQr/J82KWz5zT65tGldggRw4AIfgGJSBB2rgEtRBAxAwAnfgAcwc4dw7j87TonXJ+Zwpgh9wnj8A6HiR2A==</latexit>X <latexit sha1_base64="aEcqOFm/kMKM9brAlBk7ZkIMLA8=">AAAB63icdVDLSgMxFM34rPVV7dJNsAiuhrRVZ8BNwY3uKtgHtEPJpGkbmmSGJCOUob/gxoVF3PoHfoDf4M6/MZ0qqOiBC4dz7uXee8KYM20QeneWlldW19ZzG/nNre2d3cLeflNHiSK0QSIeqXaINeVM0oZhhtN2rCgWIaetcHwx91u3VGkWyRsziWkg8FCyASPYzKWuTkSvUEKuV/F8vwKRi7xqFWWk6p9WESy7KEOpdv5anBH/pd4rvHX7EUkElYZwrHWnjGITpFgZRjid5ruJpjEmYzykHUslFlQHaXbrFB5ZpQ8HkbIlDczU7xMpFlpPRGg7BTYj/dubi395ncQM/CBlMk4MlWSxaJBwaCI4fxz2maLE8IklmChmb4VkhBUmxsaTtyF8fQr/J82KWz5zT65tGldggRw4AIfgGJSBB2rgEtRBAxAwAnfgAcwc4dw7j87TonXJ+Zwpgh9wnj8A6HiR2A==</latexit>X



2

66664

x1
x2
x3
x4
...

3

77775

2

Input Image

Hidden Layer 1 
* Fully Connected  
    /w 400 neurons 
    /w ReLu activ

Inputs: 3072
Outputs: 400
Parameters:  
    3072 x 400 + 400

Output Layer 
* Fully Connected 
    /w 10 neurons 
    /w ReLu activ

+ sigmoid

Hidden Layer 2 
* Fully Connected  
    /w 100 neurons 
    /w ReLu activ

Hidden Layer 3 
* Fully Connected  
    /w 700 neurons 
    /w ReLu activ

. . .
. . . . . .

. . .
. . .

Inputs: 400
Outputs: 100
Parameters:  
    400 x 100 + 100

Inputs: 100
Outputs: 700
Parameters:  
    100 x 700 + 700

Inputs: 700
Outputs: 10
Parameters:  
    700 x 10 + 10

Inputs: 10
Outputs: 10
Parameters:  
    none

Input Layer

Vectorized Input 
(32 x 32 x 3) = 3072

Neural Network: Short Review

<latexit sha1_base64="cQ6mNn5HdoLSLlhStNyb2ZGpvGM="></latexit>

W1,b1

<latexit sha1_base64="flyUBDrj24jqodiLM5UqE9HpzA0=">AAACA3icdVDLSgMxFM3UV62vqjvdBIvgQoZ0GPrYFdzoroJ9QFuGTJppQzMPkoxQhoII/oobFxZx69IfcOdn+AdmWgsqeiBw7jn3knuPG3EmFULvRmZpeWV1Lbue29jc2t7J7+41ZRgLQhsk5KFou1hSzgLaUExx2o4Exb7LacsdnaV+65oKycLgSo0j2vPxIGAeI1hpyckfdH2shq6XtCaOdQoXlasrJ19AJrJLtmVBTarlKkqJhUpWxYZFE81QqBU+Xm8b01Ldyb91+yGJfRoowrGUnSKKVC/BQjHC6STXjSWNMBnhAe1oGmCfyl4yu2ECj7XSh14o9AsUnKnfJxLsSzn2Xd2Z7ih/e6n4l9eJlVfpJSyIYkUDMv/IizlUIUwDgX0mKFF8rAkmguldIRligYnSseV0CItL4f+kaZnFkmlf6jQuwBxZcAiOwAkogjKogXNQBw1AwA24B49gatwZD8aT8TxvzRhfM/vgB4yXTwNWm4c=</latexit>

W2,b2

<latexit sha1_base64="eiJkBXps9TgYxDonml+DzMyXLaE="></latexit>

W3,b3

<latexit sha1_base64="iufL9EdpwbjgLqqBJlhrMCKdscY="></latexit>

W4,b4

Inference: given values 
for all parameters predict 
output (probability)

Learning: given data optimize  
parameters using gradient 
-based optimization

(a.k.a. Forward Pass)

(a.k.a. Backwards Pass)

<latexit sha1_base64="FisBy245Cpqd83FaHRywHhch3qw="></latexit>

L(y, ŷ)<latexit sha1_base64="PosjqJGAxltt3p9PVszS2Kfm6AM="></latexit>

L(·, ·)
@W3

,
L(·, ·)
@b3

<latexit sha1_base64="9fDyv3ykXb043EdIyXxsZ9bxb9c="></latexit>

L(·, ·)
@W2

,
L(·, ·)
@b2

<latexit sha1_base64="fJR/Hxt3a9PPzsP6vGktJfwYx9M="></latexit>

L(·, ·)
@W1

,
L(·, ·)
@b1

<latexit sha1_base64="TxvMEGj5+d8HGzXzTaX5l7eX4n8="></latexit>

L(·, ·)
@W4

,
L(·, ·)
@b4

<latexit sha1_base64="aEcqOFm/kMKM9brAlBk7ZkIMLA8=">AAAB63icdVDLSgMxFM34rPVV7dJNsAiuhrRVZ8BNwY3uKtgHtEPJpGkbmmSGJCOUob/gxoVF3PoHfoDf4M6/MZ0qqOiBC4dz7uXee8KYM20QeneWlldW19ZzG/nNre2d3cLeflNHiSK0QSIeqXaINeVM0oZhhtN2rCgWIaetcHwx91u3VGkWyRsziWkg8FCyASPYzKWuTkSvUEKuV/F8vwKRi7xqFWWk6p9WESy7KEOpdv5anBH/pd4rvHX7EUkElYZwrHWnjGITpFgZRjid5ruJpjEmYzykHUslFlQHaXbrFB5ZpQ8HkbIlDczU7xMpFlpPRGg7BTYj/dubi395ncQM/CBlMk4MlWSxaJBwaCI4fxz2maLE8IklmChmb4VkhBUmxsaTtyF8fQr/J82KWz5zT65tGldggRw4AIfgGJSBB2rgEtRBAxAwAnfgAcwc4dw7j87TonXJ+Zwpgh9wnj8A6HiR2A==</latexit>X <latexit sha1_base64="aEcqOFm/kMKM9brAlBk7ZkIMLA8=">AAAB63icdVDLSgMxFM34rPVV7dJNsAiuhrRVZ8BNwY3uKtgHtEPJpGkbmmSGJCOUob/gxoVF3PoHfoDf4M6/MZ0qqOiBC4dz7uXee8KYM20QeneWlldW19ZzG/nNre2d3cLeflNHiSK0QSIeqXaINeVM0oZhhtN2rCgWIaetcHwx91u3VGkWyRsziWkg8FCyASPYzKWuTkSvUEKuV/F8vwKRi7xqFWWk6p9WESy7KEOpdv5anBH/pd4rvHX7EUkElYZwrHWnjGITpFgZRjid5ruJpjEmYzykHUslFlQHaXbrFB5ZpQ8HkbIlDczU7xMpFlpPRGg7BTYj/dubi395ncQM/CBlMk4MlWSxaJBwaCI4fxz2maLE8IklmChmb4VkhBUmxsaTtyF8fQr/J82KWz5zT65tGldggRw4AIfgGJSBB2rgEtRBAxAwAnfgAcwc4dw7j87TonXJ+Zwpgh9wnj8A6HiR2A==</latexit>X
<latexit sha1_base64="aEcqOFm/kMKM9brAlBk7ZkIMLA8=">AAAB63icdVDLSgMxFM34rPVV7dJNsAiuhrRVZ8BNwY3uKtgHtEPJpGkbmmSGJCOUob/gxoVF3PoHfoDf4M6/MZ0qqOiBC4dz7uXee8KYM20QeneWlldW19ZzG/nNre2d3cLeflNHiSK0QSIeqXaINeVM0oZhhtN2rCgWIaetcHwx91u3VGkWyRsziWkg8FCyASPYzKWuTkSvUEKuV/F8vwKRi7xqFWWk6p9WESy7KEOpdv5anBH/pd4rvHX7EUkElYZwrHWnjGITpFgZRjid5ruJpjEmYzykHUslFlQHaXbrFB5ZpQ8HkbIlDczU7xMpFlpPRGg7BTYj/dubi395ncQM/CBlMk4MlWSxaJBwaCI4fxz2maLE8IklmChmb4VkhBUmxsaTtyF8fQr/J82KWz5zT65tGldggRw4AIfgGJSBB2rgEtRBAxAwAnfgAcwc4dw7j87TonXJ+Zwpgh9wnj8A6HiR2A==</latexit>X <latexit sha1_base64="aEcqOFm/kMKM9brAlBk7ZkIMLA8=">AAAB63icdVDLSgMxFM34rPVV7dJNsAiuhrRVZ8BNwY3uKtgHtEPJpGkbmmSGJCOUob/gxoVF3PoHfoDf4M6/MZ0qqOiBC4dz7uXee8KYM20QeneWlldW19ZzG/nNre2d3cLeflNHiSK0QSIeqXaINeVM0oZhhtN2rCgWIaetcHwx91u3VGkWyRsziWkg8FCyASPYzKWuTkSvUEKuV/F8vwKRi7xqFWWk6p9WESy7KEOpdv5anBH/pd4rvHX7EUkElYZwrHWnjGITpFgZRjid5ruJpjEmYzykHUslFlQHaXbrFB5ZpQ8HkbIlDczU7xMpFlpPRGg7BTYj/dubi395ncQM/CBlMk4MlWSxaJBwaCI4fxz2maLE8IklmChmb4VkhBUmxsaTtyF8fQr/J82KWz5zT65tGldggRw4AIfgGJSBB2rgEtRBAxAwAnfgAcwc4dw7j87TonXJ+Zwpgh9wnj8A6HiR2A==</latexit>X

<latexit sha1_base64="EFezjgW4nJOyTz/jorBPwFOZd+g=">AAAB+XicdVDLSgMxFM3UV62vqW4EN8EiuHHIjFOd7gpudFfBPqAtJZOmbWjmQZIplKF/4kZEkYIr/6Q7/8a0VVDRA4HDOedyb44fcyYVQu9GZmV1bX0ju5nb2t7Z3TPz+zUZJYLQKol4JBo+lpSzkFYVU5w2YkFx4HNa94dXc78+okKyKLxT45i2A9wPWY8RrLTUMc0z2OI63sWwpVhAZccsIKtUQq7rQWQVkeO4RU3QueN5NrQttEChnJ8+vh7OOpWOOWt1I5IENFSEYymbNopVO8VCMcLpJNdKJI0xGeI+bWoaYr2knS4un8ATrXRhLxL6hQou1O8TKQ6kHAe+TgZYDeRvby7+5TUT1fPaKQvjRNGQLBf1Eg5VBOc1wC4TlCg+1gQTwfStkAywwETpsnK6hK+fwv9JzbHsC8u91W3cgCWy4Agcg1Ngg0tQBtegAqqAgBG4B0/g2UiNB+PFmC6jGeNz5gD8gPH2Acr6lt0=</latexit> ��
⇥ <latexit sha1_base64="EFezjgW4nJOyTz/jorBPwFOZd+g=">AAAB+XicdVDLSgMxFM3UV62vqW4EN8EiuHHIjFOd7gpudFfBPqAtJZOmbWjmQZIplKF/4kZEkYIr/6Q7/8a0VVDRA4HDOedyb44fcyYVQu9GZmV1bX0ju5nb2t7Z3TPz+zUZJYLQKol4JBo+lpSzkFYVU5w2YkFx4HNa94dXc78+okKyKLxT45i2A9wPWY8RrLTUMc0z2OI63sWwpVhAZccsIKtUQq7rQWQVkeO4RU3QueN5NrQttEChnJ8+vh7OOpWOOWt1I5IENFSEYymbNopVO8VCMcLpJNdKJI0xGeI+bWoaYr2knS4un8ATrXRhLxL6hQou1O8TKQ6kHAe+TgZYDeRvby7+5TUT1fPaKQvjRNGQLBf1Eg5VBOc1wC4TlCg+1gQTwfStkAywwETpsnK6hK+fwv9JzbHsC8u91W3cgCWy4Agcg1Ngg0tQBtegAqqAgBG4B0/g2UiNB+PFmC6jGeNz5gD8gPH2Acr6lt0=</latexit> ��

⇥

<latexit sha1_base64="EFezjgW4nJOyTz/jorBPwFOZd+g=">AAAB+XicdVDLSgMxFM3UV62vqW4EN8EiuHHIjFOd7gpudFfBPqAtJZOmbWjmQZIplKF/4kZEkYIr/6Q7/8a0VVDRA4HDOedyb44fcyYVQu9GZmV1bX0ju5nb2t7Z3TPz+zUZJYLQKol4JBo+lpSzkFYVU5w2YkFx4HNa94dXc78+okKyKLxT45i2A9wPWY8RrLTUMc0z2OI63sWwpVhAZccsIKtUQq7rQWQVkeO4RU3QueN5NrQttEChnJ8+vh7OOpWOOWt1I5IENFSEYymbNopVO8VCMcLpJNdKJI0xGeI+bWoaYr2knS4un8ATrXRhLxL6hQou1O8TKQ6kHAe+TgZYDeRvby7+5TUT1fPaKQvjRNGQLBf1Eg5VBOc1wC4TlCg+1gQTwfStkAywwETpsnK6hK+fwv9JzbHsC8u91W3cgCWy4Agcg1Ngg0tQBtegAqqAgBG4B0/g2UiNB+PFmC6jGeNz5gD8gPH2Acr6lt0=</latexit> ��
⇥

<latexit sha1_base64="EFezjgW4nJOyTz/jorBPwFOZd+g=">AAAB+XicdVDLSgMxFM3UV62vqW4EN8EiuHHIjFOd7gpudFfBPqAtJZOmbWjmQZIplKF/4kZEkYIr/6Q7/8a0VVDRA4HDOedyb44fcyYVQu9GZmV1bX0ju5nb2t7Z3TPz+zUZJYLQKol4JBo+lpSzkFYVU5w2YkFx4HNa94dXc78+okKyKLxT45i2A9wPWY8RrLTUMc0z2OI63sWwpVhAZccsIKtUQq7rQWQVkeO4RU3QueN5NrQttEChnJ8+vh7OOpWOOWt1I5IENFSEYymbNopVO8VCMcLpJNdKJI0xGeI+bWoaYr2knS4un8ATrXRhLxL6hQou1O8TKQ6kHAe+TgZYDeRvby7+5TUT1fPaKQvjRNGQLBf1Eg5VBOc1wC4TlCg+1gQTwfStkAywwETpsnK6hK+fwv9JzbHsC8u91W3cgCWy4Agcg1Ngg0tQBtegAqqAgBG4B0/g2UiNB+PFmC6jGeNz5gD8gPH2Acr6lt0=</latexit> ��
⇥
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Input Image

Hidden Layer 1 
* Fully Connected  
    /w 400 neurons 
    /w ReLu activ

Inputs: 3072
Outputs: 400
Parameters:  
    3072 x 400 + 400

Output Layer 
* Fully Connected 
    /w 10 neurons 
    /w ReLu activ

+ sigmoid

Hidden Layer 2 
* Fully Connected  
    /w 100 neurons 
    /w ReLu activ

Hidden Layer 3 
* Fully Connected  
    /w 700 neurons 
    /w ReLu activ

. . .
. . . . . .

. . .
. . .

Inputs: 400
Outputs: 100
Parameters:  
    400 x 100 + 100

Inputs: 100
Outputs: 700
Parameters:  
    100 x 700 + 700

Inputs: 700
Outputs: 10
Parameters:  
    700 x 10 + 10

Inputs: 10
Outputs: 10
Parameters:  
    none

Input Layer

Vectorized Input 
(32 x 32 x 3) = 3072

Neural Network: Short Review

<latexit sha1_base64="cQ6mNn5HdoLSLlhStNyb2ZGpvGM="></latexit>

W1,b1

<latexit sha1_base64="flyUBDrj24jqodiLM5UqE9HpzA0=">AAACA3icdVDLSgMxFM3UV62vqjvdBIvgQoZ0GPrYFdzoroJ9QFuGTJppQzMPkoxQhoII/oobFxZx69IfcOdn+AdmWgsqeiBw7jn3knuPG3EmFULvRmZpeWV1Lbue29jc2t7J7+41ZRgLQhsk5KFou1hSzgLaUExx2o4Exb7LacsdnaV+65oKycLgSo0j2vPxIGAeI1hpyckfdH2shq6XtCaOdQoXlasrJ19AJrJLtmVBTarlKkqJhUpWxYZFE81QqBU+Xm8b01Ldyb91+yGJfRoowrGUnSKKVC/BQjHC6STXjSWNMBnhAe1oGmCfyl4yu2ECj7XSh14o9AsUnKnfJxLsSzn2Xd2Z7ih/e6n4l9eJlVfpJSyIYkUDMv/IizlUIUwDgX0mKFF8rAkmguldIRligYnSseV0CItL4f+kaZnFkmlf6jQuwBxZcAiOwAkogjKogXNQBw1AwA24B49gatwZD8aT8TxvzRhfM/vgB4yXTwNWm4c=</latexit>

W2,b2

<latexit sha1_base64="iufL9EdpwbjgLqqBJlhrMCKdscY="></latexit>

W4,b4

<latexit sha1_base64="eiJkBXps9TgYxDonml+DzMyXLaE="></latexit>

W3,b3

<latexit sha1_base64="6X7b6IZnif3WpjKOhwdsdCLeCV4="></latexit>

L = �
X

i

yi log(ŷi)

ŷi =
efyi

P
j e

fyj

This simple neural network has nearly 1.35 million parameters
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Fully Connected Layer
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Fully Connected Layer

�

0

@
4X

i=1

4X

j=1

W1,i,jI(i, j) + b1

1

A

�

0

@
4X

i=1

4X

j=1

W2,i,jI(i, j) + b2

1

A

�

0

@
4X

i=1

4X

j=1

W3,i,jI(i, j) + b3

1

A

�

0

@
4X

i=1

4X

j=1

W4,i,jI(i, j) + b4

1

A

4 x 4 + 1 = 17

4 x 4 + 1 = 17

4 x 4 + 1 = 17

4 x 4 + 1 = 17
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Locally Connected Layer
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Locally Connected Layer
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3 x 3 + 1 = 10

3 x 3 + 1 = 10

3 x 3 + 1 = 10

3 x 3 + 1 = 10



Locally Connected Layer



Convolutional Layer
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Convolutional Layer



�

0

@
3X

i=1

3X

j=1

Wi,jI(i+ 1, j + 1) + b

1

A

�

0

@
3X

i=1

3X

j=1

Wi,jI(i, j + 1) + b

1

A

�

0

@
3X

i=1

3X

j=1

Wi,jI(i+ 1, j) + b

1

A

�

0

@
3X

i=1

3X

j=1

Wi,jI(i, j) + b

1

A

Convolutional Layer



�

0

@
3X

i=1

3X

j=1

Wi,jI(i+ 1, j + 1) + b

1

A

�

0

@
3X

i=1

3X

j=1

Wi,jI(i, j + 1) + b

1

A

�

0

@
3X

i=1

3X

j=1

Wi,jI(i+ 1, j) + b

1

A

�

0

@
3X

i=1

3X

j=1

Wi,jI(i, j) + b

1

A

Convolutional Layer

3 x 3 + 1 = 10

0 x 0 + 0 = 0

0 x 0 + 0 = 0

0 x 0 + 0 = 0



Convolutional Layer: Interpretation #1

Multiple neurons that share weights

neurons output



Convolutional Layer: Interpretation #2

One neuron applied as convolution (by shifting)

neurons output



Convolutional Layer: Interpretation #2
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Convolutional Layer: Interpretation #2

One neuron applied as convolution (by shifting)

neurons output

�

0

@
3X

i=1

3X

j=1

Wi,jI(i, j) + b

1

A

Similar to Filter in Normalized Correlation
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Convolutional Layer: Interpretation #2

One neuron applied as convolution (by shifting)

neurons

output



Convolutional Layer

32 height

32 width

3 depth

32 x 32 x 3 image (note the image preserves spatial structure)

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford



5 x 5 x 3 filter

Convolutional Layer

32 height

32 width

3 depth

32 x 32 x 3 image 

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford

Convolve the filter with the image 
(i.e., “slide over the image spatially, 
computing dot products”)



Convolutional Layer

32 height

32 width

3 depth

32 x 32 x 3 image 

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford

5 x 5 x 3 filter

Convolve the filter with the image 
(i.e., “slide over the image spatially, 
computing dot products”

Filters always extend the full depth of the input volume
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1 number: the result of taking a dot product 
between the filter and a small 5 x 5 x 3 part 
of the image

WTx+ b,where W,x 2 R75

5 x 5 x 3 filter (      )WTx+ b,where W,x 2 R75
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1 number: the result of taking a dot product 
between the filter and a small 5 x 5 x 3 part 
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How many parameters does the layer have? 76
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32 width

3 depth

32 x 32 x 3 image 
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convolve (slide) over all 
spatial locations

5 x 5 x 3 filter (      )WTx+ b,where W,x 2 R75

28 width

1 depth

28 height

activation map



Convolutional Layer

32 width

3 depth

32 x 32 x 3 image 

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford

convolve (slide) over all 
spatial locations

5 x 5 x 3 filter (      )WTx+ b,where W,x 2 R75

28 width

1 depth

28 height

activation map

consider another green filter



Convolutional Layer

32 width

3 depth
* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford

convolutional 
layer

28 width

6 depth

28 height

activation mapIf we have 6 5x5 filter, we’ll get 6 separate activation maps:

32 height

this results in the “new image” of size 28 x 28 x 6! 



Convolutional Layer: Closer Look at Spatial Dimensions

32 width

3 depth

32 x 32 x 3 image 

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford

convolve (slide) over all 
spatial locations

5 x 5 x 3 filter (      )WTx+ b,where W,x 2 R75

28 width

1 depth

28 height

activation map



CONV, 
ReLU 
e.g. 6 5x5x3 
filters

Convolutional Neural Network (ConvNet)

32 width

3 depth

32 height
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CONV, 
ReLU 
e.g. 6 5x5x3 
filters

Convolutional Neural Network (ConvNet)

32 width

3 depth

32 height

28 width

6 depth

28 height
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CONV, 
ReLU 
e.g. 6 5x5x3 
filters

Convolutional Neural Network (ConvNet)

32 width

3 depth

32 height

28 width

6 depth

28 height

CONV, 
ReLU 
e.g. 10 5x5x6 
filters

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford



CONV, 
ReLU 
e.g. 6 5x5x3 
filters

Convolutional Neural Network (ConvNet)

32 width

3 depth

32 height

28 width

6 depth

28 height

24 width

10 depth

24 height

CONV, 
ReLU 
e.g. 10 5x5x6 
filters

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford



CONV, 
ReLU 
e.g. 6 5x5x3 
filters

Convolutional Neural Network (ConvNet)

32 width

3 depth

32 height

28 width

6 depth

28 height

24 width

10 depth

24 height

CONV, 
ReLU 
e.g. 10 5x5x6 
filters

CONV, 
ReLU

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford



CONV, 
ReLU 
e.g. 6 5x5x3 
filters

Convolutional Neural Network (ConvNet)

32 width

3 depth

32 height

28 width

6 depth

28 height

24 width

10 depth

24 height

CONV, 
ReLU 
e.g. 10 5x5x6 
filters

CONV, 
ReLU

With padding we can achieve no shrinking (32 -> 28 -> 24); shrinking quickly 
(which happens with larger filters) doesn’t work well in practice 

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford



Convolutional Layer: 1x1 convolutions 

56 width

64 depth

56 x 56 x 64 image 

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford

32 filters of size, 1 x 1 x 64

56 height

56 x 56 x 32 image 

56 width

32 depth

56 height



Convolutional neural networks can be seen as learning a hierarchy of filters.  

As we go deeper in the network, filters learn and respond to increasingly 
specialized structures 
— The first layers may contain simple orientation filters, middle layers may 
respond to common substructures, and final layers may respond to entire 
objects  

Convolutional Neural Network (ConvNet)



Convolutional Layer Summary 

Accepts a volume of size: Wi ⇥Hi ⇥Di
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Requires hyperparameters: 
  — Number of filters:       (for typical networks                                          )  
  — Spatial extent of filters:     (for a typical networks                         )   
  — Stride of application:      (for a typical network                 )  
  — Zero padding:      (for a typical network                     )  
Produces a volume of size:   

Wi ⇥Hi ⇥Di

Wo ⇥Ho ⇥Do

K K 2 {32, 64, 128, 256, 512}

F 2 {1, 3, 5, ...}F

S 2 {1, 2}

P 2 {0, 1, 2}

S

P

Wo = (Wi � F + 2P )/S + 1 Ho = (Hi � F + 2P )/S + 1 Do = K



Convolutional Layer Summary 

Accepts a volume of size: 
Requires hyperparameters: 
  — Number of filters:       (for typical networks                                          )  
  — Spatial extent of filters:     (for a typical networks                         )   
  — Stride of application:      (for a typical network                 )  
  — Zero padding:      (for a typical network                     )  
Produces a volume of size:   

Number of total learnable parameters:

Wi ⇥Hi ⇥Di

Wo ⇥Ho ⇥Do

K K 2 {32, 64, 128, 256, 512}

F 2 {1, 3, 5, ...}F

S 2 {1, 2}

P 2 {0, 1, 2}

S

P

Wo = (Wi � F + 2P )/S + 1 Ho = (Hi � F + 2P )/S + 1 Do = K

(F ⇥ F ⇥Di)⇥K +K



What filters do networks learn?

[ Zeiler and Fergus, 2013 ]



What filters do networks learn?

[ Zeiler and Fergus, 2013 ]



Pooling Layer 
Let us assume the filter is an “eye” detector  

How can we make detection spatially invariant 
(insensitive to position of the eye in the image)

* slide from Marc’Aurelio Renzato 



Pooling Layer 
Let us assume the filter is an “eye” detector  

How can we make detection spatially invariant 
(insensitive to position of the eye in the image)

By “pooling” (e.g., taking a max) response 
over a spatial locations we gain robustness 
to position variations

* slide from Marc’Aurelio Renzato 



Pooling Layer
• Makes representation smaller, more manageable and spatially invariant 
• Operates over each activation map independently 

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford
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Pooling Layer
• Makes representation smaller, more manageable and spatially invariant 
• Operates over each activation map independently 

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford

How many parameters?

None!



Max Pooling

1 1 2 4

5 6 7 8

3 2 1 0

1 2 3 4

6 8

3 4
max pool with 2 x 2 filter 

and stride of 2

activation map 

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford



Average Pooling

1 1 2 4

5 6 7 8

3 2 1 0

1 2 3 4

3.25 5.25

2 2
avg pool with 2 x 2 filter 

and stride of 2

activation map 



Pooling Layer Summary 

Accepts a volume of size: 
Requires hyperparameters: 
  — Spatial extent of filters:      
  — Stride of application:       
Produces a volume of size:   

Number of total learnable parameters: 0

Wi ⇥Hi ⇥Di

Wo ⇥Ho ⇥Do

K

F

Do = Di
<latexit sha1_base64="9KCAYl6f2ROktTSTJMk4HE3KVQc=">AAAB8HicbVBNSwMxEJ31s9avqkcvwSJ4qrtS1ItQEERvFeyHtMuSTbNtaJJdkqxQlv4KLx4U8erP8ea/MW33oK0PBh7vzTAzL0w408Z1v52l5ZXVtfXCRnFza3tnt7S339RxqghtkJjHqh1iTTmTtGGY4bSdKIpFyGkrHF5P/NYTVZrF8sGMEuoL3JcsYgQbKz22gviqFbDTm6BUdivuFGiReDkpQ456UPrq9mKSCioN4Vjrjucmxs+wMoxwOi52U00TTIa4TzuWSiyo9rPpwWN0bJUeimJlSxo0VX9PZFhoPRKh7RTYDPS8NxH/8zqpiS79jMkkNVSS2aIo5cjEaPI96jFFieEjSzBRzN6KyAArTIzNqGhD8OZfXiTNs4p3XqneV8u1uzyOAhzCEZyABxdQg1uoQwMICHiGV3hzlPPivDsfs9YlJ585gD9wPn8A5nOP2g==</latexit>

Wo = Wi/F
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Ho = Hi/F

(you can do padding, but it’s a bit trickier)
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Deep Learning Terminology

• Network structure: number and types of layers, forms of activation functions, 
dimensionality of each layer and connections (defines computational graph) 

• Loss function: objective function being optimized (softmax, cross entropy, etc.) 

• Parameters: trainable parameters of the network,  including weights/biases of 
linear/fc layers, parameters of the activation functions, etc. 
• Hyper-parameters: parameters, including for optimization, that are not optimized 

directly as part of training (e.g., learning rate, batch size, drop-out rate)

Google’s “Inception” network

generally kept fixed, requires some knowledge of the problem and NN to sensibly set 

optimized using SGD or variants 

grid search

requires knowledge of the nature of the problem

deeper = better



Deep Learning Terminology

• Network structure: number and types of layers, forms of activation functions, 
dimensionality of each layer and connections (defines computational graph) 

• Loss function: objective function being optimized (softmax, cross entropy, etc.) 

Google’s “Inception” network

generally kept fixed, requires some knowledge of the problem and NN to sensibly set 

requires knowledge of the nature of the problem

deeper = better

Specification of neural architecture will define a computational graph. 



Training

Initialize parameters of all layers 

For a fixed number of iterations or until convergence 
— Form mini-batch of examples (randomly chosen from a training dataset) 

— Compute forward pass to make predictions for every example and 
compute the loss (this involves recursively calling forward() for each intermediate layer along 
computational graph) 
— Compute backwards pass to compute the gradient of the loss with 
respect to each parameter for each example (involves traversing computational graph in 
reverse order calling backward() on intermediate nodes and composing intermediate gradients — chain rule) 
— Update parameters of all layers, by taking a step in the negative 
average gradient direction (computed over all examples in the mini-batch) 



Inference / Prediction 

Compute forward pass with optimized parameters on test examples 

97



Monitoring Learning: Visualizing the (training) loss

* slide from Li, Karpathy, Johnson’s CS231n at Stanford



Monitoring Learning: Visualizing the (training) loss

Big gap = overfitting 

Solution: increase regularization

No gap = undercutting

Solution: increase model capacity

Small gap = ideal

* slide from Li, Karpathy, Johnson’s CS231n at Stanford



Regularization: Data Augmentation
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…
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AttributesVisual Attributes by MIL

Visual representation by DCNN

Load image 
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CNN Compute 
Loss
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Regularization: Data Augmentation

21

…

…

𝒘𝟎

𝒘𝟏

𝒘𝟏

𝒘𝟐

𝒘𝑵−𝟏

𝒘𝑵

…LSTM LSTM LSTM LSTM

[dog: 0.95]
[frisbee: 0.83]
[outdoor: 0.82]
[grass: 0.81]
[leap: 0.45]

AttributesVisual Attributes by MIL

Visual representation by DCNN

catLoad image 
and label

CNN Compute 
Loss

Transform 
image

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford



Regularization: Data Augmentation

Horizontal flips Random crops & scales Color Jitter
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Regularization: Data Augmentation

Horizontal flips Random crops & scales Color Jitter

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford



Regularization: Data Augmentation

Horizontal flips Random crops & scales Color Jitter

Training: sample random crops and scales  
e.g., ResNet: 

1.  Pick random L in range [256, 480] 
2.  Resize training image, short size = L 
3.  Sample random 224x224 patch 

Testing: average a fix set of crops 
e.g., ResNet:  

1.  Resize image to 5 scales (224, 256, 384, 480, 640) 
2.  For each image use 10 224x224 crops: 4 corners + center, + flips

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford



Regularization: Data Augmentation

Horizontal flips Random crops & scales Color Jitter

Random perturbations in 
contrast and brightness 

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford
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Horse (x, y, w, h) 
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Multi-class:

Multi-label:
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Detection

Horse (x, y, w, h) 
Horse (x, y, w, h) 
Person (x, y, w, h) 
Person (x, y, w, h)

Segmentation Instance Segmentation

Multi-class:

Multi-label:

Horse
Church
Toothbrush
Person

Horse
Church
Toothbrush
Person

Categorization

Horse 
Person

Horse1 
Horse2 
Person1 
Person2

Computer Vision Problems
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Categorization

Computer Vision Problems
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Problem: For each image predict which category it belongs to out of a fixed set 
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Object Classification

Dog 
Cat 
Couch 
Flowers 
Leopard 
…

Category    Prediction

21

…

…

𝒘𝟎

𝒘𝟏

𝒘𝟏

𝒘𝟐

𝒘𝑵−𝟏

𝒘𝑵

…LSTM LSTM LSTM LSTM

[dog: 0.95]
[frisbee: 0.83]
[outdoor: 0.82]
[grass: 0.81]
[leap: 0.45]

AttributesVisual Attributes by MIL

Visual representation by DCNN

0 1
Probability

Problem: For each image predict which category it belongs to out of a fixed set 



ImageNet Dataset

Over 14 million (high resolution) web images  

Roughly labeled with 22K synset categories 

Labeled on Amazon Mechanical Turk (AMT)



ImageNet Competition (ILSVRC)

Annual competition of image classification at scale  

Focuses on a subset of 1K synset categories 

Scoring: need to predict true label within top K (K=5)



ILSVRC winner 2012

* slide from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford



Convolutional Neural Networks

VGG-16 Network



Convolutional Neural Networks

VGG-16 Network



CNNs: Reminder Fully Connected Layers

* adopted from Fei-Dei Li, Justin Johnson, Serena Yeung, cs231n Stanford

Input Activation

3072 10
(32 x 32 x 3 image -> stretches to 3072 x 1)

WTx+ b,where W 2 R10⇥3072

each neuron looks at the full 
input volume
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VGG Net
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[ Simonyan and Zisserman, 2014 ]
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ResNet [ He et al., 2015 ]

even deeper — 152 layers! 

using residual connections
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ResNet: Motivation [ He et al., 2015 ]

What happens when we continue to stacking deeper layers on a “plain” CNN
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Optimizing Deep Neural Networks

Source: http://neuralnetworksanddeeplearning.com/chap5.html

This is called vanishing gradient problem 
— makes deep networks hard to train 
— later layers learn faster than earlier ones
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Hypothesis: deeper models are harder to optimize (optimization problem)

Observation: the deeper model should (conceptually) perform just as well 
(e.g., take shallower model and use identity for all remaining layers)

How do we implement this idea in practice 



ResNet [ He et al., 2015 ]

Solution: use network to fit residual mapping instead of directly trying to fit a 
desired underlying mapping 

H(x) = F(x) + X Use layers to fit residual  
F(x) = H(x) - X instead of H(x) directly
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ResNet [ He et al., 2015 ]
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Full details 
— Stacked residual blocks 

— Every residual block consists of two 3x3 filters 

— Periodically double # of filters and downsample spatially 
using stride of 2  

— Additional convolutional layer in the beginning 

— No FC layers at the end (only FC to output 1000 classes) 
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ResNet: A little theory
One can view a sequence of outputs from residual layers as a Dynamical 
System

What happens if you take more layers and take smaller steps? 

You can actually treat a neural network as an ODE: 

[ Chen et al., NIPS 2018 best paper ]



An Aside: Neural Network Cascades [ Wang et al., ICLR 2022 ]



Comparing Complexity
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