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Machine learning is an established method of selecting algorithms to solve hard search problems. Despite this, to date no
systematic comparison and evaluation of the different techniques has been performed and the performance of existing systems has not been critically compared with other approaches. We compare the performance of a large number
of different machine learning techniques from different machine learning methodologies on five data sets of hard algorithm selection problems from the literature. In addition to
well-established approaches, for the first time we also apply statistical relational learning to this problem. We demonstrate that there is significant scope for improvement both
compared with existing systems and in general. To guide
practitioners, we close by giving clear recommendations as
to which machine learning techniques are likely to achieve
good performance in the context of algorithm selection problems. In particular, we show that linear regression and alternating decision trees have a very high probability of achieving better performance than always selecting the single best
algorithm.
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1. Introduction
The technique of portfolio creation and algorithm
selection has recently received a lot of attention in areas of artificial intelligence that deal with solving computationally hard problems [26, 39]. The current state
of the art is such that often there are many algorithms
and systems for solving the same kind of problem; each
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with different performance characteristics on a particular problem.
Recent research has focussed on creating algorithm
portfolios, which contain a selection of state of the art
algorithms. To solve a particular problem with a portfolio, the suitability of each algorithm in the portfolio
for the problem at hand is assessed in a preprocessing
step. This step often involves some kind of machine
learning, as the actual performance of each algorithm
on the given, unseen problem is unknown.
The algorithm selection problem was first described
many decades ago by Rice [30] and numerous systems
that employ machine learning techniques have been
developed since [26, 28, 37, 39]. While there has been
some small-scale work to compare the performance
of different machine learning algorithms (e.g. [28]),
there has been no comparison of the machine learning
methodologies available for algorithm selection and
large-scale evaluation of their performance to date.
The systems that perform algorithm selection usually justify their choice of a machine learning methodology (or a combination of several) with their performance compared with one of the algorithms selected
from and do not critically assess the real performance
– could we do as well or even better by using just a single algorithm instead of having to deal with portfolios
and complex machine learning?
This paper presents a comprehensive comparison of
machine learning paradigms and techniques for tackling algorithm selection. It evaluates the performance
of a large number of different techniques on data sets
used in the literature. We furthermore compare our results with existing systems and to a simple “winnertakes-all” approach where the best overall algorithm
is always selected. We demonstrate that this approach
performs quite well in practice, a result that we were
surprised by. Based on the results of these extensive
experiments and additional statistical simulations, we
give recommendations as to which machine learning
techniques should be considered when performing algorithm selection.
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The aim of the investigation presented here is not to
establish a set of machine learning algorithms that are
best in general for algorithm selection and should be
used in all cases, but rather to provide guidance to researchers with little experience in algorithm selection.
In any particular scenario, an investigation similar to
the one presented here can be performed to establish
the best machine learning method for the specific case
if the resources for doing so are available.

2. Background
We are addressing an instance of the algorithm selection problem [30] – given variable performance
among a set of algorithms, choose the best candidate for a particular problem instance. Machine learning is an established method of addressing this problem [5, 24]. Given the performance of each algorithm
on a set of training problems, we try to predict the performance on unseen problems.
An algorithm portfolio [11, 23] consists of a set of
algorithms. A subset is selected and applied sequentially or in parallel to a problem instance, according to
some schedule. The schedule may involve switching
between algorithms while the problem is being solved
(e.g. [21, 36]). We consider the problem of choosing
the best algorithm from the portfolio (i.e. a subset of
size 1) and using it to solve the particular problem instance to completion. In this context, the widest range
of machine learning techniques are applicable. Some
of the techniques are also applicable in other contexts
– performance predictions can easily be used to devise
a schedule with time allocations for each algorithm in
the portfolio, which can then be applied sequentially
or in parallel. Therefore some of our results are also
relevant to other approaches.
There have been many systems that use algorithm
portfolios in some form developed over the years and
an exhaustive list is beyond the scope of this paper. Smith-Miles [34] presents a survey of many different approaches. One of the earliest systems was
Prodigy [3], a planning system that uses various machine learning methodologies to select from search
strategies. PYTHIA [37] is more general and selects
from among scientific algorithms. M ULTI -TAC [25]
tailors constraint solvers to the problems they are to
tackle. Borrett et al. [2] employed a sequential portfolio of constraint solvers. More recently, Guerri and
Milano [12] use a decision-tree based technique to
select among a portfolio of constraint- and integer-

programming based solution methods for the bid evaluation problem. In the area of hard combinatorial
search problems, a highly successful approach in satisfiability (SAT) is SATzilla [39]. In constraint programming, CP-Hydra uses a similar approach [26]. The
AQME system [28] performs algorithm selection for
finding satisfying assignments for quantified Boolean
formulae.
Silverthorn and Miikkulainen [33] describe a different approach to portfolio performance prediction.
They cluster instances into latent classes (classes that
are unknown before and only emerge as the clustering takes place) and choose the best algorithm for each
class. The ISAC system [18] is similar in that it clusters
problem instances and assigns algorithms to each cluster, but it does not use a latent approach. The classes
are only implicit in the clusters. Stern et al. [35] use
a Bayesian model to manage portfolios and allow for
changes to the algorithms from the portfolio and problem instance characteristics. Hydra [40] configures algorithms before adding them to the portfolio. The aim
is to compose portfolios where the algorithms complement each other.
There are many different approaches to using machine learning for algorithm selection. Often, the
method of choice is not compared with other approaches. Justification of the authors’ decision usually takes the form of demonstrated performance improvements over a single algorithm of the ones being selected from. Other approaches use ensembles of
machine learning algorithms to provide good performance [20].
There are a few publications that do explicitly
compare different machine learning algorithms. Xu
et al. [39] mention that, in addition to the chosen
ridge regression for predicting the runtime, they explored using lasso regression, support vector machines and Gaussian processes. Cook and Varnell [4]
compare different decision tree learners, a Bayesian
classifier, a nearest neighbour approach and a neural network. Leyton-Brown et al. [22] compare several versions of linear and non-linear regression. Guo
and Hsu [13] explore using decision trees, naı̈ve
Bayes rules, Bayesian networks and meta-learning
techniques. Gebruers et al. [6] compare nearest neighbour classifiers, decision trees and statistical models.
Hough and Williams [16] use decision tree ensembles
and support vector machines. Bhowmick et al. [1] investigate alternating decision trees and various forms
of boosting, while Pulina and Tacchella [27] use decision trees, decision rules, logistic regression and near-
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est neighbour approaches and Roberts and Howe [32]
evaluate 32 different Machine Learning algorithms
for predicting the runtime. Silverthorn and Miikkulainen [33] compare the performance of different latent
class models. Gent et al., Kotthoff et al. [8, 20] compare 18 classification algorithms.
Of these, only [6, 8, 13, 16, 20, 27, 33] quantify
the performance of the different methods they used.
The other comparisons give only qualitative evidence.
None of the publications that give quantitative evidence are as comprehensive as this study, neither in
terms of data sets nor Machine Learning algorithms.

3. Algorithm selection methodologies
In an ideal world, we would know enough about the
algorithms in the portfolio to formulate rules to select
a particular one based on certain characteristics of a
problem to solve. In practice, this is not possible except
in trivial cases. For complex algorithms and systems,
like the ones mentioned above, we do not understand
the factors that affect the performance of a specific algorithm on a specific problem well enough to make
the decisions the algorithm selection problem requires
with confidence.
As outlined above, a common approach to overcoming these difficulties is to use machine learning. Several
machine learning methodologies are applicable here.
We present the most prevalent ones below. We use the
term “methodology” to mean a kind of machine learning algorithm that can be used to achieve a certain kind
of prediction output. In addition to these, we use a
simple majority predictor that always predicts the algorithm from the portfolio with the largest number of
wins, i.e. the one that is fastest on the largest subset
of all training instances, (“winner-takes-all” approach)
for comparison purposes. This provides an evaluation
of the real performance improvement over manually
picking the best algorithm from the portfolio. For this
purpose, we use the WEKA [14] ZeroR classifier implementation.
3.1. Case-based reasoning
Case-based reasoning informs decisions for unseen
problems with knowledge about past problems. An introduction to the field can be found in [31]. The idea
behind case-based reasoning is that instead of trying
to construct a theory of what characteristics affect the
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performance, examples of past performance are used
to infer performance on new problems.
The main part of a case-based reasoning system
is the case base. We use the WEKA IBk nearestneighbour classifier with 1, 3, 5 and 10 nearest neighbours considered as our case-based reasoning algorithms. The case base consists of the problem instances
we have encountered in the past and the best algorithm
from the portfolio for each of them – the set of training instances and labels. Each case is a point in ndimensional space, where n is the number of attributes
each problem has. The nearest neighbours are determined by calculating the Euclidean distance. While
this is a very weak form of case-based reasoning, it is
consistent with the observation above that we simply
do not have more information about the problems and
algorithms from the portfolio that we could encode in
the reasoner.
The attraction of case-based reasoning, apart from
its conceptual simplicity, is the fact that the underlying performance model can be arbitrarily complex. As
long as the training data is representative (i.e. the case
base contains problems similar to the ones we want to
solve with it), the approach will achieve good performance.
We use the AQME system [28] as a reference system that uses case-based reasoning to compare with.
AQME uses a nearest-neighbour classifier to select the
best algorithm.
3.2. Classification
Intuitively, algorithm selection is a simple classification problem – label each problem instance with the algorithm from the portfolio that should be used to solve
it. We can solve this classification problem by learning
a classifier that discriminates between the algorithms
in the portfolio based on the characteristics of the problem. A set of labelled training examples is given to the
learner and the learned classifier is then evaluated on a
set of test instances.
We use the WEKA
–
–
–
–
–
–
–
–

AdaBoostM1,
BayesNet,
BFTree,
ConjunctiveRule,
DecisionTable,
FT,
HyperPipes,
J48,
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–
–
–
–
–
–
–
–
–
–

J48graft,
JRip,
LADTree,
LibSVM (with radial basis and sigmoid function
kernels),
MultilayerPerceptron,
OneR,
PART,
RandomForest,
RandomTree and
REPTree

classifiers. Our selection is large and inclusive and contains classifiers that learn all major types of classification models. In addition to the WEKA classifiers, we
used a custom classifier that assumes that the distribution of the class labels for the test set is the same as
for the training set and samples from this distribution
without taking features into account.
We consider the classifier presented by Gent et al. [7]
as a reference system from the literature to compare
with. They use a decision tree induced by the J48 algorithm.
3.3. Regression
Instead of considering all algorithms from the portfolio together and selecting the one with the best performance, we can also try to predict the performance of
each algorithm on a given problem independently and
then select the best one based on the predicted performance measures. The downside is that instead of running the machine learning once per problem, we need
to run it for each algorithm in the portfolio for a single
problem.
The advantage of this approach is that instead of
trying to learn a model of a particular portfolio, the
learned models only apply to individual algorithms.
This means that changing the portfolio (i.e. adding or
removing algorithms) can be done without having to
retrain the models for the other algorithms. Furthermore, the performance model for a single algorithm
might be not as complex and easier to learn than the
performance model of a portfolio.
Regression is usually performed on the runtime of
an algorithm on a problem. Xu et al. [39] predict the
logarithm of the runtime because they “have found this
log transformation of runtime to be very important due
to the large variation in runtimes for hard combinatorial problems.”
We use the WEKA

–
–
–
–
–

GaussianProcesses,
LibSVM (ε and ν),
LinearRegression,
REPTree and
SMOreg

learners to predict both the runtime and the logarithm
of the runtime. Again we have tried to be inclusive and
add as many different regression learners as possible
regardless of our expectations as to their suitability or
performance.
We use a modified version of SATzilla [39] (denoted
SATzilla′ ) to compare with. SATzilla uses a form of
ridge regression to predict a performance measure related to the runtime of an algorithm on a problem.
3.4. Statistical relational learning
Statistical relational learning is a relatively new discipline of machine learning that attempts to predict
complex structures instead of simple labels (classification) or values (regression) while also addressing uncertainty. An introduction can be found in [10]. For algorithm selection, we try to predict the performance
ranking of the algorithms from the portfolio on a particular problem.
We consider this approach promising because it attempts to learn the model that that is most intuitive
for humans. In the context of algorithm portfolios, we
do not care about the performance of individual algorithms, but the relative performance of the algorithms
in the portfolio. While this is not relevant for selecting
the single best algorithm, many approaches use predicted performance measures to compute schedules according to which to run the algorithms in the portfolio
(e.g. [9, 26, 28]). We also expect a good model of this
sort to be much more robust with respect to the inherent
uncertainty of empirical performance measurements.
We use the support vector machine SV M rank instantiation1 of SV M struct [17]. It was designed to predict ranking scores. Instances are labelled and grouped
according to certain criteria. The labels are then ranked
within each group. We can use the system unmodified
for our purposes and predict the ranking score for each
algorithm on each problem. We left the parameters at
their default values and used a value of 0.1 for the convergence parameter ε except in cases where the model
learner did not converge within an hour. In these cases,
we set ε = 0.5.
1 http://www.cs.cornell.edu/People/tj/svm_
light/svm_rank.html
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To the best of our knowledge, statistical relational
learning has never before been applied to algorithm selection.

4. Evaluation data sets
We evaluate and compare the performance of the approaches mentioned above on five data sets of hard algorithm selection problems taken from the literature.
We take three sets from the training data for SATzilla
2009. This data consists of SAT instances from three
categories – hand-crafted, industrial and random. They
contain 1181, 1183 and 2308 instances, respectively.
The SATzilla authors use 91 attributes for each instance and select a SAT solver from a portfolio of 19
solvers2 . We compare the performance of each of our
methodologies to a modified version of SATzilla that
only outputs the predictions for each problem without running a presolver or doing any of the other optimisations and denote this system SATzilla′ . While
the effectiveness of such optimisations has been shown
in some cases, most systems do not use them (e.g.
[26, 28]). We adjusted the timeout values reported in
the training data available on the website to 3600 seconds after consultation with the SATzilla team as some
of the reported timeout values are incorrect.
The fourth data set comes from the QBF Solver
Evaluation 20103 and consists of 1368 QBF instances
from the main, small hard, 2QBF and random tracks.
46 attributes are calculated for each instance and we
select from a portfolio of 5 QBF solvers. Each solver
was run on each instance for at most 3600 CPU seconds. If the solver ran out of memory or was unable
to solve an instance, we assumed the timeout value for
the runtime. The experiments were run on a machine
with a dual 4 core Intel E5430 2.66 GHz processor and
16 GB RAM. We compare the performance to that of
the AQME system.
Our last data set is taken from [7] and selects from
a portfolio of two solvers for a total of 2028 constraint
problem instances from 46 problem classes with 17 attributes each. We compare our performance to the classifier described in the paper.
For each data set, some of the attributes are cheap
to compute while others are extremely expensive. In
practice, steps are usually taken to avoid the expensive
2 http://www.cs.ubc.ca/labs/beta/Projects/
SATzilla/
3 http://www.qbflib.org/index_eval.php
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attributes; see for example [7], who explicitly eliminate them. More details can be found in the referenced
publications.
We chose the data sets because they represent algorithm selection problems from three areas where the
technique of algorithm portfolios has attracted a lot of
attention recently. For all sets, reference systems exist
that we can compare with. Furthermore, the number of
algorithms in the respective portfolios for the data sets
is different.
It should be noted that the systems we are comparing
against are given an unfair advantage. They have been
trained on at least parts of the data that we are using
for the evaluation. Their performance was assessed on
the full data set as a black box system. The machine
learning algorithms we use however are given disjoint
sets of training and test instances.

5. Methodology
The focus of our evaluation is the performance of
the machine learning algorithms. Additional factors
that would impact the performance of an algorithm selection system in practice are not taken into account.
These factors include the time to calculate problem
features and additional considerations for selecting algorithms, such as memory requirements.
We furthermore do not assess the impact of techniques such as using a presolver to allow the machine
learning to focus on problems that take a long time to
solve. While this technique has been used successfully
by Xu et al. [39], most approaches in the literature do
not use such techniques (e.g. [21, 26, 28]). Therefore,
our results are applicable to a wide range of research.
We measured the performance of the machine learning algorithms in terms of misclassification penalty.
The misclassification penalty is the additional CPU
time we need to solve a problem instance if not choosing the best algorithm from the portfolio, i.e. the difference between the CPU time the selected algorithm
required and the CPU time the fastest algorithm would
have required. This is based on the intuition that we
do not particularly care about classifying as many instances correctly as possible; we rather care that the instances that are important to us are classified correctly.
The wider the performance between the best and worst
algorithm for an instance, the more important it is to us.
If the selected algorithm was not able to solve the problem, we assumed the timeout value minus the fastest
CPU time to be the misclassification penalty. This only
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gives a weak lower bound, but we cannot determine the
correct value without running the algorithm to completion.
For the classification learners, we attached the maximum misclassification penalty as a weight to the respective problem instance during the training phase.
The intuition is that instances with a large performance
difference between the algorithms in the portfolio are
more important to classify correctly than the ones with
almost no difference. We use the weight as a means of
biasing the machine learning algorithms towards these
instances. The maximum misclassification penalty is
the maximum possible gain – if the default choice is
the worst performer, we can improve the solve time by
this much by selecting the best performer. This weight
ensures that the optimisation objective of the classification learners is the same as the objective we are using in the evaluation – minimising the additional time
required because of misclassifications.
The handling of missing attribute values was left up
to the specific machine learning system. We estimated
the performance of the learned models using ten-fold
stratified cross-validation [19]. The performance on the
whole data set was estimated by summing the misclassification penalties of the individual folds.
For each data set, we used two sets of features – the
full set and the subset of the most predictive features.
We used WEKA’s CfsSubsetEval attribute selector with the BestFirst search method with default
parameters to determine the most predictive features
for the different machine learning methodologies. We
treated SV M rank as a black box algorithm and therefore did not determine the most predictive features for
it.
We performed a full factorial set of experiments
where we ran each machine learning algorithm of
each methodology on each data set. We also evaluated the performance with thinned out training data.
We randomly deleted 25, 50 and 75% of the problemalgorithm pairs in the training set. We thus simulated
partial training data where not all algorithms in the
algorithm portfolio had been run on all problem instances. The missing data results in less comprehensive
models being created.
To evaluate the performance of the algorithm selection systems we compare with, we ran them on the full,
unpartitioned data set. The misclassification penalty
was calculated in the same way as for the machine
learning algorithms.

5.1. Machine learning algorithm parameters
We tuned the parameters of all machine learning algorithms to achieve the best performance on the given
data sets. Because of the very large space of possible
parameter configurations, we focussed on the subset of
the parameters that is likely to affect the generalisation error. Tuning the values of all parameters would be
prohibitively expensive. The total number of evaluated
configurations was 19,032.
Our aim was to identify the parameter configuration
with the best performance on all data sets. Configurations specific to a particular data set would prevent us
from drawing conclusions as to the performance of the
particular machine learning algorithm in general. It is
very likely that the performance on a particular data set
can be improved significantly by carefully tuning a machine learning algorithm to it (cf. [7]), but this requires
significant effort to be invested in tuning for each data
set.
Our intention for the results presented in this paper is
twofold. On one hand, the algorithms that we demonstrate to have good performance can be used with their
respective configurations as-is by researchers wishing
to build an algorithm selection system for search problems. On the other hand, these algorithm configurations can serve as a starting point for tuning them to
achieve the best performance on a particular data set.
The advantage of the former approach is that a machine
learning algorithm can be chosen for a particular task
with quantitative evidence for its performance already
available.
In many approaches in the literature, machine learning algorithms are not tuned at all if the performance
of the algorithm selection system is already sufficient
with default parameters. Many researchers who use
machine learning for algorithm selection are not machine learning experts.
We used the same methodology for tuning as for the
other experiments. For each parameter configuration,
the performance in terms of misclassification penalty
with the full set of parameters on each data set was
evaluated using ten-fold stratified cross-validation. We
determined the best configurations by calculating the
intersection of the set of best configurations on each
individual data set. For four algorithms, this intersection was empty and we used the configurations closest
to the best one to determine the best overall configuration. This was the case for the classification algorithms
BFTree, DecisionTable, JRip and PART. For
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all other algorithms, there was at least one configuration that achieved the best performance on all data sets.
We found that for most of the machine learning algorithms that we used, the default parameter values already gave the best performance across all data sets.
Furthermore, most of the parameters had very little or
no effect; only a few made a noticeable difference. For
SV M rank , we found that only a very small number of
parameter configurations were valid across all data sets
– in the majority of cases, the configuration would produce an error. We decided to change the parameter values from the default for the six case-based reasoning
and classification algorithms below.
AdaBoostM1 We used the -Q flag that enables resampling.
DecisionTable We used the -E acc flag that uses the
accuracy of a table to evaluate its classification
performance.
IBk with 1, 3, 5 and 10 neighbours We used the -I
flag that weights the distance by its inverse.
J48 We used the flags -R -N 3 for reduced error
pruning.
JRip We used the -U flag to prevent pruning.
PART We used the -P flag to prevent pruning.
We were surprised that the use of pruning decreased
the performance on unseen data. Pruning is a way of
preventing a learned classifier from becoming too specific to the training data set and generalising poorly
to other data. One possible explanation for this behaviour is that the concept that the classifier learns is
sufficiently prominent in even relatively small subsets
of the original data and pruning over-generalises the
learned model which leads to a reduction in performance.

6. Experimental results
We first present and analyse the results for each machine learning methodology and then take a closer look
at the individual machine learning algorithms and their
performance.4
The misclassification penalty in terms of the majority predictor for all methodologies and data sets is
shown in Figure 1. The results range from a misclassi4 Some of the results in a previous version of this paper have been corrected here. For an explanation of the issue, see http://www.cs.st-andrews.ac.uk/˜larsko/
asc-correction.pdf.
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fication penalty of less than 10% of the majority predictor to almost 650%. In absolute terms, the difference to always picking the best overall algorithm can
be from an improvement of more than 28 minutes per
problem to a decrease in performance of more than 41
minutes per problem.
At first glance, no methodology seems to be inherently superior. The “No Free Lunch” theorems, in particular the one for supervised learning [38], suggest
this result. We were surprised by the good performance
of the majority predictor, which in particular delivers
excellent performance on the industrial SAT data set.
The SV M rank relational approach is similar to the
majority predictor when it delivers good performance.
Many publications do not compare their results
with the majority predictor, thus creating a misleading impression of the true performance. As our results demonstrate, always choosing the best algorithm
from a portfolio without any analysis or machine learning can significantly outperform more sophisticated approaches.
Some of the machine learning algorithms perform
worse than the majority predictor in some cases. There
are a number of possible reasons for this. First, there
is always the risk of overfitting a trained model to the
training set such that it will have bad performance on
the test set. While cross-validation somewhat mitigates
the problem, it will still occur in some cases. Second,
the set of features we are using may not be informative
enough. The feature sets are however what is used in
state of the art algorithm selection systems and able to
inform predictions that provide performance improvements in some cases.
Figure 2 shows the misclassification penalty in terms
of a classifier that learns a simple rule (OneR in
WEKA) – the data is the same as in Figure 1, but the
reference is different. This evaluation was inspired by
Holte [15], who reports good classification results even
with simple rules. On the QBF and SAT-IND data sets,
there is almost no difference. On the CSP data set, a
simple rule is not able to capture the underlying performance characteristic adequately – it performs worse
than the majority predictor, as demonstrated by the
improved relative performance. On the remaining two
SAT data sets, learning a simple classification rule improves over the performance of the majority predictor.
The reason for including this additional comparison
was to show that there is no simple solution to the problem. In particular, there is no single attribute that adequately captures the performance characteristics and
could be used in a simple rule to reliably predict the
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penalty relative
to majority predictor
10.00
5.00

1.00
0.50

0.10
0.05

0.01
CSP

QBF

SAT−HAN

SAT−IND

SAT−RAN

Fig. 1. Experimental results with full feature sets and training data across all methodologies and data sets. The plots show the 0th (bottom line),
25th (lower edge of box), 50th (thick line inside box), 75th (upper edge of box) and 100th (top line) percentile of the performance of the machine
learning algorithms for a particular methodology (4 for case-based reasoning, 19 for classification, 6 for regression and 1 for statistical relational
learning). The boxes for each data set are, from left to right, case-based reasoning, classification, regression, regression on the log and statistical
relational learning. The performance is shown as a factor of the simple majority predictor which is shown as a dotted line. Numbers less than 1
indicate that the performance is better than that of the majority predictor. The solid lines for each data set show the performance of the systems
we compare with ([7] for the CSP data set, [28] for the QBF data set and SATzilla′ for the SAT data sets).

penalty relative
to simple rule predictor
10.00
5.00

1.00
0.50

0.10
0.05

0.01
CSP

QBF

SAT−HAN

SAT−IND

SAT−RAN

Fig. 2. Experimental results with full feature sets and training data across all methodologies and data sets. The boxes for each data set are, from
left to right, case-based reasoning, classification, regression, regression on the log and statistical relational learning. The performance is shown
as a factor of a classifier that learns a simple rule (OneR in WEKA) which is shown as a dotted line. Numbers less than 1 indicate that the
performance is better than that of the simple rule predictor.
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best solver to use. On the contrary, the results suggest
that considering only a single attribute in a rule is an
oversimplification that leads to a deterioration of overall performance. The decrease in performance compared to the majority predictor on some of the data sets
bears witness to this.
To determine whether regression on the runtime or
on the log of the runtime is better, we estimated the performance with different data by choosing 1000 bootstrap samples from the set of data sets and comparing
the performance of each machine learning algorithm
for both types of regression. Regression on the runtime has a higher chance of better performance – with a
probability of ≈67% it will be better than regression on
the log of the runtime on the full data set. With thinned
out training data the picture is different however and
regression on the log of the runtime delivers better performance. We therefore show results for both types of
regression in the remainder of this paper.
6.1. Most predictive features and thinned out training
data
Figure 3 shows the results for the set of the most
predictive features. The results are very similar to the
ones with the full set of features. A bootstrapping estimate as described above indicated that the probability of the full feature set delivering results better than
the set of the most important features is ≈69%. Therefore, we only consider the full set of features in the
remainder of this paper – it is better than the selected
feature set with a high probability and does not require
the additional feature selection step. In practice, most
of the machine learning algorithms ignore features that
do not provide relevant information anyway – either
explicitly like J48 by not including them in the generated decision tree, or implicitly like the regression
techniques that set their factors to zero.
The effects of thinning out the training data were
different across the data sets and are shown in Figure 4. On the industrial and random SAT data sets,
the performance varied seemingly at random; sometimes increasing with thinned out training data for
one machine learning methodology while decreasing
for another one on the same data set. On the handcrafted SAT and QBF data sets, the performance decreased across all methodologies as the training data
was thinned out while it increased on the CSP data set.
Statistical relational learning was almost unaffected in
most cases.
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There is no clear conclusion to be drawn from these
results as the effect differs across data sets and methodologies. They however suggest that deleting a proportion of the training data may improve the performance
of the machine learning algorithms. At the very least,
not running all algorithms on all problems because of
resource constraints seems to be unlikely to have a
large negative impact on performance as long as most
algorithms are run on most problems.
The size of the algorithm portfolio did not have a
significant effect on the performance of the different
machine learning methodologies. For all data sets, each
solver in the respective portfolio was the best one in
at least some cases – it was not the case that although
the portfolio sizes are different, the number of solvers
the should be chosen in practice was the same or very
similar. Figure 1 does not show a general increase or
decrease in performance as the size of the portfolio increases. In particular, the variation in performance on
the three SAT data sets with the same portfolio size is
at least as big as the variation compared to the other
two data sets with different portfolio sizes.
Our intuition was that as the size of the portfolio
increases, classification would perform less well because the learned model would be more complex. At
the same time, we expected the performance of regression to increase because the complexity of the learned
models does not necessarily increase. In practice however the opposite appears to be the case – on the CSP
data set, where we select from only 2 solvers, classification and case-based reasoning perform worse compared with the other methodologies than on the other
data sets. It turned out however that the number of algorithms selected from the portfolio by the machine
learning algorithms at all was small in all cases. As we
compared only three different portfolio sizes, there is
not enough data from which to draw definitive conclusions.
6.2. Best machine learning methodology
As it is not obvious from the results which methodology is the best, we again used bootstrapping to estimate the probability of being the best performer for
each one. We sampled, with replacement, from the
set of data sets and for each methodology from the
set of machine learning algorithms used and calculated the ranking of the median and maximum performances across the different methodologies. Repeated
1000 times, this gives us the likelihood of an average and the best algorithm of each methodology being
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penalty relative
to majority predictor
10.0
5.0
2.0
1.0
0.5
0.2
0.1
CSP

QBF

SAT−HAN

SAT−IND

SAT−RAN

0%

classification
regression
regression−log
statistical
relational
learning

50%
25%
CSP

75% deleted training data
QBF

SAT−HAN

c(median100, median75, median50, median25)

0.1

case−based
reasoning

c(median100, median75, median50, median25)

10.0

c(median100, median75, median50, median25)

penalty relative
to majority predictor
1000.0

c(median100, median75, median50, median25)

c(median100, median75, median50, median25)

Fig. 3. Experimental results with reduced feature sets across all methodologies and data sets. The boxes for each data set are, from left to
right, case-based reasoning, classification, regression and regression on the log. We did not determine the set of the most predictive features
for statistical relational learning. The performance is shown as a factor of the simple majority predictor. For each data set, the most predictive
features were selected and used for the machine learning.

SAT−IND

SAT−RAN

Fig. 4. Experimental results with full feature sets and thinned out training data across all methodologies and data sets. The lines show the median
penalty (thick line inside the box in the previous plots) for 0%, 25%, 50% and 75% of the training data deleted. The performance is shown as a
factor of the simple majority predictor which is shown as a grey line. Numbers less than 1 indicate that the performance is better than that of the
majority predictor.
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ranked 1st, 2nd and 3rd. We chose the median performance for comparison because there was no machine
learning algorithm with a clearly better performance
than all of the others and algorithms with a good performance on one data set would perform much worse
on different data. We also include the performance of
the best algorithm because the number of algorithms in
each methodology is different. While we believe that
we included algorithms that represent a representative
variety of approaches within each methodology, the
median performance of all algorithms of each methodology may in some cases obscure the performance of
the best algorithm. This is especially possible for the
methodologies that include a large number of different
algorithms. We used the same bootstrapping method
to estimate the likelihood that an average and the best
machine learning algorithm of a certain methodology
would perform better than the simple majority predictor. The probabilities are summarised in Table 1.
Based on the bootstrapping estimates, an average
case-based reasoning algorithm is most likely to give
the best performance and most likely to deliver good
performance in terms of being better than the majority
predictor. The picture is different when considering the
best algorithm within each methodology rather than an
average algorithm. Regression on the runtime is most
likely to be the best performer here. Classification and
regression on the log of the runtime are almost certain
to be better than the majority predictor. The methodology that delivers good results in almost all cases is
regression on the runtime. It has good probabilities of
both a good ranking and being better than the majority
predictor both when considering the best algorithm and
an average algorithm. Only when a part of the training
data is deleted it delivers relatively poor performance.
The best algorithm of each methodology is not necessarily the same on all data sets. This should be
taken into account when considering the probabilities
in parentheses in Table 1. For example, the numbers
show that the best algorithm that does regression on the
runtime has the highest probability of being the overall
best performing algorithm. This does however require
identifying that best algorithm first. Any one algorithm
of that methodology has a much lower chance of being best (the probability not in parentheses), whereas a
case-based reasoning algorithm is more likely to perform best.
We observe that the majority classifier still has a
non-negligible chance of being as least as good as sophisticated machine learning approaches. Its advantages over all the other approaches are its simplicity
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and that no problem features need to be computed, a
task that can further impact the overall performance
negatively because of the introduced overhead.
6.3. Determining the best machine learning algorithm
When using machine learning for algorithm selection in practice, one has to decide on a specific machine
learning algorithm rather than methodology. Looking
at Figure 1, we notice that individual algorithms within
the classification and regression methodologies have
better performance than case-based reasoning. While
having established case-based reasoning as the best
overall machine learning methodology, the question remains whether an individual machine learning algorithm can improve on that performance.
The GaussianProcesses algorithm to predict
the runtime has the best performance for the largest
number of data sets. But how likely is it to perform
well in general? Our aim is to identify machine learning algorithms that will perform well in general rather
than concentrating on the top performer on one data set
only to find that it exhibits bad performance on different data. It is unlikely that one of the best algorithms
here will be the best one on new data, but an algorithm
with good performance on all data sets is more likely
to exhibit good performance on unseen data. We performed a bootstrap estimate of the probability of an individual machine learning algorithm being better than
the majority predictor by sampling from the set of data
sets as described above. The results are summarised in
Table 2.
The results confirm our intuition – the two algorithms that always perform better than the majority
predictor are never the best algorithms while the algorithms that have the best performance on at least one
data set – GaussianProcesses predicting the runtime and RandomForest and LibSVM with radial
basis function for classification – have a significantly
lower probability of performing better than the majority predictor.
Some of the machine learning algorithms within the
classification and regression methodologies have a less
than 50% chance of outperforming the majority predictor and do not appear in Table 2 at all. It is likely that
the bad performance of these algorithms contributed to
the relatively low rankings of their respective methodologies compared with case-based reasoning, where
all machine learning algorithms exhibit good performance. The fact that the individual algorithms with the
best performance do not belong to the methodology
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methodology
case-based
ing

1
reason-

classification
regression
regression-log
statistical relational
learning

rank with full training data
2
3

better than
majority predictor

rank 1 with deleted training data
25%
50%
75%

52% (5%)

29% (10%)

25% (31%)

80% (80%)

80% (7%)

70% (16%)

39% (6%)

2% (33%)
33% (60%)

3% (51%)
32% (35%)

5% (32%)
28% (24%)

60% (99%)
67% (96%)

6% (61%)
3% (6%)

8% (40%)
7% (9%)

14% (43%)
35% (23%)

8% (2%)
6% (0%)

19% (5%)
16% (0%)

24% (14%)
18% (0%)

75% (99%)
0% (0%)

1% (26%)
10% (0%)

15% (35%)
0% (0%)

6% (27%)
5% (0%)

Table 1
Probabilities for each methodology ranking at a specific place with regard to the median performance of its algorithms and probability that this
performance will be better than that of the majority predictor. We also show the probabilities that the median performance of the algorithms of
a methodology will be the best for thinned out training data. The numbers in parentheses show the probability of a methodology ranking at a
specific place or being better than the majority predictor with regard to the maximum performance of its algorithms. All probabilities are rounded
to the nearest percent. The highest probabilities for each rank are in bold.

with the highest chances of good performance indicate
that choosing the best individual machine learning algorithm regardless of methodology gives better overall
performance.
The good performance of the case-based reasoning
algorithms was expected based on the results presented
in Table 1. All of the algorithms of this methodology
have a very high chance of beating the majority predictor. The nearest-neighbour approach appears to be
robust with respect to the number of neighbours considered.
The good results of the two best algorithms seem
to contradict the expectations of the “No Free Lunch”
theorems. These theorems state that superior performance of an algorithm in one scenario must necessarily
be paid for by inferior performance in other scenarios.
It has been shown however that the theorems do not
necessarily apply in real-world scenarios because the
underlying assumptions may not be satisfied [29]. In
particular, the distribution of the best algorithms from
the portfolio to problems is not random – it is certainly
true that certain algorithms in the portfolio are the best
on a much larger number of problems than others. Xu
et al. [39] for example explicitly exclude some of the
algorithms in the portfolio from being selected in certain scenarios.

7. Conclusions
In this paper, we investigated the performance of five
different machine learning methodologies and many
machine learning algorithms for algorithm selection on
five data sets from the literature. We compared the per-

formance not only among these methodologies and algorithms, but also to existing algorithm selection systems. To the best of our knowledge, we presented the
first large-scale, quantitative comparison of machine
learning methodologies and algorithms applicable to
algorithm selection. We furthermore applied statistical
relational learning to algorithm selection for the first
time.
We used the performance of the simple majority predictor as a baseline and evaluated the performance of
everything else in terms of it. This is a less favourable
evaluation than found in many publications, but gives a
better picture of the real performance improvement of
algorithm portfolio techniques over just using a single
algorithm. This method of evaluation clearly demonstrates that simply choosing the best individual algorithm in all cases can achieve better performance
than sophisticated (and computationally expensive) approaches.
Our evaluation also showed the performance in
terms of a simple rule learner, evaluated the effects of
using only the set of the most predictive features instead of all features, looked at the influence the size of
the algorithm portfolio has on the relative performance
of the machine learning methodologies and quantified
performance changes with training with partial data
sets.
We demonstrate that methodologies and algorithms
that have the best performance on one data set do not
necessarily have good performance on all data sets. A
non-intuitive result of our investigation is that deleting
parts of the training data can help improve the overall
performance, although the results are not clear enough
to draw definitive conclusions from them.
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machine learning methodology

algorithm

better than
majority
predictor

classification
regression

LADTree
LinearRegression

100%
100%

case-based
reasoning

IBk with 1 neighbour

81%

case-based
reasoning

IBk with 5 neighbours

81%

case-based
reasoning
case-based
reasoning
classification

IBk with 3 neighbours

80%

IBk with 10 neighbours

80%

DecisionTable

80%

classification
classification

FT
J48

80%
80%

classification
classification

JRip
RandomForest

80%
80%

regression
regression-log

GaussianProcesses
GaussianProcesses

80%
80%

regression-log
regression-log

SMOreg
LibSVM ε

80%
80%

regression-log

LibSVM ν

80%

classification

REPTree

61%

classification

LibSVM radial basis function

61%

regression
regression

REPTree
SMOreg

61%
61%

classification
classification

AdaBoostM1
BFTree

60%
60%

classification
classification

ConjunctiveRule
PART

60%
60%

classification
regression-log

RandomTree
LinearRegression

60%
60%

regression-log
classification

REPTree
J48graft

60%
59%

regression

LibSVM ν

59%

Table 2
Probability that a particular machine learning algorithm will perform
better than the majority predictor on the full training data. We only
show algorithms with a probability higher than 50%, sorted by probability. All probabilities are rounded to the nearest percent.

Based on a statistical simulation with bootstrapping,
we give recommendations as to which algorithms are
likely to have good performance. We identify linear regression and alternating decision trees as implemented
in WEKA as particularly promising types of machine
learning algorithms. In the experiments done for this
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paper, they always outperform the majority predictor. We focussed on identifying machine learning algorithms that deliver good performance in general. It
should be noted that neither of these algorithms exhibited the best performance on any of the data sets,
but the machine learning algorithms that did performed
significantly worse on other data.
We furthermore demonstrated that case-based reasoning algorithms are very likely to achieve good performance and robust with respect to the number of past
cases considered. Combined with the conceptual simplicity of nearest-neighbour approaches, it makes them
a good starting point for researchers who want to use
machine learning for algorithm selection, but are not
machine learning experts themselves.
These recommendations are not meant to establish
a set of machine learning algorithms that are the best
in general for algorithm selection, but to provide guidance to practitioners who are unsure what machine
learning to use after surveying the literature. In many
cases, the choice of a particular machine learning algorithm will be influences by additional constraints that
are particular to the specific scenario and cannot be
considered here.
Finally, we demonstrated that the default parameters
of the machine learning algorithms in WEKA already
achieve very good performance and in most cases no
tuning is required. While we were able to improve the
performance in a few cases, finding the better configuration carried a high computational cost. In practice,
few researcher will be willing or able to expend lots of
resources to achieve small improvements.
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