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The World's Most Expensive Insurance Policy

•  6K+ microservices
- 16K deployment environments
- 62 trillion RPCs/week

•  Dual-region active-active: each region
   provisioned for 100% of traffic
•  ~4 million CPU cores globally, ~20%
   utilization
•  Half the fleet sits idle — waiting for
   disasters that almost never come

Region BRegion A



How Often Do We Need This Insurance?

•  Analyzed 4 years of failover data (2020–23)
•  Full-peak failovers: < 20 hours/year
•  That is only 0.23% of the time
•  Declining trend: 25 → 24 → 16 → 13
    failovers/year

0.23% — the fraction of the year that
justifies doubling the entire fleet



Two Problems with the Uniform 2× Model

Problem 1: Low Utilization
•  Same SLA for all tiers → half the fleet sits idle
•  Trip-matching (T0) services provisioned like dev tools (T5)

~20% ← Idle (~80%)

Average fleet CPU utilization

Problem 2: Fail-Close Cascades
•  Critical services depend on non-critical services
•  32 trillion RPCs/week flow from high to low priority services

Trip Match (T0) Analytics (T3)

✖

calls

error 
cascades

✖ Also fails!

Fail-close = caller crashes when its dependency fails

Shared Root Cause
•  Homogeneous SLA model treats all services equally
•  No differentiation by business criticality



Key Insight

"One Initiative, Two Goals"

Fixing fail-close dependencies + sharing idle capacity
solves BOTH problems simultaneously

Reliability
Eliminate cascade paths between
critical and non-critical services

Efficiency
Non-critical services use idle
failover buffers productively

Goal: 2× → 1.3× capacity  |  20% → 30%+ utilization  |  Maintain 99.97% availability



Four Failure Classes: Not All Services Are Equal

Failure Class Tiers On Failover RTO
Always-On T0 / T1 In-place expand into buffers Seconds

Active-Migrate T2 Live-migrate to burst clusters (MBB) < 10 minutes

Restore-Later T3 – T5 Terminate, restore via batch/cloud 1 hour

Terminate Non-prod Terminate, no restore None

•  Only Always-On retains instant failover guarantees
•  1-hour RTO applies only during full-peak failovers (0.23% of year)
•  Assigned via Production Readiness Reviews (PRRs)



UFA Architecture: Orchestrating Differentiated Failover

•  OMG (Outage Mitigator) 
   orchestrates the workflow
•  Coordinates: Networking, Up, 
   Compute/K8s, Batch, Cloud
•  Peak vs. non-peak detection 
   determines workflow



What Happens During a Peak Failover

•  OMG detects peak failover, locks deployments
•  Networking: blackhole RL+T traffic (~30 sec)
•  Compute: evict RL+T from steady-state 
   clusters
•  Batch: kill jobs, convert to burst capacity
   (~8 min)
•  Kraken P2P: prefetch container images 
    (TBs in ~3 min)
•  Active-Migrate: services → burst clusters
    (MBB)
•  Restore-Later: deployed to burst/cloud (<1 hr)
•  Cities migrated to surviving region in batches



CPU Oversubscription: Making Idle Buffers Productive

•  Two CPU pools per host:
      –  stateless.cpu: Always-On (guaranteed)
      –  overcommit.cpu: preemptible (opportunistic)

•  1.5× overcommit: 
      –  100 CPUs → 150 advertised

•  Memory never overcommitted
•  QoS eviction when host CPU > 75%

Steady State
Host: 100 CPUs → 150 advertised

AO AO AO

AM RL RL

stateless.cpu
(guaranteed)

overcommit.cpu
(preemptible)

Failover!
During Failover

AO expands into freed capacity

AO AO AO

Always-On expands
in-place → 2×

AM, RL, T evicted
(preempted)

AO Always-On

AM Active-Migrate

RL Restore-Later



Eliminating 4K+ Fail-Close Violations

•  Prerequisite: critical services must fail open when non-critical services disappear
•  Multi-layered detection pipeline:

Runtime Analysis

Trillions of live RPCs/day; 
correlates caller errors with 
callee failures

3K+ violations

Static Analysis

Traces error propagation paths 
in Go/Java before deployment

1K+ violations

Canary Regression Gate

5-min blackhole test on every 
deployment (~8K 
deploys/week)

3 regressions / 45 days

AI-Powered E2E

GenAI mobile testing + fault 
injection; 47 flows, 99.27% 
pass

23 resilience risks

4K+ fail-close violations found and fixed
Zero fail-close production incidents in 2025



Trust But Verify: 43 Production Drills

•  Graduated: dependency certification → failover certification
•  Phased rollout gated by Production Readiness Reviews
•  43 production + 70+ staging drills over 11 months
•  Zero production stability incidents from drills

Phase Failure Class Cores Returned

1 Terminate (non-prod) 263K

2 T4/T5 Restore-Later 62K

3 T3 Restore-Later 159K

4 T2+ Active-Migrate 92K

5 T1+ Active-Migrate 455K

Total > 1,000,000



Real Failover: Batch Conversion in 8 Minutes
January 26, 2026 — A real 17-hour failover, not a drill

•  Failover initiated 8:15 AM
•  Full capacity online by 8:22 AM (7 min)
•  Each line = a different burst clusters
•  All clusters ramp up in parallel



Real Failover: Container Orchestration
~12,500 service-environments coordinated in real time

Active-Migrate 
back in <20 min
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99.97% Availability — Indistinguishable from Normal

•  Top 100 cities over 3 days
•  Before: 99.97%
•  During failover: 99.97%
•  First 10 min: 99.97%
•  No degradation vs. normal operation



Peak CPU: 50.2% Under Full Failover Load

•  Two-week view of regional CPU
•  Region A: drops to ~0% (failed)
•  Region B: peaks at 50.2%
•  Well within safe thresholds
•  Substantial headroom under 
    worst-case load

Timeline→



Impact: 1M+ Cores Returned, Utilization 20% → 31%

1.025M

CPU cores returned
(from ~4M baseline)

2× → 1.3×

Steady-state
provisioning

20% → 31%

Average CPU
utilization

99.97%

Availability
maintained

Remember the two problems?
Utilization: SOLVED ✅

31% avg

was 
20%

Fleet CPU utilization (11-month improvement)

Fail-Close Cascades: SOLVED ✅
Trip Match (T0) Analytics (T3)

✖

degrades 
gracefully

✔ Continues!

Fail-open: caller survives dependency failures



Lessons Learned

•  Global scale brings unexpected complexity
      –  Country-specific behaviors no staging environment can reproduce

•  Shift-left safety tooling is essential
      –  Static analysis during CI is the most important regression prevention tool

•  Failure class hygiene improves overall quality
      –  Forcing teams to classify services raised operational standards

•  Cloud capacity is not on-demand at hyperscale
      –  No provider guarantees 100Ks of cores in minutes; pre-negotiate burst capacity

•  Retrospective
      –  Start with dependency cleanup first; explore avoiding batch displacement



Open Problems for the Community

Certifying fail-open at scale
General-purpose tools for verifying fail-open across large service meshes

Guaranteed elastic capacity at hyperscale
New primitives for rapid, guaranteed burst capacity

Extending to stateful services
Differentiated SLAs for databases and caches (our current focus: stateless, ~75% of fleet)

Batch vs. real-time tradeoffs
Cost of displacing analytics/ML training during failovers



Reliability and Efficiency
Are Not at Odds

4M → 3M cores   |   20% → 31% utilization   |   99.97% availability   |   0 fail-close incidents in 2025   |   
43 production drills

The hardest part was not any individual technical component.
It was orchestrating a socio-technical transformation across

6,000 microservices developed by hundreds of independent teams.

Thank you. I look forward to your questions.


