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Abstract

Procedural shaders have become popular tools for describ-
ing surface re ectance functions and other material proper-
ties. In comparison to xed resolution textures they have
the advantage of being resolution independert and storage
e cien t.

While procedural shadersprovide an interface for evalu-
ating the shader at a single point in parameter space, it is
not easily possibleto obtain an averagevalue of the shader
together with accurate error bounds over a nite area. Yet
the ability to compute such error bounds is crucial for sev-
eral interesting applications, most notably hierarchical area
sampling for global illumination computations using the -
nite elemert approach and for the generation of textures
usedin interactive computer graphics.

Using ane arithmetic for evaluating the shader over a
nite area yields a tight, consenative error interval for the
shader function. Compilers can automatically generate code
for utilizing ane arithmetic from within shaders imple-
mented in a dedicated language, such as the RenderMan
shading language.

1 Intro duction

The ability to compute mean re ectance coe cien ts as well
as error bounds for a shader over a nite area of a surface
has seweral interesting applications.

For example in radiosity computations [3] the mean re-
ectance of the patches is required for setting up a linear
equation system for solving the global illumination problem.
Hierarchical radiosity [9] adaptively subdivides the patches
in order to compute the interactions between patches ex-
changing large quantities of radiosity or energy [13] with a
higher precision. The known subdivision criteria assumea
constant re ection coe cien t for ead patch. For complex
surface shaderswith alot of ne-grained detail, this canlead
to signi cant artifacts in the nal image. Knowing the error
bounds of the re ection function over a patch would help
to improve the subdivision criteria and allow for a better
support of objects with complex textures.

Another application for mean re ectances of shaderswith
corresponding error boundsis the generation of texture maps
in caseswhere procedural shaders cannot be directly sup-
ported by the renderer, either because of a limitation of
the renderer (for example renderers based on libraries like

OpenGL), or becauseof performance penalties. For exam-
ple when generating a walk through sequenceof images, it
would be possibleto sample certain shadersonly once, and
then apply it asatexture to all imagesin the sequence.This
is particularly useful if the shader usesa standard lighting
model, and thus lighting calculations can be factored out of
the sampling process.

With the help of error bounds on re ectance valuesit is
possible to hierarchically generate a precomputed texture
from procedural shaders. Starting with a coarsely sampled
texture, those parts of the shader are recursively re ned, in
which the error is above a giventhreshold. This results in the
shaderbeing subdivided until the areacovered by ead texel
contains either no frequenciesabove the Nyquist frequency
at all, or the amplitudes of the higher frequenciesare small
enoughto be ignored.

The conventional way of computing meanvaluesand error
bounds of procedural shaderso ering only a point sampling
interface is to use Monte Carlo methods to integrate the
shader over a given area. However, this method only yields
an estimate of the true error bounds, and sincepthe conver-
gencerate of Monte Carlo methods is only O(" N) [11], a
relativ ely large number of samplesis required to increasethe
certainty of these estimates.

In this paper we describe a method for generating tight,
consenativ e error bounds for procedural shadersusing a ne
arithmetic [4, 6, 7]. We rst give a brief overview of a ne
arithmetic in general before we describe the details of apply-
ing it to procedural shaders.

2 Ane Arithmetic

Since ane arithmetic has rst been introduced in [4], it
has been used as a replacemert for interval arithmetic [16,
23, 24] in algorithms for reliable intersection tests of rays
with implicit surfacesand for the recursive enumeration of
implicit surfacesin quad-tree like structures [6, 7].

Lik e interval arithmetic [15], a ne arithmetic can be used
to manipulate imprecise values, and to evaluate functions
over intervals. It is also possibleto keeptrack of truncation
and round-o errors. In addition, ane arithmetic maintains
dependenciesbetweenthe sourcesof error, and thus manages
to compute signi cantly tighter bounds comparedto interval
arithmetic. It is this property of a ne arithmetic that makes
it attractiv e for the evaluation of procedural shaders.

A ne arithmetic operates on quantities known as a ne
forms, given as polynomials of degreeone in a set of noise
symtols ;.

R=Xo+ X1 1+ X2 2+ + Xn n
The coe cien ts x; are known real values, while the values of
the noise symbols are unknown, but limited to the interval
U = [ 1;1]. Thus, if all noise symbols can independertly
vary between 1 and 1, the range of possible values of an
ane form R is

Rl=[xo ;x0+ I, = jxi



Computing with ane forms is a matter of replacing each
elemertary operation f (x) on real numberswith an adequate

If f isitself anane function of its arguments, we can ap-
ply normal polynomial arithmetic to nd the corresponding
operation f . For example we get

R+¢= (Xo+Yo)+ (Xa+Vy1) 1+ + (Xn+Yn)n
R+ = (xX0+ )+ x11+ + Xn n
R= Xot+ X111+ + Xnon

for ane forms %; ¢ and real values

2.1 Non-Ane Operations

can not be exactly represerted as a linear polynomial in the
i. In this caseit is necessaryto nd an ane function

U". An additional new noise symbol y hasto be added to
represert the error intro duced by this approximation. This
yields the following a ne form for the operation z = f (x):

+ Zn nt Zk k

The coe cien t xx of the new noise symbol has to be an
upper bound for the error intro duced by the approximation
of f with f2:

xk  maxfif (1;::050) %1 n)jri2Ug

For example it turns out (see[4] for details) that a good
approximation for the multiplication of two ane forms R
and ¢ is

2= XoYo+ (Xoy1 + YoX1) 1+  + (XoYn * YoXn) n + UV &;

P
' ivij. In general, the best
minimizes the Chebyshev error be-

. P, . .
with u= [, jxijjand v =
approximation f?2 of f
tween the two functions.

The generation of ane approximations for most of the
functions in the standard math library is relativ ely straight-
forward. For univariate functions f (x) the iso-surfaces of
+ Xn n) are hyperplanesof
U" that are perpendicular to the vector (X1;:::;Xn). Since
the iso-surfaces of every ane function f2( 1;:::; n) =
Zo+ Z3 1 + + z, n are also hyperplanes of this space,
it is clear that the iso-surfacesof best a ne approximation

f® of f are also perpendicular to (x1;:::;Xn). Thus, we
have
fe( 1 n)= R+ = (Xo+ X1+ +Xpon)*
for someconstants and
As a consequenceminimizing max oy jf? f jis equiv-

alent to minimizing

max jf (R R j = max jf (x X i

nax jf (%) = max jf () j

where [a; b] is the interval [®]. Thus, the problem of ap-
proximating f has beenreduced to an approximation of a
univariate function.

As an example, consider the function f(x) = 1=x for
X > 0. Chebyshev's alternation theorem (see, for exam-
ple [2]) statesthat the bestlinear Chebyshev approximation

of f (x) over an interval [a; b] is uniquely determined. More-
over, the maximum error occurs at three points on the inter-
val [a; b], and, sincef (x) is convex, two of thesepoints are the
boundaries of the interval, a and b. Therefore, is the slope
of the line connecting (a;1=a) and (b;1=b: = 1=(ab).
The third point x° of maximal error is %‘ne point on f where
the tangent is parallel to this line: x~ = 1= . Finally, the
rst degree Chebyshev approximation is the line with slope

that is centered betweenthe rst line and the tangent (see
Figure 1). Thus,with ;:= 1=a a and ,:= 1=x° x ©
the value of is = ( 1+ 2)=2, and the maximum er-
roronfa;blis =] 1 2j=2. Therefore, the best ane
approximation for 1=x is given as

2= R+ + Xk

=(Xo+ )+ X111+ + Xnnt
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Figure 1: Linear Chebyshev approximation of 1=x over
[0.5,2]. The red line shows the solution, while the blue lines
indicate the points of maximum error.

Linear approximations for other functions can easily be
derived using similar techniques. A compilation of ane
approximations for most commonly used math library func-
tions can befound in [ ::: ].

In the discussion of a ne arithmetic, we have so far ig-
nored round-o errors introduced by the nite precision of
oating point hardware, and assumedthat computations on
the coe cien ts x; are exact. However, with slightly increased
cost it is also possibleto account for these sourcesof error.
We refer to [4] for a discussion of this issue.

3 Application to Procedural Shaders

In order to apply ane arithmetic to procedural shaders,
it is necessaryto investigate which additional features are
provided by shading languagesin comparison to standard
math libraries. In the following, we will restrict ourselves
to the functionality of the RenderMan shading language
[10, 20, 25], which is generally agreedto be one of the most
exible languagesfor procedural shaders. Since its features
are a superset of most other shading languages (for exam-
ple [1] and [14], the described concepts apply to these other
languagesas well.

Shading languagesusually intro duce a set of speci ¢ data
types and functions exceeding the functionalit y of general



purp ose languages and libraries. Most of these additional
functions can easily be approximated by ane forms using
techniques similar to the onesdescribed in the previous sec-
tion. Examples for this kind of domain specic functions
are continuous and discontin uous transitions between two
values, lik e step functions, clamping of a value to an inter-
val, or smooth Hermite interpolation betweentwo values.

The more complicated features include splines, pseudo-
random noise, and derivativ esof expressions. The latter two
of these will be discussedin Sections 3.2 and 3.3 in detail.

New data typesin the RenderMan shading language are
points and color values, both simply being vectors of scalar
values. Of course,the typical operations on these data types
(sum, dierence, scalar-, dot- and cross product, as well
as the vector norm) are supported by the language, and
ane approximations can easily be implemented based on
the primitiv e operations on ane forms.

Every shaderin the RenderMan shading languageis sup-
plied with a set of explicit, shader speci c parameters that
may be linearly interp olated over the surface,aswell as xed
set of implicit parameters. The implicit parameters include
the location of the sample point, the geometric and the shad-
ing normal in this point, tangent vectors, as well as vectors
pointing towards the eye and the light sources. For para-
metric surfaces, all these values are functions of the surface
parameters u and v, as well as the change of these surface
parameters over the sample region, du and dv.

For parametric surfaces,including all geometric primitiv es
de ned by the RenderMan standard, the explicit and im-
plicit shader parameters can therefore be computed by eval-
uating these functions over the ane forms for u, v, du, and
dv. The ane forms of these four values have to be com-
puted from the sampleregion in parameter space. For many
applications, du and dv will actually be real valueson which
the ane forms of u and v depend: & = up + du 1 and
¢=vo+dv ».

3.1 Control Statements

Lik e most other programming languages,shading languages
provide a set of control statements. These can be grouped
into two categories: conditional statements and loops. Both
groups use boolean expressionscomposed of equalities and
inequalities to choosebetween di eren t execution paths.

In the context of a ne arithmetic or interval arithmetic,
the useof inequalities bearsthe problem that, assoon astwo
valueswith overlapping rangesare compared, it is imp ossible
to decide whether the inequality is true or not. Therefore,
someform of three-state logic or fuzzy logic has to be used,
and in casean expressionis not decidable, both execution
paths haveto be executed, and the results haveto be merged.

We deal with this problem by replacing ead inequality
with a step function. For example x < y becomesstep (X
y), where step (x) := Ofor x < 0and step (x) := 1 otherwise.
It is straightforward to nd an optimal a ne approximation
for this step function.

After this replacemert, boolean expressionsin inequalities
can be written asarithmetic expressions. For example, X1 <
yiand X2 < y, is equivalent to step (x1 Y1) step (X2 Ya2).

The following example is an excerpt of the \screen"
shader [25] using an if -statement to compute the opacity
value.

if ( mod(s, 1.0)< density || mod( t, 1.0)< density )
Opacity:= 1.0;

else
Opacity:= 0.0;

endif

Using the transformations for boolean expressionsas de-
scribed above, the if-statement can be translated into the
following piece of code. Loops can be treated in a similar
fashion.

condition= 1.0 - (1.0- step (mod(s,1.0)-density))*
(1.0- step (mod(t,1.0)-density));

(min,max)= range (condition);

if ( min>=1.0 )

Opacity:= 1.0;
else if ( max<=0.0 )

Opacity:= 0.0;
else

Opacityl= 1.0;

Opacity2= 0.0;

Opacity= condition*Opacityl ~ + (1-condition)*Opacity2;
endif

The variables Opacityl and Opacity2 hold the temporary
values of the opacity for the two execution paths. This kind
of temporary variable has to be intro duced for all variables
that may change in either the if or the else part of the
conditional.
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Figure 2: The screenshader including illumination e ects,
sampled on a sphere. The if -statements in the shader have
beenreplaced by step functions asdescribed in the text. The
left image shows the size of the error interval asa color coded
error plot, the center image shows the sampled texture, and
the right image shows the texture mapped onto a sphere.

Figure 2 shows an image of the screenshader sampled us-
ing this transformation. The left side of the gure shows the
color coded range sizefor the ane form of each color value.
The intensities have been inverted for better reproduction
by the printer. Thus, darker color values mean larger range
sizes. For the showvn sample resolution (512 512) 91 per-
cert of the color values have errors of lessthan 5 per-cert.
Still 90 per-cert have an error of lessthan 1 per-cert.

It is clearly visible that high errors occur only at locations
with high color gradients, where a sample point covers both
bright and dark areasof the shader. The oval region in the
right half of the shader represerts the line of sight. When
moving over this line, the normal vectors are inverted to
point towards the eye point. This, together with the high
specular componert of the shader, results in a high color
gradient.

3.2 Noise and Turbulence

In order to generate interesting looking detail, procedural
shadersrequire a pseudo-random function which is both re-
producible and contin uous. This function is typically called
noise [5].

Many algorithms for noise functions have been proposed,
starting with value noise, which interp olates pseudo-random
data values at the grid points of an integer lattice [12], over



gradient noise [18, 19], which enforcesa pseudo-randomgra-
dient at the lattice points, to hybrid methods [26] and sparse
convolution noise [12].

The choice of a speci ¢ noise function has a signicant
impact on the characteristics of the shader. In particular
the base frequency of the noise inuences the size of the
features and irregularities on the shader. For proper shader-
driv en anti-aliasing, this basefrequency hasto be known to
the shader [5].

For this reason, we decided to use gradient noise as intro-
duced by [19] becauseit is the algorithm sewral published
RenderMan shadersimplicitly assume. Gradient noise also
o ers arelativ ely high quality, despite the fact that it passes
through zeroin every grid point on the integer lattice. The
downside of this algorithm is its high computational cost,
sinceit requires the trilinear interpolation of data values.

To evaluate gradient noise at a sample point in 3-
dimensional space, rst a pseudo-random gradient vector is
generatedin every point of an integer lattice. The eight gra-
dients in the lattice points next to the sample point de ne
eight linear functions, which are combined using a smoothed
trilinear interpolation [5]. The pseudo-cale of this algorithm
is briey summarized below.

gradientNoise(
b egin
ixx= o or(x); iy:= o or(y); iz= o0 or(x);

X Y, Z)

wx:= smo othstep (x-ix);
wy:= smo othstep (y-iy);
wz:= smo othstep (z-iz);

compute gradients at points
(ix,ly,iz), (ix+1,iy,iz), s (ix+L,iy+1,iz+1)

evaluate the linear functions defined by each of
these gradients at point (x,y,z)

perform a trilinear interpolation
using (wx,wy,wz) as weights
end

of the resulting values

In this algorithm, smoothstep (x) := 3x?> 2x® denes a
smooth transition between0 and 1 over the interval [0; 1].

An ane approximation for a single lattice cell of this
noise algorithm can be derived quite easily by replacing the
real valued versionsof smo othstep , the linear functions and
the trilinear interpolation by functions operating on ane
forms.

It is, however, signi cantly harderto nd anane approx-
imation if the vector of ane forms represening the point
of evaluation spans multiple lattice cells. In this case,we
decided to fall back to interval arithmetic.

If the range of one of the componerts of the point of eval-
uation spans more than two lattice cells, we simply return
the maximum interval of the noisefunction ([0; 1] in the Ren-
derMan shading language) as an ane form. Although this
approach might seemoverly simplied at rst glance,it usu-
ally doesnot have a strong impact on the quality of the error
bounds, since in this casethe sample contains frequencies
above the Nyquist frequency, and therefore the true inter-
val for the value of noise over the input range is typically
very large anyway. Also, many of the good shaders avoid
this problem by clamping the frequency spectrum, so that
no frequenciesabove the Nyquist frequency can occur [17].

More care has to be taken in caseswhere the ranges of
the componerts only span up to two adjacert cellsin either
direction. In this case,we clamp the range of the point to
ead of the covered cells, and evaluate the noise over the

clamped intervals. The ranges of the resulting ane forms
are combined for the nal result. A potential problem with

this approach is that, although the range for the resulting

ane form is a relatively tight bound for the true range of
the noisefunction around the samplepoint, the dependencies
of the value on the noise symbols are lost. This can lead
to some problems when computing derivatives, as will be
described in Section 3.3. Without derivativ es,we found that

this method producesvery convincing results, ascan be seen
in Figure 3, where the \wood" shader [25] is applied to a
sphere.

y

Figure 3: A lit wooden sphere. The wood shader usesthe
noise function to generateirregularities in the rings.

The example again shows that errors only occur in areas
of high gradients in the shaderfunction and on the transition
from lit to unlit areas. This is can also be obserwed in the
statistics: 98 per-cert of the pixel valueshave an error below
5 per-cert, and 93 per-cert of the errors are below 1 per-cert.

While the wood shader uses noise only at a xed fre-
quency, a lot of other shadersuseit to generate a stochastic
spectral function with a spgci ¢ frequency/p ower spectrum.
Suah a function is givenas noise (P f)=f for somescaling
factor f. This function is called fractal noise, or turbulence.
One of the shaders using turbulence is the \blue marble”
shader [25], which is shown in Figure 4.

Figure 4: The blue marble shader.

The blue marble shader usesclamping to eliminate high
frequencies,but still contains frequenciesonly slightly below
the Nyquist frequency. This leadsto relatively large gradi-
ents and thusto larger error intervals. In the example shown
in Figure 4, 81 per-cent of the pixels lie within 5 per-cert,
and 59 per-cert within 1 per-cert of error. These numbers
only re ect the fact that the true variation of the shading
function over ead pixel is relativ ely high, which can be seen
from the crosssections of the blue marble shaderon the left
side of Figure 5. The error bounds produced by a ne arith-
metic are still relatively tight around the true variation of
the shader over each sample area.

A single supersampling step for this function, that is, an
increase of the sampling rate by a factor of two without in-
tro ducing even higher frequenciesinto the shader function,
yields substantially improved error bounds (right side of Fig-
ure 5). The statistics for this caseare 92 per-cent of the
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Figure 5: Cross sections of the blue marble shader sampled
at the original sampling rate (left) and twice this sampling
rate (right) over the interval u 2 [0; 0:25] with v = 0:3.

values below 5 per-cert and 82 per-cert below 1 per-cent
error.

3.3 Derivatives

Another feature that is unique to shading languagesis the
possibility to calculate derivativ es of expressions. The Ren-
derMan shading language is particularly exible with this
respect, since it doesnot in any way limit the kind of ex-
pressionsthat can be derived, nor the location in the shader
code, where a derivativ e can be computed. This often causes
sewere problems in implementations.

Among the most common reasonsfor using derivativesis
the calculation of tangent vectors and normal vectors in a
particular point:

@
z.

Note that the point P doesnot needto be a point on the
original surface, but can be a displaced point generatedby a
bump-mapping algorithm. A related application of deriva-
tivesis the calculation of the area of the di eren tial surface
elemert around a point, which is required for proper shader-
driv en anti-aliasing.

calculatenormal (P) = %

area(P) = jjcalculatenormal (P)j]

In the RenderMan shading language derivativ es are sup-
ported in the form of divided dierences. For example,
derivatives of arbitrary expressions with respect to the
change in surface parameters du and dv are de ned as

Cf(u+du) f(u)

Du (f (u)) = SR TE— and
Dv (f (v) = L) TV d;3 1)

Derivatives with respect to arbitrary expressionsare com-
puted using the chain rule: Deriv (f;g) := Du (f )=Du (g) +
Dv (f )=Dv (g).

With these de nitions, we can implement derivatives by
always maintaining two additional ane forms &, := R(u +
du;v) and Ry = R(u;v + dv) for eath expression R(u; V)
during the execution of the shader. The divided dierence
of every expression is then available at every time. Each
expression of the shader has to be evaluated at all three
points (u;v), (u+ du;v) and (u;v + dv), and of course the
parameters (both explicit and implicit) of the shader have
to be provided at all three points, too.

Note that for this algorithm to work with if -statements,
both the if- and the else path have to be executed if the

boolean control expressionsfor the three points yield dif-
ferent results. A similar problem occurs with loops where
the number of iterations may depend on all three dierent
expressions. At the moment we ignore this problem and
terminate the loop according to the value of the main ex-
pression.

Figure 6: A sphere with a simple bump-mapped surface.
The normal vectors have been computed using derivatives
with respect to the parametric directions u and v.

An example of a simple bump-mapped shader imple-
mented using the described approach can be seenin Figure 6.
The image shows a sphere which is modulated with a sine
wave in one parametric direction. The new shading normal
has been computed using the function calculatenormal
with the displaced surface point, as described above. More
than 98 per-cent of the pixel values are within 5 per-cert of
error, and 94 per-cent of the pixels have an error of lessthan
1 per-cert. The error plot shows that the largest errors are
due to singularities at the poles of the sphere. In addition,
there are ne lines of medium-sized error around those ar-
easof the shader, where the normal has beeninverted with
respect to the eye.

The method of divided di erences works well for relativ ely
simple expressions,but the errors becomelarger asthe com-
plexity of the expressionsgrows. The quality of the bounds
degradesin particular when noise is used at high frequen-
cieslike, for example, with the \eroded" shader[25]. This is
shown in Figure 7.

Figure 7: A spherewith the \eroded" shader applied.

It can be seenfrom the error plot that large errors occur
at the boundaries of noise grid cells. This is due to the way
noise valuesfor ane forms spanning multiple grid cells are
computed. Sincethe method of divided di erences usesdif-
ferencesof highly correlated values, it is important for the
ane forms to re ect this correlation. However, with the
current method of computing noise, this correlation is lost
at grid boundaries. Note the two dark lines at the top and
the bottom of the error plot. These are due to the fact that
the two polesof the spherelie directly on a grid point of the
integer lattice. Roughly 77 per-cert of the pixel values are
within 5 per-cert of error, and 53 per-cert of the pixels have
an error of lessthan 1 per-cert. With a better a ne approx-
imation of the noise function, these values could certainly
be improved.



Another possible algorithm for implementing derivatives
would be to replace divided dierences by the numerically
more stable method of automatic dier entiation [21]. In-
stead of maintaining R, and R,, automatic dieren tiation
directly stores the partial derivatives @=@ and @=@ of
every expression. These partial derivativesare computed by
applying the chain rule to every primitiv e expression. For
example, the logarithm of the triple (R; @=@; @=@) is
(In(R); (@=@)=R; (@=@)=R). This algorithm would also
get rid of the problems we have with the combination of
derivativesand for -loops in the current implementation.

For normal oating point arithmetic, automatic di eren-
tiation is numerically more stable than divided di erences.
It is not clear whether this also applies to a ne arithmetic,
since the expressionsfor derivativestend to be more com-
plex, and thus a larger error could be introduced by the
larger number of non-a ne operations. However, this is cer-
tainly a point worth investigating in the future.

Of course both methods introduce a signi cant amount
of computational overhead, and thus the shading language
compiler should optimize the code to compute ®, and Ry or
@=@ and @=@ only for those expressionsthat are even-
tually used in a derivative. This requires the compiler to
perform some sort of dependency analysis. This topic has
beendescribed in [8].

4 Optimization Strategies

In general, there is a whole variety of optimizations that can
be applied to shadercode for both improved execution speed
and tighter error bounds. Many of these optimizations are
not specic to the use of ane arithmetic, and have been
discussedin depth before, for example in [10] and [8].

One obsenation is that constants and uniform shader pa-
rameters (parameters that are constant over the whole sur-
face) always have non-a ne values. Therefore, if it is possi-
ble to identify expressionsand subexpressionsonly contain-
ing this typeof terms, a ne arithmetic is not required for the
evaluation of these expressions,which results in an improve-
ment of both performance and error bounds. A common
example are the control expressionsin for -loops that are ex-
ecuteda xed amount of time. The treatment of theseloops
is simpler and more e cien t than the treatment of loops
controlled by ane forms.

Other known optimization strategies for shadersapply as
well. Only those implicit parameters of the shader have to
be computed, that the shader actually uses. Expressions
only consisting of constants and uniform expressionscan be
pre-computed and stored for eac shader, since their value
is identical for each shaderinvocation. Shaderscan also be
specialized [8] towards subsequen invocations, where only
certain parameters of the shader change. For example when
generating a walk through of a scene,it is often enough to
redo the lighting computations of the shader, since only the
position of the highlights changeswith the viewpoint, but
the shader function itself remains the same.

Another important issueis the identi cation of common
subexpressions,which only have to be computed once. This
is of particular importance for ane arithmetic, since mul-
tiple computations of the sameexpressionnot only result in
a performance penalty, but also in a loss of precision and
worse error bounds. This is becauseevery time a subexpres-
sion is evaluated, the approximation error is represerted by
a di eren t noise symbol, and therefore approximation errors
cannot cancelout in later computations.

For good error bounds it is alsoimportant to generate op-
timized a ne approximations for often usedoperations. For
example, an optimized approximation for squaring numbers
will typically yield better approximations than the useof the
general multiplication operator.

5 Applications and Future Directions

We would like to conclude by mentioning a few applications
of the methods described in this paper. Sofar we have imple-
mented a program for the generation of texture maps from
procedural shaders using hierarchical sampling with a ne
arithmetic. The generated high-quality textures can be ap-
plied to the geometry, for example using an OpenGL ren-
derer. All images in this paper have been generated this
way.

We are also currently working on integrating a ne arith-
metic based procedural shadersinto our rendering package.
There we plan to useit for nite-element based global illu-
mination computations as described in the intro duction.

We think that the preserted method opens the door
for a whole variety of applications and interesting researd
projects. For example, in this paper we have only discussed
the useof ane arithmetic for surface shaders(in the termi-
nology of RenderMan). However, RenderMan also supports
a number of other shader types, for which a ne arithmetic
could potentially be useful. For example, the preserted tech-
nigues should be applicable to volume shadersin a fairly
straightforw ard manner, but also the recursive enumeration
of displacement shaderscould be a good application.
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