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Abstract

Restricted Boltzmann Machines have quickly become a popular tool for extract-
ing features from data in an unsupervised setting. A big part of their appeal is
that they can be easily stacked to construct Deep Belief Networks, which have
proven very capable of discovering high level structure in data. For my project I
developed a small library for both Restricted Boltzmann Machines and also Deep
Belief networks with Bernoulli visible and hidden units. Finally I compare their
performance with other methods on some well known data sets.

1 Introduction

On a high level, Deep Belief Networks are used to extract features from raw data. Since 2006, when
Hinton introduced a way to train them quickly using Contrastive Divergence[2], the model became
popular both because of good results on various datasets, and also because of its flexible nature. It
has first enjoyed success in the MNIST digit recognition database, but since then it’s been applied
in a vast variety of problems, such as speech recognition, object recognition, motion modelling,
visualization and dimensionality reduction, semantic hashing, and data imputation. Most recent
models are becoming even more elaborate by learning correlations of data. The flexible nature of
these models, and the fact that they are organized in a hierarchy, has led some people to suggest that
the cortical tissue of the human brain may also work along these lines.

Leaving aside speculations we set out to go back to basics and implement some of the simplest net-
works, such as those introduced in 2006. First we give some derivations of the Bernoulli-Bernoulli
RBM'’s and then we discuss how to stack them on top of each other to form a Deep Belief Network.
Next we look at some applications and introduce the attached library that can be used to accomplish
some of them. Finally, we test drive the library on a series of well known data sets and compare the
performance of DBN’s with that of more standard techniques.

2 Derivations

In this section we introduce the Restricted Boltzmann Machine more formally and derive the formu-
las and algorithms for training.

2.1 Definition

A Restricted Boltzmann Machine (RBM) is a complete bipertite undirected probabilistic graphi-
cal model. The nodes in the two partitions are referred to as hidden and visible units. An RBM
corresponds to the following distribution:
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where v € V are the visible nodes and h € H are the latent random variables. The energy function
E(v, h, W) can be written as:
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where W € RP*K are the weights on the connections, and where we assume that the visible and
hidden units both contain a node with value of 1 that acts to introduce bias.

2.2 Sampling

Having made the simplifying assumption of a complete bipartite graphical structure, the conditional
distributions for the binary visible and hidden units are simply given by:
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Where ¢ is the sigmoid function. Using these two equations we can easily go back and forth between
the two layers of an RBM.

2.3 Training

At a very high level, the RBM training procedure consists of presenting some input to the RBM on
the visible layer, and tweaking the weights and the biases of the network such that p(v) is high. The
hope is that the network is able to generalize the data and extract meaningful features to accomplish
this goal.

More specifically, given a set of C training cases {v°[c € {1,..,C}}, our goal is to maximize the
average log probability of the set under the model’s distribution:
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By differenting with respect to the weights w;; and making some simplifying assumptions we can
derive the Contrastive Divergence update rule that takes the form:

Awij = 77(< Uihj >data — < Uihj >reconstruction) 6)

where 7 is the learning rate. The second expectation is taken over the distribution that results from
starting at the data, going up, coming down, and going back up one more time. We note that the
actual MLE update of an RBM is intractable for any non-trivial problem and Contrastive Divergence
is only one of many estimators that can be used to approximate it. Still, it is the rule that is used
in the original work by Hinton[4] and it works very well empirically. Some alternatives estimators
to CD are Stochastic Maximum Likelihood, Maximum Pseudo-Likelihood, Ratio Matching, and
various variational methods also exist. Many of these are discussed in [1,5]. We only use CD in
what follows, but the library supports the SML method as well.

Having derived the update rule for the weights, the training procedure is straight forward. We present
the network with data on the visible layer and update its weights to make that data more likely using
the rule in Equation 6. The entire procedure is repeated for some number of epochs. It is also a



good idea to only update the weights after we have seen a few data points, instead of just one by
one. During the training procedure the data is therefore split into several batches, and the weights
are only updated at the end of every batch. The entire procedure summarized as follows:

1. Initialize weights W to small random numers

2. Split data into batches

2. For every epoch

3 For every batch

4. Set visible layer to contain data from this batch
5 H = p(h|v=data)

6 D’= p(v|h=(H>rand()))

7 H’= p(h|v=D")

8 dW= (dataxH - D’=%H’)/batch_size

9 W = W+etaxdW

Additional improvements can be made to this basic algorithm. A popular modification is to change the update
rule to regularize the weights and encourage sparsity using an L2 penalty. The regularization constant of the
L2 penalty itself can also be decayed during the epochs, which can help preventing the model from overfitting.

Momentum terms can also be added to the update equation to smooth the trajectory of the gradient descent. It
accomplishes this by computing a weighted average of the gradient at current iteration and that of the previous
iteration.

Another technique that can be used is to average the last few iterates. The intuition is that if you converge
toward a minimum but oscillate around it because of a large learning rate, it is better to average the last few
iterates to get a good approximation of the true minimum.

2.4 Fine Tuning

After the training of an RBM is completed as outlined above, the network can be furtherer fine tuned using
backpropagation by cross entropy minimization. While doing this with a randomly initialized network is often
a useless endeavor, a pre-trained RBM provides a very good starting starting point for furtherer fine tuning of
the weights, and this often leads to a much better performance.

3 Deep Learning

Deep architectures have been shown to represent functions much more efficiently than shallow ones. Invarience
is also a strong motivating factor for considering hierarchical structures. To form deep belief networks we stack
RBM'’s on top of each other, and greedily train them bottom up one layer at a time at a time, using the latent
representation of the data in one layer as the input to the next layer.

Some non-intuitive results about RBM’s and DBN’s can be derived further empirically. Various parameters of
RBM’s and DBN’s were tested and compared in works such as [1]. One interesting aspect of deep networks
is that the parameters that worked best for RBM’s do not necessarily work best for training DBN’s. Moreover,
based on empirical experiments, it appears that optimizing the likelihood is not necessarily always equivalent
to learning good features when test error is used as a measurement of goodness.

4 Applications

In this section we briefly elaborate on some of the uses of Deep Belief networks.

4.1 Dimensionality Reduction

High dimensional data can be converted to low-dimensional codes by training a deep belief network with a
small layer on the very top. It is more appropriate to use linear hidden units for this layer, as done in [2]. Data
is presented to the trained network and propagated to the top to form its code. We can then choose to propagate
this code down the network to see the quality of the reconstruction.

4.2 Classification

Classification is perhaps the most important application because many real-life problems reduce to it. Classifi-
cation is done by first pre-training a deep belief network on the data alone, then appending the class labels to the
top-most layer and using the concatenation as input to one more layer. The class labels are encoded as 1-of-k



input units and must be sampled during the training from the top layer using the multinomial distribution to get
p(v|h). The idea of ignoring the class labels only until the very end is the key to getting better classification
rates. To predict a label for a new data point, we can pass the data all the way up to the top, set the label bits
one at a time and predict the label that gives the best free energy of the configuration.

4.3 Denoising

Given a noisy image, we can use a deep belief network to clean it up. One way this can be done is to simply
pass the noisy input all the way up to the top layer, and then pass the result all the way back to the image layer.
This works because features on the bottom Iayers will have a tendency to become at Ieast partially turned on if
they see parts of the input that they are looking for, and once these units turn at least partially on, they will fill
in the full feature data in the reconstruction. Alternatively, one could also stochastically threshold the activities
to get several samples of what the network thinks might be happening.

4.4 Generating samples

DBN’s can also be easily used to generate novel samples of the data they were trained on by fixing high level
states and propagating them down. Instead of fixing these states randomly, actual data is usually propagated up
for initialization, and then we go backwards and forwards many times to generate samples. For example in [6],
a DBN is used to synthesize walking motion. Different styles and techniques can be switched around by fixing
units on the top-most layer of the network.

5 Library

The code I implemented provides an easy way to train and test both RBM’s and DBN’s with binary data. The
two most important tasks we wish to accomplish are to train an RBM, and to fit an RBM to discrete labels.
Then we can stack these modules to form a DBN.

model= rbmBB(X, numhid, varargin): Trains a Bernoulli-Bernoulli RBM on data in X. The second argument
specifies the number of hidden layers to use. Varargin can be a struct or pairs of ’field’, ’value’ as in regular
MATLAB commands and can be used to specify all parameters.

model= rbmFit(X, numhid, y, varargin): fits an RBM to data X, where labels are given in y. This slightly
deviates from the generic pmtk interface fit(X, y). This was a hard design decision but in the end the number of
hidden units was included in the function call itself, not just as an option. The biggest reason is that the number
of hidden layers is the most important argument that one wants to tune, and we almost always want explicit
control over it (even more so in dbnFit, later). This way the form is also consistent with both rbomBB, and also
dbnFit. The returned model can be passed directly to rbmPredict.

yhat= rbmPredict(model, X): Can be used to predict labels from a trained model.

models= dbnFit(X, numhid, y, varargin): Exactly same as rbmFit, except numhid is now a list specifying the
sizes of every layer. Models is a cell array of the trained layers.

yhat= dbnPredict(models, y, varargin): Same as rbmPredict, but now takes a cell array containing several
models.

h=rbmVtoH(model, v): propagates data up through to the top of an RBM.
v=rbmHtoV(model, h): propagates data down to the bottom of an RBM.

visualize(W): helper code for displaying weights of an RBM (but can also be used for visualizing the data)

6 Experiments

Using the Library we can easily run some experiments on well know data sets. We actually only use subsets of
most data sets because of computational/time constraints, but the code can in principle run on arbitrarily large
data, given appropriate resources.

6.1 Small MNIST Classification

We first investigate the performance of various methods on a subset of the MNIST database. This database is
composed of a training set of 5000 28x28 binary images of hand digits and a test set of 1000 more digits. We
can first investigate the performance of a single RBM on the data. The default parameters of the library are
taken from Hinton’s code that is available online.
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